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Abstract 
Technological improvements in Computer and Telecommunication areas lead 
to the emergence of new distributed multimedia and co-operative applications, 
whose features and requirements are both multiple and diversified . In order to 
tackle their needs, two major approaches are currently developed, one argu
ing for an improvement of the application software, the other one promoting 
a sophisticated network support. Following this last approach, a new concept 
of connection, the partial order connection (POC), has been proposed and for
malized. This paper provides simulation results of the POC concept obtained 
using the OPNET software tool. Particulary, it is shown how a partial order 
/ partial reliability management at the transport layer impacts on end to end 
transit delay and on the memory used at both sending and receiving transport 
entities. 

Keywords 
Multimedia Application, Transport Service, Transport Protocol, Partial Order 
Connection, Performance Evaluation, OPNET 

1 INTRODUCTION 

During the last decade, technological improvements in Computer and Telecom
munication areas led to the emergence of new distributed multimedia and co
operative applications, including transmission and processing of all data types 
(text, fixed or animated image, voice, video sequences, etc.). Among the re
quirements of such applications, the following ones are now of importance: 

• high speed transmission links are obviously needed; 
• temporal constraints have to be enforced for interactive communications 

such as visioconferencing systems; 
• multimedia synchronization is required: exchanged data have to be orches

trated the ones with the others; 
• finally and at the opposite of file data transfers, distributed multimedia 

applications tolerate an imperfect transfer of the data they involved, without 
being unacceptable for users. 
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A full analysis of distributed multimedia applications requirements may be 
found in [23]. 
Current solutions and thei1' limits: Recently, many studies have been 
performed to design light weight transport protocols (such as NETBLT [6], 
VMTP [4] or XTP [17]) more suited to support multimedia data transfers t.han 
TCP or TP4 protocols; however, these proposals do not provide a sufficient 
solution with respect to multimedia requirements. Usually, multimedia syn
chronization issues (both spatial and temporal ones) are not addressed and 
temporal constraints management mechanisms are implementation dependent. 
A new generation of high speed, multimedia protocols has to be designed on 
top of high speed links using ISDN, Internet protocols or ATM. Presently, sev
eral communication architectures are envisaged within different projects which 
may be classified as follows. 
The" Application Aware Netw01'king" approach: Up to now, two major 
architectural approaches have been proposed to design new distributed commu
nication systems; both extend the Application Layer Framing (ALF) concept 
introduced in [7J that argues the interest of Application Data Units (ADU) 
preservation at the communication system level: 

• the first approach assumes that the net.work software has to be as sim
ple as possible without providing any Quality of Service (QoS) guarantee. 
The application is supposed t.o be the most appropriate to adapt to net
work fluctuations by integrating in its software the most adequate transport 
mechanisms. This Network Aware Application (NAA) approach is mainly 
supported by the Internet community, and is currently pursued within the 
Esprit project HIPPARCH. Recent invest.igations and results are given in 
[5] [14] [13] . 

• at the opposite , the second approach suggests to increase the networking 
system complexity to handle new requirements defined at the applicative 
level. The major interest of this approach is to make t.he user software simpler 
at the cost of a more sophisticated network support. This Application Aware 
Networking (AAN) approach has been or is currently pursued within several 
projects: OSI 95 [8], RACE CIO [16], BERKOM [9], QoS-A [3], TENET [15J 
and CESAME [l1J. 

This paper, which follows the AAN approach, will evaluate the performance of 
a new kind of connection, the partial order connection (POC) , introduced in [IJ 
and [10]. A POC defines a new transport QoS related to 'order' and 'reliabilit.y' 
parameters; when implementing this new concept, a transport protocol allows 
bandwidth, memory and transit delay savings. The major part of this paper 
aims at showing (in a simulation environment) the interest of the POC concept 
for two parameters: the number of used buffers and the applicative transit 
delay. This paper is divided int.o five sections. Basic principles of the POC 
concept are first recalled in section 2. Tested partial order transport protocol 
is composed of different mechanisms which are briefly exposed in section 3. In 
section 4, the communication model (including network support) is presented 
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first. Simulation context is then exposed: the selected parameters are given 
and their different values during simulations are detailed; simulation results 
are finally given and analyzed. Conclusions are stated in section 5. 

2 PARTIAL ORDER CONNECTION: CONCEPT AND ANALYSIS 

At the present time, commonly used transport protocols are either based on 
the connection-oriented (CO) mode or on the connectionless (CL) one: 

• on one hand, CO protocols (such as TCP) provide their users with full relia
bility and total order, at the cost of increased delay and reduced throughput; 

• on the other hand, CL protocols (such as UDP) introduce no increase in 
transit delay or reduction in throughput but provide neither order nor reli
ability guarantee. 

This classification shows a design gap between CO and CL protocols that sug
gests a concept ual extension ofthe classical connection concept, using order and 
reliability parameters. This extension has led to the partial order connection, 
for which CO and CL protocols are two special cases. POC has been introduced 
in [1] and [10] . The basic principles of the POC concept and its suitability for 
multimedia applications are presented in 2.1. In order to quantify and then 
compare the complexity of different partial order services, quantification met
rics have also been introduced in [1] and [10]; in order to classify the different 
protocols whose benefits are evaluated in section 4, a brief overview of the used 
metric is presented in 2.2. 

2.1 POC Concept 

A conceptual eztension of the connection concept: A POC is an end-to
end connection that allows its users to define and use for transferring data any 
partial order/reliability service from no order/no reliability (typically a UDP
like service) to total (sequential) order/total reliability (typically a TCP-like 
service). In a POC, 'order ' and 'reliability' appear as two specific QoS parame
ters specified by the service user in the connection set-up request . Once known 
by the sending entity, 'order' and 'reliability' are translated into protocol pa
rameters used to start-up associated protocol mechanisms. In a POC, service 
data units (SDUs) can be delivered to the receiving user in an order that is dif
ferent from the sending order: the acceptable difference between the submission 
sequence and the different but acceptable delivery sequences precisely results 
from the definition of the selected partial order. 
A concept suitable fOT multimedia applications: Up to now, a few models 
have been proposed in order to provide a formal representation of temporal 
constraints in distributed systems; most of them are based on Petri nets [22] 
[19] [2] . One of this model, the Timed Stream Petri Net (TSPN) model [12] 
[21], provides a formal description of multimedia synchronization scenarios in 
asynchronous distributed systems. In this model, a place is associated with 
a data presentation (a still image or a sound fragment for instance); logical 
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dependency relationships existing either within a flow or between the different 
flows of the application are modeled using transitions of the net. The Petri 
net deduced from a TSPN model provides a logical representation of temporal 
synchronization constraints, which is a partial order. 
Consider for instance the multimedia object pictured on the left part of Figure 
1; it is composed of different monomedia objects (a logo, two fixed images and 
two video sequences numbered from 1 to 99) which will have to be displayed 
at the screen of distant user; the picture gives the expected object display at 
the receiving side. The right part of the figure provides the partial order, say 
P, deduced from the application defined TSPN model, that illustrates (among 
other) that logo 1 and image 2 may be distributed at the receiving side inde
pendently the one of the other as they are in parallel both in the display and in 
the model; logical synchronization constraints within the two video sequences 
are expressed by the intermediate transitions ti. 

99~ 

4U[d 
Figure 1 Partial order deduced from a TSPN model of a multimedia object 

Provided with a P partial order transport connection, the receiving user may 
then be delivered monomedia objects (typically SDU) in any sequence consis
tent with both spatial and temporal synchronization constraints. Moreover, as 
it is shown through different theoretical examples in [1), these different deliv
ery sequences lead to transfer speed-up and save resources at both sending and 
receiving sides. Simulations given in section 4 will confirm these first results. 

2.2 Quantification metric 

A simple 'reliability' measure consists (for instance) in the maximum number 
of losses the protocol may tolerate without recovering. Divided by the number 
of sent objects during the observation period, this measure is still between 0 
and 1. Such an 'order' measure is not obvious and several metrics have been 
proposed in [1) and (10). The one we select to keep a representative subset 
of all protocols (according to order and reliability) is the following one [1): 

(Z) In(e(Z)) . h Z b f b· / . d m = In(card(Z)'); WIt : num er 0 0 Jects perlo. 
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3 PROTOCOL DESIGN 

Performance evaluations exposed in section 4 have been realized using a pro
tocol based on a selective positive acknowledgment mechanism. This protocol 
has been initially modeled using the formal description technic Estelle [18]; the 
Estelle code may be found in [1] . 
At the sending side, PDUs are numbered and then buffered in the event of 
future retransmissions. A timer is associated to each sent PDU. A flow control 
is also ensured by means of a sending window. 
At the receiving side, any received PDU is acknowledged and its" deliverability" 
with respect to order and reliability QoS parameters is checked; three cases are 
considered: 

• The PDU is deliverable; it is then delivered to the user. 
• The PDU is not deliverable (order and reliability constraints are not re

spected); it is acknowledged and then buffered until these constraints are 
verified. 

• The PDU has already been received (it is a duplicate); it is then rejected . 

In addition to order and reliability parameters, two other parameters are man
aged by the protocol: the sending window length and the retransmission timer. 
In order to optimize retransmissions management , the value of the timer has 
to be updated according to the Round Trip Time (RTT) value. When the un
derlying network only provides a "best effort" service (typically, the present 
Internet), it is not possible to have a fixed timer value (RTT variations are not 
predictable and may be very important); however, in order to make our simu
lations simpler, we fixed the retransmission timer value to l.1 *RTT. Sending 
window size has been fixed to 10 PDUs. Note that these two parameters can 
be modified for other simulations. 

4 PERFORMANCE EVALUATIONS 

Protocol design and performance evaluations have been made using the OP
NET tool [20]. OPNET allows one to design a hierarchical and structured 
communication architecture (an OPNET model) composed of three different 
design levels, network, node and process levels, representing for instance an 
ATM network , a gateway (or a workstation) and its behaviour respectively. In 
the following, our model is first presented and its parameters are detailed (4.1) . 
The simulation context, i.e. parameters and their values, is detailed in (4.2). 
Their impact on both sending/receiving buffers and appiicative transit delay is 
exposed and analyzed. 

4.1 Model description 

At the network level, the model is composed of three parts, the sender, the 
receiver and the network (see figure 2). The sender is composed of a data 
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generator and the sending poe entity. The receiver is composed ofthe receiving 
poe entity and a data consumer . 

Sender 

Nod. 
Process 

Receiver 

.~ 
I 

-~ 

I 
I 

Network I 

__ j N.~ ~ __ ~"'-------' 
Network level Network link 

Node level Node link 

Figure 2 Partial order Model 

Sende1' pammeters: The sender parameters are the packet generation date 
and the sending period duration. Time origin is given by the first packet sending 
date. 
Receiver paramete1's: The receiver parameters are 'order' and 'reliability' 
QoS. Reliability is expressed by a real between 0 and 1, 0 meaning unreliable 
service and 1 reliable service. Order is expressed by an integer list representing 
the immediate predecessors of each object (see example given in figure 3). For 
instance, object 1 of the period (composed of 4 objects) is preceded by 2 objects 
(predecessor number = 2): -1 et 0 (predecessor list = -1 et 0). 

Graphical representation 

• 

Mathematical representation 

Pr.c:t.c ••• or Prec!.c ••• or 
nu.b_r l.i.t 

""'~ 4 2 -1 02 -1 0 1 1 1 2 
Period 
.:i.8 I J 

Object 1 -
3 .. Object. 

Current Period 

Figure 3 Order representation 

Network parameters: Two parameters are considered for the network: tran
sit delay and loss rat.e. 

• Transit delay is expressed in milliseconds and represents the time between 
one outgoing PDU (at the sending side) and one incoming poe PDU (at 
the receiving side). 
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• Loss rate is expressed by a real number between 0 and 100. Losses are 
produced by a random generator; generated numbers are extracted from an 
uniform distribution between 0 and a maximum value set up by the user. 

The protocol allows simulation of different order and reliability with variable 
transit delay and/or loss rate values. Note that simulations are reproducible 
because the initial value of the OPNET random generator (used to produce 
random losses) is a simulation parameter. 

4.2 Simulation context 

The simulation context defines parameters values that have been used in our 
simulations. The two major parameters are the order and reliability QoS pa
rameters. Other parameters characterize both the network (loss rate, transit 
delay) and the transport protocol (sending window size, retransmission timer 
value). Simulation duration is the last defined parameter. 

(a) QoS 
Partial order: Ten partial orders have been tested. All are serial/parallel 
Petri nets compositions of eight objects. Their representation on the order axis 
given on figure 5 results from the metric m described in section 2.2. The ten 
partial orders have been chosen to be equitably distributed on the order axis. 
Details of these orders are given on figure 4. 

m=O.168 ~ 
{) 80 160 ZOO :40 180 320 

m~.'~ ~ 
40 l~O {) 160 3:0 

m=O.217 ~ 
{) 80 HiO 240 280 3:0 

m=O.337 ~ 
{) 80 160 ~40 3:0 

m=O.400 ~ 

m~·_1 
I) 160 3:0 

{) 80 160 ~40 no 

80 

m=O.S69 ~ 
m=l 

'60 

m=O.700 9 
Figure 4 Set of serial parallel compositions 
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Partial reliability: Reliability is represented between 0 and 1, which respec
tively represents unreliable and reliable service. For instance, a 0.9 reliability 
indicates that 10% of user data may be lost by the transport service provider. 
We chose reliability between 0.5 and 1, this variation being sufficient enough to 
show reliability impact on both buffers and transit delay. Set of tested values 
is 1,0.99,0.95,0.9,0.75 and 0.5 . 
QoS representation: As it has been described in section 2.2, it is possible 
to classify any protocol in a two axis system (,order', 'reliability') such as the 
one given on figure 5. Protocols which will be evaluated in the following are 
localized in this figure by means of character" 0" . 

88 88 . 8 8 · 8 : 8 

Figure 5 Protocols set 

(b) Simulation parameters 
Transit delay: Transit delay parameter allows one to simulate different net
works. Our goal being first to measure the impact of the QoS parameters, we 
fixed the transit delay value to 50ms, representing a RTT of lOOms. 
Loss rate: Order and reliability impact appears only when losses occur. It 
is then necessary to introduce them in the network; four loss rates have been 
tested: 0, 5, 10 and 25%. Even if a network with a 0% loss rate is not realistic, 
associated simulation results will be given here as a reference level. 
Retransmission timer and sending window size: Retransmission timer 
has been fixed to 1.1 * RTT. The sending window size is 10 PDUs, a size which 
appeared during simulations being sufficient to preserve data flow continuity. 

(c) Simulation duration 
An important point to determine before experiment start up is the optimal sim
ulation duration. Indeed, simulations have to be made in a stationary rate, not 
during a transitory one. On figure 6 where both buffers and transit delay evolu
tion are presented, we see that the transitory phenomena is relatively short com
pared to the 1000s simulation duration. Illustrated curves have been obtained 
with maximal order/reliability constraints (that is total order/reliability) and 
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a 10 % loss rate. We assumed for all curves that the same simulation duration 
was sufficient to reach 'permanent rate' results. 
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Figure 6 Transitory and permanent rates 

4.3 Partial Order Connection evaluation 

(a) Order impact on sending/receiving buffers 
In this subsection, evaluation of mean sending/receiving used buffers is com
puted for each of the ten tested partial orders, depending on four network loss 
rates (0, 5, 10 and 25 %) and three particular reliability values: 

• 0, which represents a totally reliable service. 
• 0.95 , which represents an unreliable service with a 5% acceptable loss rate . 
• 0.5, which represents an unreliable service with a 50% acceptable loss rate. 

Sending (respectively receiving) buffers are given on figure 7 (respectively on 
figure 8). Only 'permanent rate' results are provided on these figures. Each 
figure is composed of four sub-figures (one for each network loss rate), each of 
them representing three curves (one for each reliability). 
Sending buffe1's (figure 7): As any received or declared lost PDU is ac
knowledged by the receiving POC entity (out of partial order received PDU 
are stored), note that for a given (reliability, loss rate) couple , order impact 
on used sending buffers is null (same used buffers number for each of the ten 
selected orders). However, it is to be noticed that used sending buffers num
ber depends on the (reliability, loss rate) couple value. This last point will be 
detailed in subsection (c) (,Reliability impact on sending/receiving buffers '). 
Receiving buffers (figure 8): Order impact on receiving buffers appears to 
be more significant. Indeed , as any out of order received PDU is stored at the 
receiving side, the less the order constraints are, the less the receiving buffers 
are full. This point is clearly shown through the decreasing slope of the different 
curves. As far as this lastest point is concerned, one can also notice that slope 
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of the different curves also depends on the (reliability, loss rate) couple value. 
This point will be analyzed in subsection (c). 

3.5 . 

Ie 3 
,:g 

loss rate 0 % 

E 2 .5.;----<1 .... ___ --< ___ --.., ___ 

~ 2 :;; 
en 1 .5 

'0~------~~------~ 0.5 
Metric 

loss rate 10 %. 
5.5 

0.5 
Metric 

3 .8 . 

r e 
g>3.4 

'2 
(J) 3 .2 

3 
0 

13 

Ie 12 

~11 
'~10 
] 9 

8 
0 

+ : RellablUty = 1 . : Reliability = 0 .95 

loss rate 5 0/0 

0 .5 
Metric 

loss rate 25 % 

0 .5 
Metric 

0 : Reliability = 0 .5 

Figure 7 Sending buffers 
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Figure 8 Receiving buffers 

(b) Order impact on the transit delay 
Order impact on the applicative transit delay is shown on figure 9. Except on 
the first curve (loss rate = 0%), the following conclusions may be stated: 

• All curves are decreasing with order (that is when order constraints are 
decreasing) . For instance, for the curve obtained for a 10% loss rate and a 
0.95 reliability, a 20% saving on t.he transit delay can be observed for the 
partial order whose metric is 0.569 compared with the total order (m = 0). 
Instead of having t.o buffer an out of sequence (i.e. out of total order) PDU 
and wait for the arrival of the retransmitted PDU(s) (lost by the network 
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during their first transfer) that precede it in the total order, the receiving 
POC entity may deliver such a PDU as soon as it has been received provided 
its delivery matches the selected partial order . 

• Another point has also to be noticed: order impact on the transit delay is 
less significant when the reliability parameter gets closer to or is greater than 
the network loss rate (see all the curves obtained for a QoS reliability or the 
one given for a 0.95 reliability and a 5% loss rate). Indeed, in these cases , 
lots of retransmissions are avoided (the selected reliability service still being 
ensured), making the previous point less significant. 
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Figure 9 Transit delay evolution 

(c) Reliability impact on sending/receiving buffers 
In t.his subsection, reliability impact on used sending/receiving buffers is eval
uated. The different loss rates which have been kept are the same as in the 
previous two subsections: 0, 5, 10 and 25%. Only three representative orders 
have been selected: 

• 0, which represents total order (serial compositions only). 
• 0.569, which represents an intermediate partial order between total order 

and null order (serial and parallel compositions). 
• 1 , which represents total disorder (parallel compositions only) . 

Sending (respectively receiving) buffers evolution is given on figure 10 (respec
tively on figure 11). 
Sending buffers (figure 10): Partial reliability management allows the re
ceiving POC entity to acknowledge lost PDUs (no retransmission will be per
formed) if these losses still match the selected reliability service; remember that 
a PDU is considered to have been lost by the network when a PDU t.hat follows 
it in the partial order has been received. It then appears that when relaxing 
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the reliability constraints, the sending used buffer are fred sooner, which is ex
pressed on curves of figure 10 by the decrease of the mean used sending buffer 
numbers. Two other points have also to be noticed: 

• Reliability impact on sending buffers is significant only when the reliability 
parameter is greater than the network loss rate; else, the protocol has not 
to process retransmissions since all losses generated by the network do not 
damage the required reliability service. A clear illustration of this last point 
; ,~ given for a 5% loss rate. Reliability impact is null if the corresponding 
service is less than 0.95; beyond this value, buffers saving significantly ap
pears (about 20% for 0.95 reliability service compared with a totally reliable 
service) . 

• One can also notice that less buffers are used for a totally ordered service 
compared with a partial order one. This observation results from the proto
col loss declaration mechanism. Indeed, this mechanism is activated by the 
receiving poe entity when an undeliverable PDU (regard with the selected 
partial order) is received and all not yet received PDUs that precede it in 
the partial order may be declared lost still ensuring the required reliability 
service. In this case, these PDUs are declared lost and then acknowledged 
by the receiving poe entity. Total order having more order constraints that 
other tested orders, previous acknowledgments are generated earlier, making 
sending buffers to be fred at the earliest time. 
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Figure 10 Sending buffers 

Receiving buffers (figure 11): Analogous conclusions can be stated about 
reliability impact on receiving buffers. Particularly, it clearly appears that this 
impact becomes significant when losses generated by the network are greater 
than the user acceptable loss rate. For instance, if we look at the curves obtained 
for a 10% loss rate, about 50% of the used buffers are saved when a 0.95 
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reliability is provided compared with a total reliability (order=0.569); for a 
reliability lesser than 0.9, this gain no more appears. 
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Figure 11 Receiving buffers 

(d) Reliability impact on the transit delay 
Reliability impact on the transit delay is shown on figure 12. 
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Figure 12 Transit delay 

• For all curves, the lowest transit delay values are obtained when the network 
loss rate is lesser than the user acceptable loss rate; in this case, the protocol 
has not to process loss recovery and then does not increase the delay . 

• Out of this particular context, benefits generated by a partial reliability 
management clearly appear. For instance, transit delay measure obtained 
with a 10% network loss rate is 40% lesser for a 0.95 reliability than for 
a total one (order=0 .569). Such a gain (180 ms in the previous example) 
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allows service users to manage temporal synchronization constraints more 
easily, still ensuring reliability guarantees. 

5 CONCLUSION 

This paper has presented a few results performed to characterize a new con
cept of connection, the partial order connection, in a simulation environment 
(OPNET). The goal of this paper was to provide an evaluation of the benefits , 
related to transit delay and memory, a transport protocol implementing the 
POC concept generates. First , the basic principles of a partial order connec
tion have been recalled; to classify and then compare the different partial order 
protocols tested in the paper, a metric , m, has also been detailed. Second, main 
mechanisms our POC protocol is constituted of have been presented to address 
the two major QoS parameters, 'order' and 'reliability' . The OPNET simula
tion environment has then been introduced and the communication model has 
been described. Simulation results have provided a first estimate of the bene
fits a POC may generate within an imperfect network environment, compared 
with a classical TCP-like connection. The following general conclusions may be 
stated. 
Concerning order, it first appears that the less the order constraints are, the 
less buffers are needed and the lower applicative the transit delay is; however, 
note that the order parameter is entirely application dependent and cannot be 
modified , which is not exactly the case for the reliability (as users may modify 
it). When the network loss rate is lesser than the user required reliability, 
reliability management at the transport level is not useful, this QoS being 
ensured by the network itself. In the general case, that is when the network does 
not provide a sufficient enough reliability with respect to the application needs, 
very significant benefits have been shown when a partial reliability management 
is implemented at the transport level. Particularly, transit delay improvements 
when total reliability is not needed is extremely interesting for time sensitive 
or real time distributed applications, as the synchronization constraints of such 
applications are very difficult to enforce at the application layer. 
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