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Abstract 
We demonstrate how several programming language concepts and methods can 
be used economically to obtain an improved solution to a difficult algorithmic 
problem. The problem is to compile a subset RCS of Relational Calculus 
defined by Willard (1978) in a novel way so that efficient run-time query 
performance is guaranteed. Willard gives an algorithm to compile each query 
q belonging to RCS so that it executes in 0( n logd n + o) steps and 0( n) 
space, where n and o are respectively the input and output set sizes, and d is 
a parameter associated with the syntax of query q. Willard's time bounds are 
based on the assumption that hashing unit-space data takes unit time. 

In this paper we use a set-theoretic complexity measure and formal trans
formational techniques to reconstruct the linear time fragment of RCS in a 
simplified way. In doing this, we show how complexity can be determined by 
language abstraction and algebraic reasoning without resorting to low level 
counting arguments. This approach shortens Willard's proofs considerably, 
and facilitates an implementation. Finally, we show that the implementation 
can be typed in a restricted form of a set-theoretic type system based on Cai 
et al. (1991) and Keller and Paige (1995), which guarantees that each hash 
operation used to implement RCS can be simulated in real-time on a pointer 
machine model of computation. This improves Willard's linear expected time 
result to linear worst case time, and demonstrates for the first time how type 
theory can be used as a tool to obtain an order of magnitude algorithmic 
speedup. 
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1 INTRODUCTION 

This paper follows a long-term investigation of Willard's Relational Calculus 
Subset (RCS), a database query language proposed in his thesis (Willard 
1978), and developed further in Willard (1983) and Willard (1990), a part of 
which recently appeared in JCSS (Willard 1996). Under the assumption that 
hashing unit-space data takes unit time, Willard defined broad subclasses of 
Relational Calculus queries that could be executed in linear space and low 
expected time O(n logd n + o), where n and o are the input and output set 
sizes, and dis a parameter associated with the syntax of the queries. Willard's 
result is algorithmic rather than complexity-theoretic, since no lower bound is 
implied for any problem that cannot be expressed in RCS. 

Our interest in Willard's fascinating work is motivated by a number of is
sues. RCS is a rare comprehensive investigation of query translation for the 
Relational Calculus (Codd 1970), which is regarded as more difficult to imple
ment than the Relational Algebra (Codd 1970). Willard's work is one of the 
earliest investigations that link a substantial language to low order run-time 
query complexity for a main memory model. Willard's investigation is also 
one of the earliest nontrivial examples of output-sensitive algorithmic analysis. 
Although other languages that are bound to low order run-time complexities 
(e.g., Hunt et al. (1977) , Arnold and Crubille (1988), Cleavaland and Steffen 
(1992) , and Anderson (1994)) may have greater expressive power, RCS is 
unusual in its richness and its run-time requirements. Consequently the RCS 
query processing algorithm is a combinatorial challenge, which makes its im
plementation a formidable task left open by Willard . 

. We make two contributions that integrate solutions to algorithmic and soft
ware problems. First we detail how to implement Willard's linear time frag
ment ofRCS (which we call LRCS) using semantics-preserving source program 
transformations. Second, we show how type theory can be used to improve the 
run-time performance of LRCS from linear expected time to linear worst case 
time. 

A problem shared by the database and algorithmics communities is the 
lack of notation and notational calculi to formally map perspicuous problem 
specifications into efficient implementations. Our approach to obtain an imple
mentation of LRCS is to use a wide spectrum set-theoretic language capable 
of specifying both high level user queries and their efficient (but still abstract) 
implementations. Program transformations that preserve familiar set-theoretic 
semantics are used to derive efficient implementations from high level queries. 

By itself Willard's compilation of RCS queries is a model of sophistication 
that works in two phases. The first phase, called the decomposition phase, 
transforms a query into a sequence of efficient lower level queries. The second 
phase, which we call the back-end implementation, transforms each efficient 
query into a sequence of element-at-a-time operations (e.g., loads, stores, re
trievals), many of which require hashing. 
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We abide by most of Willard's ideas in the first phase, and contribute an 
abstract implementation in a convenient set-theoretic language. It is in the 
back-end implementation where we use set-theoretic expressions tied to im
plicit implementations in order to reuse redundant low level constructions 
found in Willard's proofs. Hence, we obtain a perspicuous implementation, 
and a proof that replaces Willard's repeated low level counting arguments by 
simpler logical and algebraic reasoning. 

We go on to show that Willard's time bound (for run-time query execution) 
in the expected case can be achieved in the worst case without degrading 
space utilization. This is achieved by demonstrating that the translated form 
of each query in LRCS is typable in a variant of the set-theoretic type system 
described in Cai et al. (1991), Keller and Paige (1995). This type system 
guarantees the real-time simulation of primitive set operations on a pointer 
RAM, which means that each primitive set operation (e.g. membership testing 
x E S) can be implemented in unit worst case time on a pointer RAM (Knuth 
(1973), Tarjan (1979)). Thus, we immediately show that each query in LRCS 
can be translated into pointer machine code that runs in linear worst case time. 
Our analytic analysis is also carried out using formal proof rules. The brevity 
of these formal proofs makes it tempting to pass them through a mechanical 
proof checker, and, hence, formally verify a difficult query compiler. 

Currently we are involved in a research project involving translation of a 
strongly typed version of SETL2 (Snyder 1990) to C. This translator, which 
will incorporate the efficient read method of Paige (1994), Paige and Yang 
(1997), is expected to provide an efficient implementation for LRCS. 

2 NOTATION 

This section describes the notation used for a high level set-theoretic functional 
language that is capable of representing both RCS and its abstract implemen
tation. We say that a language is computationally transparent if it is amenable 
to algorithmic analysis. In the following subsections, we will show how to make 
this language computationally transparent under both a hash-based model of 
computation (assuming hashing of unit-space data in unit expected time) used 
by Willard and a pointer RAM (Knuth (1973), Tarjan (1979)) model of com
putation. 

We use a set-based language that, besides the usual elementary data types, 
includes built-in data-types for finite sets, maps and tuples. A set is an un
ordered collection of distinct values, while a tuple is an ordered collection of 
values. A map is a set of ordered pairs that may be a single or multi-valued 
binary relation. 

The primitive set-theoretic operations and expressions correspond closely 
to finite set theory (Suppes 1972) and SETL (Schwartz (1974), Schwartz et 
al. (1986), Snyder (1990)). Expression #Sis used to denote the cardinality of 
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Table 1 High level Setl Operations 

U/S 
domain R 

rangeR 
R-t 

R{x} 
R[S] 

Uxesx 
{x: [x,y] E R} 
{y : [x, y] E R} 
{[y, x]: [x, y] E R} 
{y: [u,y] E Rlu = x} 
{y : [x, y] E Rlx E S} = Uxes R{ x} 

set S. In its most general form, set comprehension is written in the following 
set former notation, 

and denotes the set of element values e(xt, ... , xk) evaluated over all k-tuples 
[xt, ... , xk] belonging to the search space satisfying the condition, 

and also satisfying the boolean-valued qualifier J<(xt, ... , xk), which may itself 
contain an arbitrary sequence of bounded existential and universal quanti
fiers. Set former {(xt, ... ,xk] E x~=tSiii<(xt, ... ,xk)} denotes a short 
form for set comprehension expression {[x1, ... , Xk] : x1 E S1, ... , Xk E 
sk II< ( Xt, ... , Xk)}. When the qualifier subpart ]{ (X!, ... , Xk) of a set former 
is the constant true, it may be elided. 

We also use the unconventional SETL interpretation of maps as finite func
tions or multi-valued binary relations. Let R be a map, and let S be a set. 
Then Table 1 defines some of the high level set operations on sets and maps. 

The language also includes conventional let expressions. 

2.1 Real-Time Simulation 

In order to make the high level queries described in the beginning of Sec
tion 2 computationally transparent, we associate each query with an opera
tional definition in a lower level imperative set machine language containing 
primitive, element-at-a-time set operations with precise run-time complexities 
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Operation 

Q with:= x * 
Q less:= x * 
Q:={} 
Q u :=T * 
xEQ 
g{x} 
g(x) 
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Table 2 Primitive Set Machine Operations 

set element addition 
set element deletion 
initialization 
set union 
set membership test 
{y : [u, y] E glu = x} 
y, if g{x}= {y}; 

Time 

0(1) 
0(1) 
0(1) 

max(1, O(#T)) 
0(1) 
0(1) 
0(1) 

for x E Q loop 
Block(x) 

end loop 
Q:=T 

n (undefined), otherwise 
execute Block for each 
element x belonging to Q 

O(#Q X cost(Block(x))) 

copy set T to set Q 0(1) 

as described in Table 2. For example, the high level query Q = {Kt(x): x E 
XIK2(x)} can be implemented in set machine language as follows: 

Q:= {} 
for x EX loop 

if K2(x) then 
Q with:= K1(x) (1) 

end if 
end loop. 

If every element of Q has unit space, then each primitive operation in (1) can 
be simulated in real time under the assumption that unit-space data x can 
be hashed in expected unit time. Hence, each operation can be implemented 
to run in the time associated with it in Table 2 , e.g. the run-time cost of 
(I) can be seen as O(#X) expected time if K1(x) and K2(x) are constant 
time computations. The time complexity of a high level query is thus easily 
determined from the time complexity of its implementation. 

The decomposition phase of the query translation process involves con
verting the LRCS queries (formulated as high level set expressions) into a 
sequence of efficient lower level queries. By translating each of the low level 
queries obtained at the end of the decomposition phase into a set machine 
implementation, we obtain an expected linear time implementation of LRCS 
under the hash-based model of computation used by Willard. 

However, we go beyond that, and show how we can use our type and subtype 
system (derived from Cai et al. (1991), Keller and Paige (1995), Paige (1989)) 
to perform real-time simulation of primitive operations on a pointer RAM. 
That is, we implement each set operation in Table 2 on a pointer RAM where 

*These operations are performed destructively. 
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the run-time complexities given in Table 2 are in the worst case. For example, 
code block (1) can be typed in our type system to give a worst case O(#X) 
time implementation. We will show that the low level queries obtained at 
the end of the decomposition phase of LRCS translation are typable in our 
type system. Since the type system guarantees the real-time simulation of set 
primitives on a pointer RAM, we immediately get an implementation for LRCS 
that runs in linear worst case time on a pointer RAM, an improvement over 
Willard's linear expected time solution. 

We provide a brief informal description of our type system below. In Sec
tion 2.2 we formalize the notion of associating each primitive set operation 
with a worst case run-time complexity on a pointer machine by providing in
ference rules specifying conditions under which real-time simulation of these 
operations is possible. 

Each type r represents a set val( r) e.g. type INT stands for the set of 
integers. If r1 and r2 are types, then set( rt) represents the set of finite sub
sets of val( rt), smap( r1, r2) and mmap( r1, r2) represent the set of finite, par
tial, single-valued (respectively multi-valued) maps from domain val( rt) to 
range val(r2 ). Type variable B is called a base type (after Schwartz (1975a), 
Schwartz (1975b)), and is uniquely associated with a subtype constraint of the 
form B < r (where r is any type except a base type, though it may contain 
occurrences of base types), indicating that each distinct value of type B can be 
coerced into a distinct value of type r in constant time. Each distinct program 
variable v of type r is restricted to values that belong to val ( r) throughout 
the execution of the program. Such a program invariant is specified by a type 
assignment v : r . 

. Besides representing specific sets, each type is also used to model specific 
data structures needed to implement set and map operations efficiently. For 
this purpose the type system allows bases to appear in two forms, called 
weak and strong, and denoted by B and B- strong respectively. Each base 
type B with a subtype constraint B < r is implemented as a set RB of 
records. Each record in RB has a key field that stores a distinct value of 
type r. A weakly based set S, denoted by the type assignmentS: set(B), is 
implemented as a doubly linked list of pointers to records in RB whose key 
fields store the elements ofthis set (see Figure 1). Weakly based maps, denoted 
by smap(B, rt) and mmap(B, rt), have similar linked list implementations 
for their domains. A strongly based set T is denoted by the type assignment 
T: set(B- strong). Similarly strongly based maps are denoted by smap(B
strong, r1) and mmap( B - strong, r1). The records of RB have a distinct field 
for each set or map that is strongly based on B. If T is a strongly based set, 
its corresponding field is used to store a doubly linked list that connects the 
set of records in RB whose key fields store the elements in T (see Figure 1). 
The domains of strongly based maps are implemented in a similar way. This 
representation supports unit-time associative access operations for strongly 
based sets and strongly based maps. 
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fields forT 

B < r, S: set( B), T: set(B- strong) 

Figure 1 Weakly and Strongly based sets 

For example, consider the following code. fragment 

for XES loop 
if x e T 

end if 
end loop 

(2) 

where S and T are sets having elements of the same type. In order to simulate 
this fragment of code in real time, the associative access operation z E T 
should be executed in unit time. Consider the following type assignment, z : B, 
S : set(B), and T : set(B -strong), where B is a base type. Base type B 
is implemented as a set RB of records, one corresponding to each element 
of val(B). The weakly based set Sis implemented as a doubly linked list of 
pointers to records in RB whose key fields store the elements of set S. Since 
T is a strongly based set on base B, the records in RB have a distinct field for 
set T. This field has three subfields, a membership field with a value 0 or 1, 
and the prev and nezt pointers of a doubly linked list linking the elements of 
set T (see Figure 1). Thus, given an element z in setS in the form of a pointer 
to the corresponding record in RB, the test z E T can be performed in unit 



The formal reconstruction of Willard's relational calculus subset 389 

time by looking at the membership field for T in the record corresponding to 
X. 

In addition to the weakly and strongly based data structures, we also con
sider unbased data structures. An unbased set is a set whose elements are not 
of a base type. An unbased set is implemented as a doubly linked list of ele
ment values. An unbased map is a map whose domain element type is not a 
base type. Its domain is implemented as a doubly linked list of element values. 
Each image set is stored separately, and is accessible from its corresponding 
domain value by a pointer. We store first and last pointers to the first and 
last list cells implementing unbased and weakly based sets and the domains of 
unbased and weakly based maps. We also store pointers to the first and last 
records in RB linking the elements of strongly based sets and domain elements 
of strongly based maps. 

Furthermore, in order to obtain efficient implementations for the primitive 
operations, non unit-space data objects such as sets and maps are accessed 
indirectly through pointers. For assignments involving unit-space data (such 
as boolean, integer etc.), we assume copy value semantics, i.e. an assignment 
statement with unit-space data on the right hand side is implemented by copy
ing or incorporating the data into the object on the left hand side. However, in 
order to perform assignments involving non unit-space data in 0(1) time, they 
are implemented using pointer semantics by just copying or incorporating the 
pointer to the non unit-space data into the object on the left hand side. For 
example, the assignmentS:= T, where T corresponds to non unit-space data, 
is implemented by copying the pointer to the data associated with T into S. 
Similarly, S with := T is implemented by incorporating the pointer into set 
s. 

Note that this implementation could potentially lead to the violation of copy 
value semantics if we tried to modify a non unit-space data object that has 
more than one object pointing to it. For example, if the statementS:= T were 
followed by the statement T with := x, then after the execution of the first 
assignment statement, S points to the same object as T, and the execution of 
the second assignment would cause a side effect to the value of S. However, 
we do not need to consider this problem as it is quite easy to verify that 
our implementation of LRCS is free of such side effects. Thus we have an 
implementation which efficiently implements assignments involving non unit
space data by pointer semantics, but still preserves the clarity of copy value 
semantics. 

Finally, it is important to note that the real-time simulation of the primitive 
set and map operations is not performed at the expense of degradation of 
space complexity. The amount of space used to evaluate each LRCS query 
Sk+1 = /(S1 , ... , Sk) is also always linear in the cardinalities of the input and 
output sets sl' ... 'sk+l· 
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2.2 Time Complexity on a Pointer Machine 

In this section we associate the primitive operations with worst case run-time 
complexities for implementation on a pointer RAM. Next, we show how to use 
these primitive operations to implement the queries in our high level language, 
which allows us to determine the worst case run-time complexities of these 
queries on a pointer RAM. 

We first give inference rules in Table 3 that take the type and subtype system 
into account to give asymptotic run-time complexities for implementation of 
primitive set operations (Table 2) on a pointer RAM. The judgment 

r f- {A} S, O(p) time 

can be read as " In the type environment r, if the precondition A is satisfied 
then S can be executed in O(p) worst case time", where S could be either a 
statement or an expression, in which case we also assign a type to the computed 
expression. If the predicate A is true then it may be elided. In the judgments 
in Table 3, r may be any type except a strong base, and xis unit-space data 
computable in 0(1) time. 

We shall not formally prove the soundness of the rules in Table 3 but will try 
to informally establish their correctness on the basis of the arguments provided 
below and in Section 2.1. A further detailed description of a closely related 
type system and the simulation of set operations on a pointer machine can be 
found in Cai et al. (1991), Keller and Paige (1995), and Paige (1989). 

In Rule (3), z is an element of type T th,at is either an unbased type or 
a weakly based type. Hence, Q : set(r) is implemented as a doubly linked 
list of element values or pointers to element values, and precondition z f/. Q 
ensures that the operation Q with := z only involves unit-time insertion of 
unit-space data into a doubly linked list. Similarly in Rule (6), type Tis again 
an unbased or weakly based type, and, hence, Q : set(r) and T : set(r) are 
both implemented as doubly linked lists. Thus, the precondition Q n T = t/J 
ensures that the operation QU := T just involves linking together two doubly 
linked lists. Since each set that is implemented as a doubly linked list also has 
first and last pointers pointing to the first and last elements of the list, then 
two doubly linked lists can be linked together in 0(1) time. 

In Rules (4), (5), and (7), z is an element of a base type, and Q is a strongly 
based set. On the basis of the description of strongly based sets in Section 2.1, 
we see that insertion, deletion, and membership operations can be implemented 
in 0(1) time. Similarly in Rules (8) and (9), we have single and multi-valued 
strongly based maps, which allows map application to be done in 0(1) time. 
Note that g{ z} returns the pair of first and last pointers to a doubly linked list 
implementation of a set that corresponds to the image of z in the multi-valued 
map g. 

In Rule (10) we state that an unbased or weakly based set can be initialized 
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Table 3 Formal Complexity Rules 

f{x: T,Q: set(T)} 1- {x ft Q} Q with:= x, 

0(1) time (3) 
r{B < T, x: B, Q: set(B- strong)} 1- Q with:= x, 0(1) time (4) 
r{B < T, x: B, Q: set(B- strong)} 1- Q less:= x, 0(1) time (5) 

f{Q: set(T),T: set(T)} 1- {QnT= 4>} Q u := T, 

0(1) time (6) 
r{B < T,X: B,Q: set(B- strong)} 1- (x E Q) : Bool, 0(1) time (7) 

r{B < T,X: B,g: mmap(B- strong, n)} 1- g{x}: set(Ti), 0(1) time (8) 

r{B < T,x: B,g: smap(B- strong, T1)} 1- g(x): T1 , 0(1) time (9) 

f{Q: set(T)} 1- Q := {}, 0(1) time (10) 
r{B < T,Q: set(B- strong)} 1- {#Q=n} Q:={}, 

O(n) time (11) 

r{x: T,Q: set(T)} 1- for x E Q loop 
Block(x) 

end loop, 

O(#Q x cost(Block(x))) time(12) 

f{Q: set(T)} 1- #Q: int, 0(1) time 

r{Q: set(B- strong)} 1- #Q: int, 0(1) time 
r{B<T,x:B,y:B} 1- (x = y) : Bool, 0(1) time 

r{B < T,X: B} 1- x: T, 0(1) time 

r 1- {P} A: Bool, O(m) time 
r 1- {P A A} B, O(n) time 

(13) 

(14) 

(15) 

(16) 

r 1- {P A -.A} C, O(n) time (17) 

r 1- {P} if A then B else C, O(m + n) time 

in 0(1) time (simply by initializing the first and last pointers to null values) 
while in Rule (11) we state that re-initialization of a strongly based set requires 
time equal to the number of elements in that set. This is because the base 
records corresponding to each element in the set must be modified*. The 
correctness of Rules (13) and (14) is easy to see, as we maintain a count with 
each set of the number of elements in that set, and modify the count suitably 
whenever the set is modified. Note that this adds only a constant cost to the 
cost of operations such as insertion and deletion. In Rules (16) and (15) we 

*We also have a more complicated 0(1) time implementation of re-initialization for strongly 
based sets and maps; but this is only of theoretical interest. 
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state that for a base type B and the subtype constraint B < T, a value x of base 
type B can be coerced into a value of type T and compared to another value 
y of base type B in 0(1) time. This is because x is implemented as a pointer 
to a base record whose key field contains the value of type r. Furthermore, x 
and y are equal iff they point to the same base record. 

We assume that the body of the for loop in Rule (12) does not modify 
the value of Q, so that the number of iterations through the loop is #Q. 
Furthermore, cost(Block(x)) denotes the maximal computation time for the 
body of the loop. Thus the total time taken by the for loop cannot exceed 
O(#Q x cost(Block(x))). Finally, in Rule (17) we again assume that the com
putation of the boolean expression A causes no side effects that may affect the 
computation times for B and C. Hence the worst case time to execute the if 
statement is no more than the sum of the time taken to compute the boolean 
valued expression A and the worst case time to execute either of the two 
branches. These rules for the loop and conditional statements are essentially 
similar to the rules used in Nielson (1984) and Nielson (1987) to show how a 
Hoare-like proof system for total correctness could be extended to prove the 
properties of computation time. Nielson showed her proof system to be sound 
and complete. 

Rules (3)-(17) are used as axioms in our algorithmic analysis to establish 
the worst case linear run-time complexity of LRCS. Furthermore, these rules 
are used to derive additional inference rules (listed in Appendix 1) for the 
time complexity of high level set expressions. Again we shall not formally 
derive these inference rules, but show by means of an example how the time 
complexity for the high level typed set expressions can be derived algebraically 
from the complexities of their set machine implementations. 

For example, consider Inference Rule (30) in Appendix 1 

f{x: r} 1- Kt: B, 0(1) time 
f{x: r} 1- K2: Bool, 0(1) time 

r{s: set(r)} 1- {Kt :X E SIK2}: set(B- strong), O(#S) time. 

Using the inference rules (3)-(17) and implementing {K1 : x E SIK2 } as 

for xES loop 
if K2 then 

Q with:= Kt 
end if 

end loop, 

it is easy to derive the 0( #S) time complexity. 
Finally, we also include some other simple rules in Appendix 1 for which 

correctness is easily verified and which we find useful in the complexity analy
sis of expressions in our set-theoretic language. The list of rules in Appendix 1 
is not complete, but is intended to show how augmenting expressions with 
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their types and subtypes (thus defining precise data structures for their low 
level implementation) allows us to reason algebraically about their run-time 
complexity. 

3 LINEAR TIME QUERY LANGUAGE 

LRCS includes two kinds of queries, namely count queries 

(18) 

which maps each element z 1 E X1 into the number of elements z 2 E X2 that 
satisfy predicate e(zt, z2), and find queries 

Q = { [zt, ... Zn] E X~=lXP l9n+1Zn+l E Xn+l• .. ·, 9mZm E Xml (19) 
e(zt, ... ,zm) }, 

which evaluates the subset of an n-way cross product of sets X 1, ... , Xn, 
qualified by an arbitrary number ( m - n) of leading bounded quantifiers 
9n+l ... 9m, and satisfying the predicate e(zl, ... , Zm) formed from atomic 
predicates and logical connectives or, and, and not. Willard's result came as a 
big surprise when he showed that a very broad class of these queries that sat
isfied the acyclicity condition {described later) could be efficiently computed 
without actually evaluating the cross product, in time proportional to just the 
sum of the cardinalities of the input sets and the final output set. 

We call X1, ••. , Xm the free variables of predicate e within the queries (18) 
and {19). LRCS includes the following broad categories of atomic predicates, 
which makes the language powerful enough to express a large proportion of 
queries that arise in database applications : 

1. Boolean constants true and false. 
2. Equality and inequality predicates (also called joins and anti-joins) e.g. 

It (z) = h(y), It {z) '::f h(y), where z and y are free variables of predicate 
e. 

3. Unary Comparison Predicates e.g. ft(x) = c, ft(x) '::f c,ft(z) > c, ft(z) = 
h ( z) and It ( z) > h ( z), where x is a free variable of predicate e and c is 
any constant. 

4. Unary List Predicates e.g. 3y E Y: ft(y) = h(z) and 'Vy E Y : ft(y) = 
h(x), where z is a free variable of predicate e. 

5. Tabular Predicates e.g. (3 z E Z: ft(x) = h{z) 1\ fa(y) = /4(z)), where x 
and y are free variables of predicate e. 

Here, all the expressions of the form /i ( w) are assumed to be computable 
in 0(1) time. Also the expressions /i(w) appearing in tabular predicates are 
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further restricted to be few-to-one i.e. the sizes of the preimages of fi are 
uniformly bounded by a constant. 

We define the query graph for Find query (19) as having variables Zt, ... , Zm 
as vertices, and having an edge from Zk to z, iff there is a two-variable atomic 
predicate on Zk and z, in the expression e(z1, ... ,zm), where Zk appears to 
the left of z, in query (19). Find query (19) is in LRCS iff the query 
graph for the query is a forest. In other words the in-degree of every 
vertex should be no more than 1. 

The rest of the paper will be concerned with proving that the count and find 
queries in LRCS can be transformed into a sequence of simpler queries, and 
can be shown to run in linear time (i.e. linear in the sum of the cardinalities of 
the input and output sets). We shall first show how to decompose the general 
find query (19) into a sequence of count queries and a union ur=l Qi where 
m is a function of the syntax of the query but independent of its value, and 
Qi 's are find queries whose qualifiers are conjunctions of atomic predicates 
and their negations with no leading quantifiers. Next we turn each Qi into 
a nest of joins, l><l1~ 1 Pij where each value qi is again just a function of the 
syntax of the query (19). Also each Pij is a query of the form 

(20) 

where predicate e(x1 , x2) is a conjunction of atomic predicates and their nega
tions. We shall call queries such as (20) simple find queries. Willard's decom
position incorporates a subtle step that forces the sizes of the intermediate 
outputs Pij to be no more than the sizes of the outputs Qi. This step is crucial 
to the the linear time result. 

We have adhered to the essentials of Willard's decomposition steps but have 
simplified his arguments and fleshed out details for an actual implementation. 
In the back-end phase however, we make a much more significant contribution. 
We give semantics-preserving transformations that transform count and simple 
find queries into simpler queries that can be typed in our type system to give 
an implementation that runs in worst case linear time on a pointer machine. 

The first step in the decomposition of the general find query is Quantifier 
Elimination. 

3.1 Quantifier Elimination 

In this section, we show how to decompose a general find query 

Q = { [zt,Z2,····Zn] E x;=lXp I E>n+lZn+l E Xn+l·····E>mZm E Xml 
e(zt. ... , Zm) } 
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into a sequence of count queries and a quantifier-free find query of the form 

We shall successively eliminate each quantifier from right to left i.e. inner
most to outermost. We first consider the case when the innermost (rightmost) 
quantifier is an existential quantifier and use the following two rules : 

1. 3 Xi : {!(xi) V g(x;)) {:=::} (3 Xi :/(xi)) V (3 Xi : g(xi)). 
2. 3 x; : {!(xi) A h) {:=::} (3 Xi :/(xi)) A h, where x; does not appear free 

in h. 

Converting the expression e(xt, ... , Xm) (appearing in the general find query) 
into Disjunctive Normal Form (DNF), we get: 

Then by Rule 1, the predicate 3xm : e(xt, ... , Xm) can be replaced by 

Variable Xm can occur in an atomic predicate with at most one other variable, 
since, otherwise, the vertex Xm will have in-degree greater than one, which 
violates the forest property. 

Suppose the in-degree of Zm is 1, i.e. the query graph has exactly one edge 
coming into Xm, say from x,.. This implies that the atomic predicates involv
ing Xm are either single-variable atomic predicates, or two-variable atomic 
predicates involving Xk and Xm. The case when the in-degree for Xm is 0, i.e. 
it appears only in single-variable atomic predicates is a trivial special case of 
the case being considered, and is omitted. 

Dividing each e; for i = 1, ... , l, into predicates involving Xm versus the 
predicates not involving Xm and using Rule 2, we get 

where er(xk, Xm) is a conjunction of one and two-variable atomic predicates on 
x,. and Xm, and the expression el{x1, ... , Xm-tl does not contain any atomic 
predicates involving Xm. If we compute count query 

then predicate 3xm: el(z~o,zm) can be replaced by C;(z,.) > 0. 
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We can compute l such count queries, one for each e; and replace each test 
3xm : e[(xk, Xm) by C;(xk) > 0, for i = 1, ... , I. Thus, our initial query 

Q = { (x1, ... ' Xn] E x;=1XP I 8n+1Xn+1 E Xn+l, ... '8m-1Xm-1 E Xm-1, 
3xm E Xmle(zt.···•Xm)} 

is transformed into 

let 

in 

c1 = { [xk, #{ Xm E Xm : eHxk, Xm)}] : Xk E xk } 

Q1 = { (xt. ... ,xn] E x;=1XP l8n+1Xn+l E Xn+1• ... ,8m-1Xm-1 E Xm-11 
(el(x1. ... , Xm-d /\ C1(xk) > 0) V ... V (e1(x1, ... , Xm-d/\ 
c,(xk) > 0) } 

The case when the innermost quantifier to be eliminated is a universal quan
tifier is almost identical except that the expression e(zt. ... , xm) is first con
verted into Conjunctive Normal Form (CNF). 

The preceding technique for eliminating the innermost quantifier is applied 
repeatedly until all leading quantifiers are removed. 

Theorem 31 If the count and quantifier-free find queries are linear time 
queries, then the geneml find query is also a linear time query 

Proof: As seen frorn the transformation described above, the number of count 
queries generated is some constant that depends on the syntax of the query 
but is independent of the database size N. The number of quantifiers in the 
query is also independent of the database size. Hence the total number of count 
queries generated during the quantifier elimination process is some constant. 
Furthermore each count query is input-bounded i.e. the size of the output is 
bounded by the size of the input. Hence if each count query is a linear time 
query, then the time taken for their execution is linear in the size of their input 
sets. At the end of quantifier elimination, we are also left with exactly one 
quantifier-free find query. If we assume that the count and quantifier-free find 
queries are linear time queries, then the total running time for the general find 
query is bounded by the sum of the sizes of the input and output sets (up to 
a constant factor). Hence, the general find query is a linear time query. D 

Consider the quantifier-free find query of the form 
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Converting e'(zt, ... ,zn) to DNFwe get 

Then it can be seen that Q' = uf=l Qi, where 

The sets Qi may not be mutually disjoint but multi-set discrimination (Cai 
and Paige 1995) can be used to perform the above union in linear time. 

The number of such queries Qi may be exponential in the syntactic length 
of Q', but it is still a constant independent of the data base size N. Therefore 
it is sufficient to show that each of the queries Qi are linear time queries in 
order to show that Q' is a linear time query. 

In order to show that the queries Qi are linear time, we next describe trans
formations to decompose these queries into a constant number of simple find 
queries of the form (20). Finally, we show that all count and simple find queries 
can be transformed to run in linear time. 

3.2 Join Decomposition 

We now look at queries of the form 

(21) 

where e is a conjunction of atomic predicates and their negations. 

Definition 32 Projection: Given a set Q (Equation 21} containing tuples 
from xf=1Xi, the projection ofQ onto sets X1, ... , Xj, denoted by llx1 , ... ,x;Q, 
is a subset of xi=t Xi consisting of the restriction of the tuples of Q to the 
sets Xt, ... ,Xj; i.e., 

llx1 , ... ,x;Q = {[z1, z2, ... , Zj] E x;=1X, l3zi+l E Xi+l• ... , 3zn E Xnl 
e(zt. ... , Zn) } 

Definition 33 Natural Join: Let Q1 be a subset of x~= 1 Xi and Q2 be a 
subset of xf=kXi. The natuml join ofQt and Q2, denoted by Qtl><lx, Q2, is 
a subset of xf=1 Xi resulting from the concatenation of tuples in Q1 and Q2 
that have identical values for Xk; i.e., 
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Then we have two simple lemmas that will be used to prove that Q is a 
linear time query. 

Lemma 34 Let Q be the query defined in {21} and T = IIx 1 , ••. ,xiQ where 
j ~ n. Then #T ~ #Q. 

The proof is trivial, and is omitted. 

Lemma 35 Let Q be the query defined in {21} and T1 = IIx 1 , ... ,xiQ, T2 = 
llx1 , •.. ,xkQ and T3 = IIxk, ... ,xiQ where 1 ~ k ~ j and 

i.e. the predicate e(x1, ... , xn) does not contain any two-variable atomic pred
icates on variables u and v such that u E { x1, ... , Xk- 1} and v E { Xk+l, ... , Xn}. 
Then T1 = T2 ~><~xk T3 

Proof: Proving T1 ~ (T2 1><1xk T3) is trivial, and is omitted. To prove 
that (T2 1><1xk T3) ~ T1, we consider a tuple [xi, x~, ... , xj] that belongs to 
(T2 1><1xk T3). Then, by Definition 33, we know that [xi, x~, ... , xk] E T2, and 
[xk, xk+l, ... , xj] E T3. Also, by Definition 32, [xi, ... , xk] E T2 implies that 
3xk+l, ... , x~h (xi, ... , xk) A e2(xk+l, ... x~), which implies e1 (xi, ... , xk)· 
B . .l . [ I I] ,., . l. h 3 I I I ( I I ystmtarreasonmg, xk, ... ,xj E.t31mp1est at xj+l•···•xn e2 xk, ... ,xj, 
xj+l, ... , x~). Hence, 3xj+l, ... , x~ie(xl, ... , x~). From Definition 32 we see 
that [xi, ... , xj] E T1. Therefore, T2 1><1xk T3 ~ T1. D 

Consider again the query Q given by (21). The query graph for Q is a sub
graph of the original query graph, and hence, is also a forest. An important 
consequence of this is that, for every directed edge ( x k , x j) in the forest, there 
exists a permutation [xk, Xj, xP~> ... , Xp,._ 2 ] of variables [x1, x2, ... , xnJ, such 
that the query graph for the query 

Q(Xk,Xj) = { [xk, Xj] E xk X Xj l3xPl E Xpl' ... ' 3xPn-2 E XP .. -21 
e(xl, ... ,xn)} 

is also a forest. We cal) get such an ordering of vertices by first reversing the 
direction of edges on the path from the root (of the tree containing xk) to Xk in 
the query graph for Q. As a result Xk becomes the new root and the variables 
other than Xk and Xj can then be ordered in the same order as the breadth 
first search sequence from Xk. 

We generate such a query Q(x,y) for each directed edge (x, y) in the query 
graph. The number of edges is a small constant depending on the query but 
independent of the database size. Since for each edge (x, y), Q(x,y) = IIx,yQ, 
we have #Q(x,y) ~ #Q. We perform natural joins (i.e. the 1><1 operator) on 
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the queries Q(z,y) to compute Q. We select two queries corresponding to two 
edges in the query graph such that the conditions of Lemma 35 are satisfied and 
perform a natural join. The two edges are replaced by an edge corresponding 
to the result, which, as a consequence of Lemma 35, is also a projection of Q. 
It is easy to see that if we choose one of the edges to be a leaf edge (i.e. one 
of its vertices is a leaf), and the other to be another edge with which it shares 
a vertex, then the conditions of Lemma 35 are satisfied. After performing 
the natural join operation, the two edges are merged into a single edge, and 
we continue performing the natural joins by selecting another suitable pair of 
edges. Finally, we are left with singleton edges (corresponding to each different 
connected component in the original forest), and taking a cross product of each 
of the sets corresponding to these edges, we get Q. 

Since each of the the results of the natural joins are projections of Q (from 
Lemma 35), the size of each the intermediate outputs from the natural joins 
is bounded by the size #Q of the final output. 

Theorem 36 If each of the queries Q(z,y) is a linear time query, and join is 
a linear time query, then Q is a linear time query. 

Proof: Q is computed by first computing each of the queries Q(z,y)• and 
then performing join operations in a suitable order such that the conditions 
of Lemma 35 are satisfied for each join. If each Q(z,y) is a linear time query, 
then its running time is bounded (up to a constant factor) by the sum of its 
input and output sizes, and hence by the sum of the input size and the size 
of the final output Q (because #Q(z,y) ~ #Q). Also the linear running time 
for the joins implies that their running times are bounded (up to a constant 
factor) by the sum of their input and output sizes, and hence by the size ofthe 
final output because the intermediate input and output sizes for each join are 
bounded by the final output size. So the time to compute Q is bounded (up to 
a constant factor) by the sum of the input set sizes and the final output size, 
thus proving that Q is a linear time query. D 

Furthermore, each Q(z,y) can be transformed into a sequence of count queries 
and a simple find query (i.e. a two-variable quantifier-free find query) of the 
form · 

Q(z,y) = { [x, y] EX X Yle'(x, y) }, 

by using the quantifier elimination technique described in Section 3.1. Thus 
each Q(z,y) is a linear time query if the count and simple find queries are linear 
time queries. 

Furthermore a natural join operation is just a very small variation of the 
simple find query 

{[x', y'] EX' x Y'l(f(x') = g(y')) }. 
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It is easy to see that X' and Y' can be the two relations (sets containing 
tuples) participating in the natural join, and z' and y' iterate over the tuples 
in X' and Y'. Predicate /{z') = g(y') can then represent the condition that 
the tuples z' and y' agree on the value of the set common to the two relations. 

4 COUNT AND SIMPLE FIND QUERIES 

In this section we turn our attention to count queries 

Q = {[z, #{y E Yje(z, y) }] : z EX}, (22) 

and simple find queries 

Q = {[z, y] EX x Yje(z, y) }, (23) 

where e(z, y) is just a conjunction of atomic predicates and their negations. 
Willard showed that count and simple find queries could be implemented 

in expected linear time by studying increasingly more general variants of 
the predicate e(z, y) appearing in {22) and (23), which he called classes E-
1 through E-8 of enactment expressions. He gave algorithms to decompose 
queries in a more general class E-(i+1) into queries in class E-(i). He describes 
low level operations to construct indexes and other auxiliary data structures 
used to compute the simple find queries efficiently. Similar constructions are 
used to calculate several different forms of simple queries, and are described 
in detail each time a different case is considered. The low level constructions 
are analyzed by detailed and sometimes complex counting arguments repeated 
for each different case. 

We use a set theoretic language with expressions specifying data structures 
and implementations, which eliminates redundancy found in Willard's proofs 
both in query evaluation and algorithmic analysis. Simply put, our notations 
provide us with larger, more abstract building blocks that are easily combined 
by composition and parameter substitution to form queries. This allows us to 
replace low level counting arguments by more algebraic and logical reasoning in 
our algorithmic analysis. Consequently, we can focus on the key ideas involved 
in decomposing difficult queries into simpler queries in terms of high level 
transformations that are easy to understand and prove correct. Furthermore, 
the transformations themselves and the order in which they are applied have 
been carefully tailored to allow the resulting program to be well typed. Since 
the type system ensures that each hash operation can be implemented to run in 
0(1) time on a pointer machine, we get a worst case linear time implementation 
for LRCS. 

In Section 2.2 and Appendix 1 we illustrate how inference rules can be 
used to determine the asymptotic run-time complexities of typed expressions. 
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Appendix 3 contains a sample complexity derivation for the query in case 1. 
We also provide a sample proof of correctness for case 1 in Appendix 2. For 
the sake of brevity, the remaining cases will be described informally. 

Theorem 41 The count quenes and simple find queries are linear time queries. 

Proof: The argument for proving the linear time result will be inductive on the 
number of atomic predicates in the predicate e(z, y). We shall provide trans
formations in which each step will eliminate one or more atomic predicates. 
The base case for our inductive proof corresponds to the queries 

Q = {[z,#{yE Yltrue}]: z EX} (24) 

and 

Q = {[z, y] EX x Yltrue }, (25) 

for the count and simple find queries respectively. Both of these can be trivially 
seen to be linear time queries. Note that the find query in (25) is linear in the 
size of the output. 

We shall prove the induction step by looking at different cases corresponding 
to different kinds of atomic predicates. In each case we provide transforma
tions that eliminate one or more atomic predicates from the query. For each 
case, under the inductive assumption that the generated queries with a lesser 
number of atomic predicates are linear time queries, we shall prove that the 
original query is also a linear time query. There is one more subtle point to 
be considered. The linear running time result depends on the order in which 
transformations are applied to eliminate different kinds of atomic predicates. 
So, the cases that we consider are ordered in the order that the transformations 
must be applied. For example, while considering case 2, we shall assume that 
all atomic predicates corresponding to case 1 have already been eliminated by 
repeated applications of the transformations described in case 1. 

In each of the following cases, the types B1, B2, ... represent base types. X 
is a set of elements of base type B1 and Y is a set of elements of base type 
B2. Predicate K1 (z, y) represents a conjunction of atomic predicates and their 
negations (only the kind that have not yet been eliminated in the previously 
considered cases). 

Case 1. Simple unary predicates and their negations: 

Q = {[z, y] EX x YIKI(z, y) 1\ K2(z) }, 

where Vz Cost(K2(z)) = 0(1) and K2(z): Bool. 
Query Q is transformed into : 

let 
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in 
Q2 = {[x, y] E Ql X YIKl (x, y) }. 

The correctness of this transformation is obvious. The number of atomic 
predicates in query Q2 is one less than the number in query Q. So under 
the inductive assumption that query Q2 is a linear time query, we prove that 
query Q also runs in linear time. We do so by using the inference rules listed 
in Section 2.2 and Appendix 1, as described below. 

Using Rule (31) we have 

f{x: B1} f- K2(x): Bool, 0(1) time 

r{X: set(Bt)} f- {x E X I K2(x)} : set(Bt), O(#X) time. 

Furthermore, from Rule ( 40) we have 

#{x: Bt E X: set(Bt) I K2 : Bool} :5 #X, 

and finally, using Rule (38) we have 

Q1 = {x E X I K2(x)}: set(Bt), O(#X) time 
Q2 = {[x,y] E A X YIKt(x,y)}, O(#A + #Y + #Q2) time 

let Q1 = {x EX I K2(x)} in 
Q2 = {[x, y] E Q1 x YIKt(x, y)}, O(#Q1 + #Y + #Q2) time 

Informally the proof can be understood as follows. Query Q1 can be com
puted in time O(#X). If query Q2 is a linear time query (i.e. computable in 
time O(#Y + #Ql + #Q2) time) then our original query can be computed in 
O(#Y + #Ql + #Q2 +#X) time. Then, from #Ql ::5 #X and #Q2 = #Q 
we see that query Q can be computed in O(#Y +#X + #Q) time, and is 
therefore a linear time query. 

The transformation for count queries is similar. The case when the unary 
predicate involves y instead of x is symmetric. 

Case 2. Unary list predicates and their negations: 

Q = { [x, y] EX x YII<1(x, y) A (3z E ZIK2(z) = Ka(x)) }, 

where 'Vz, x: Cost(K2(z)) = 0(1), Cost(Ka(x)) = 0(1), Z : set(Ba) and 
K2(z), Ka(x) : B4, with Ba and B4 being base types. 

Query Q is transformed into : 
let 

Ql = { [K2(z), z] : z E Z } : mmap(B4 -strong, Ba) 
Q2 = { [Ka(x), #Qt{Ka(x)}] : x EX } : smap(B4- strong, int) 

in 
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Query Q3 can now be further transformed as in case 1 to get a query with 
a decreased number of atomic predicates. 

The cases for minor variations such as --.3z E Z, 'rlz E Z and -,'rfz E Z 
are similar and are omitted. So are the cases where the unary list predicate 
involves y instead of x. The transformation for count queries is similar. 

The correctness of the transformation can be seen as follows. Query Q1 is 
the inverse map of K2 restricted to the elements of set Z i.e. Q1 = K2 1lz. 
Then, in our SETL like notation, the expression #QdK3(x)} denotes the 
number of elements in the image of K3(x) in the multi-valued map Q1. Then 
for any x EX, the expression Q2(K3(x)) equals #{z E ZIK2(z) = K3(x)}. 
So the predicate 3z E ZIK2(z) = K3(x) can be replaced by the predicate 
Q2(K3(x)) > 0. 

The arguments for linear time complexity are as follows. Using Rule (34) 
we see that query Q1 takes O(#Z) time. Next, using Rule (16) we get that 
the expression #QI{K3(x)} can be computed in 0(1) time, and hence, using 
Rule (35) we get that query Q2 can be computed in O(#X) time. Next, using 
Rule (9) we get that the predicate Q2(K3(x)) > 0 can be evaluated in 0(1) 
time. So, if query Q3 is a linear time query, then so is query Q. 

Case 3. Negated tabular predicates: 
In this case the transformations for the count and the find queries are dif

ferent, so both are presented. The find query is of the form: 

Q = { [x, y] EX x YIK1 (x, y) 1\ --.3z E ZI(K2(z) = K3(x)l\ 
I<4(z) = I<s(Y)) }, 

and the count query is of the form: 

C = { [x, #{y E YIK1(x, y) 1\ --.3z E ZI(I<2(z) = K3(x)l\ 
I<4(z) = Ks(y))}] : x EX }, 

(26) 

(27) 

where 'r/ x, y, z: the cost for K2(z), K4(z), K3(x) and Ks(Y) are all 0(1) and 
K3, Ks are few-to-one. In addition, Z : set(B3) and K2(z), K3(x) : B4 and 
K4(x), Ks(Y) : Bs, where B3, B4 and Bs are base types. 

Find query (26) is transformed into : 
let 

Q1 = { [K3(x), x]: x EX } : mmap(B4- strong, BI) 
Q2 = { [Ks(y), y] : y E Y } : mmap(Bs -strong, B2) 
Q3 = { [K2(z), K4(z)]: z E ZIK2(z) E domain(QI)/\K4(z) E domain(Q2)} 

: mmap(B4- strong, Bs) 
in 
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The correctness of the transformation can be seen as follows. Queries Q1 
and Q2 represent the inverse maps for Ka and K5 restricted to sets X andY 
respectively. The pairs in Qa correspond to those z E Z, for which there exist 
pairs [z, y] EX x Y satisfying the tabular predicate 

3z E Zj(K2(z) = Ka(z) A K4(z) = Ks(z)). 

Since none of such pairs [z, y] must appear in Q, we compute all the pairs 
[z, y] that satisfy the condition K1 (z, y) and remove from this set, the pairs, 
[z,y] E Ql{p} x Q2{q}, for all [p,q] E Qa i.e. those pairs that satisfy the 
tabular predicate. 

We show that query Q is a linear time query under the inductive assumption 
that query Q' = {[z, y] E X x YIK1(z, y)}, which has a lesser number of 
atomic predicates than Q, is a linear time query. It is easy to see that queries 
Q1, Q2 and Qa take O(#X), O(#Y) and O(#Z) times respectively. Since Ka 
and K 5 are few-to-one functions (i.e. the number of values mapped to a single 
value are bounded by a constant), queries Q1 and Q2 are one-to-few maps. 
The number of pairs [z, y] satisfying the tabular predicate (and hence deleted 
from the output of Q') is bounded by O(#Z). Thus, the output size of query 
Q' is bounded by 0( #Q4 + #Z). Assuming that Q' is a linear time query, we 
see that it takes 0( #Q4 + #X + #Y + #Z) time to compute Q'. Then the 
run-time complexity for the original query Q is O(#Q4 +#X+ #Y + #Z), 
thus showing that it is a linear time query. 

Count query (27) is transformed into : 
let 

cl = { [z,#{yE YIKl(z,y)}]: z EX} :smap(Bl -strong,int) 
C2 = { [z, #{y E YIK1 (z, y) A 3 z E Zl (K2(z) = Ka(z) A K4(z) = 

K5(y))}] : z EX } :smap(B1 -strong, int) 
in 

Ca = { [z, C1(z)- C2(z)] : z E X }. 
The argument for correctness is similar to that for find queries. Also it is 

easy to see that if queries cl and c2 are linear time queries, then so is query 
C because query Ca can be computed in 0( #X) time. Note that there is no 
circularity in the argument because the proof of linear running time for tabular 
predicates (Case 4) will not assume linear running time for negated tabular 
predicates ( Case 9). 

Case 4. Tabular Predicates: 

Q = { [z, y] EX x YIK1(z, y) A K2(z, y) }, 

where predicate K1(z, y) does not contain any tabular predicates and predicate 
K 2 ( z, y) is a conjunction of k (a constant) tabular predicates and is of the form: 
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where Y x, y, i, Zi: the computation costs for all ff{zi), /~(x), f~(zi) and f~(y) 
are 0(1) time. Also for all i = 1, ... , k, Jf(zi) : B{ and /~(zi) : B;, with B{ 
and B; being base types. Furthermore we assume that for all i = 1, ... , k, 
f~ and f~ are few-to-one. In addition, for each i, at-least one of Jf and /~ 
is few to one. In the following transformation, we shall assume that all Jf are 
few-to-one without loss of generality. 

Query Q is transformed into : 
let 

in 

Q1 = { [ff(z), /J(z)]: z E Z1 } :mmap(Bf- strong, B~) 
Q2 = { [Jf(z), f§(z)] : z E Z2 } :mmap(Bl- strong, B?) 

Qk = { [ff(z),J;(z)]: z E Zk} :mmap(Bt- strong,B~) 
D1 = { [Jj(x), x]: x EX } 
D2 = { [fl(y), y] : Y E Y } 

Q' = ~[p.q)EQ• { [x,y] E Dl{p} x D2{q}l Kl(x,y) A (A~=2 [/Hx),/~(y)] 
E Qi) }. 

The correctness of the transformation can be seen as follows. Maps D1 
and D2 are the inverse maps of fi and Jl restricted to the sets X and Y 
respectively. For each pair [p, q] E Q1, the elements x E D1 {p} and y E D2{ q} 
satisfy the first tabular predicate. Any other pair [x, y] does not satisfy the first 
tabular predicate and can not be in the output for query Q. In query Q', we 
consider all the pairs [x, y] that satisfy the first tabular predicate, the rest of 
the tabular predicates and the predicate K 1 ( x, y). 

The linear running time may be seen as follows. Maps D1 and D2 are one
to-few maps because fi and Jl are few-to-one. Hence for any pair [p, q] E Q1, 
#(Dl{p} x D2{q}) is bounded by a constant. Since #Q1 is bounded by #Z, 
then #Q' is bounded by O(#Z). For each pair [x,y] in Q', the evaluation 
of the predicate Kl(x, y) (containing only equality and inequality predicates) 
takes constant time. Also since If are few-to-one, the maps Qi are one-to-few. 
Since each of these maps Qi is strongly based on its domain, the predicate 
[!;(x), f~(y)] E Qi can be implemented as the predicate IHY) E Qi{J;(x)} 
in constant time since the image of any element in the strongly ba:sed map Qi 
has only a few (no more that a constant) elements. Thus, the total running 
time is 0(2.::~= 1 #Zi +#X+ #Y). 

The transformation for the case of count queries is similar. 

Case 5. Equi-joins: 

Q = { [x,y] EX x YIK1(x,y) A K2(x) = K3(y) }, 

where Yx, y: Cost(K2(x)) = 0(1), Cost(K3(y)) = 0(1), and K2(x), K3(y) : 
B3, with B3 being a base type. 
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Query Q'is transformed into: 
let 

Q1 = { [K3(y), y) : y E Y } : mmap(B3- strong, B2) 
Q2 = { [K2(x), x): x E XIK2(x) E domain Q1 } : mmap(B3 -strong, Bt) 

in 
Q3 = I!Jze domain(Q 2 ) { [x,y) E Q2{z} X Qt{z}IK1(x,y) }-

Again the correctness of the transformation is easy to see. Query Q1 is the 
inverse map of K3 restricted to set Y, and query Q2 is the inverse map of 
K2 restricted to set X', where X' = { x E Xl3y E YIK2(x) = K3(y) }. 
The predicate K2(x) E domain Q1, which occurs in query Q2, ensures that 
domain Q2 ~ domain Q1. Clearly the only pairs [x, y) that satisfy the equality 
predicate K 2 ( x) = /{3 (y) are those that belong to Q2 { z} x Qd z}, for some 
z E domain Q2- So, for each z E domain Q2, we compute the subset of 
Q2{z} x Qt{z} that satisfies the predicate Kt(x,y). The final result is the 
union of these queries. 

The linear running time can be seen as follows. The running time for queries 
Q1 and Q2 is O(#Y) and O(#X) time respectively. Since query Q1 is the 
inverse of a function, for any two distinct elements w1 and w2 in domain Q1, 
Q1 { wt} n Q1 { w2} = ¢. The same is true for Q2- Since domain Q2 ~ domain 
Q1, none of the sets Qd z} or Q2{ z} is empty for any z E domain Q2. If for 
each z E domain Q2, the sub-queries { [x,y) E Q2{z} x Qt{z}IK1(x,y)} are 
linear i.e. are computed in time O(#Qdz} + #Q2{z} + #Outputz) (where 
Outputz denotes the output for this sub-query), then the time taken for Q3 
is O(Ezedomain(Q2 ) #Qt{z} + #Q2{z} + #Outputz) which is bounded by 
O(#X + #Y + #Q), Hence, the running time for Q is linear in the sum of the 
sizes of the input and output sets. 

Case 6, Anti-joins: 
In this final case for anti-join predicates, the transformations for the count 

and simple find queries are also different. We first present the transformations 
for the count query: 

where Vx, y: Cost(K2(x)) = 0(1), Cost(K3(y)) = 0(1) and K2(x), K3(y) 
B3, with B3 being a base type. 

Query C is transformed into : 
let 

cl = { [x, #{y E YIKl(x, y)}) :X EX } :smap(Bl -strong, int) 
c2 = { [x, #{y E YIKt(x, y)A K2(x) = K3(y)}) : X E X } :smap(Bl -

strong, int) 
in 

c3 = { [x, Cl(x)- C2(x)] :X EX }. 
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The correctness is obvious. C2 is further transformed using the transforma
tion described in case 5. Then, assuming that the queries with a lesser number 
of atomic predicates are linear, Cis also a linear time query. 

The anti-join case for the simple find queries is a little more involved. This 
transformation is applied when all other kinds of predicates have been elimi
nated. So the query looks like 

Q = { [x, y) EX x Yl/\~=l gi(x) ::f fi(y) }, 

where for all i = 1, ... , k, gi(x), /i(Y) : B: and B: is a base type. 
Query Q is transformed into : 

let 
Criti = { z E range(fi)l#/i- 1{z} ~ #Y/2k }:set(B:- strong), for 

i = 1, ... ,k. 
Ao = { x E X I /\~=l (gi(x) ¢ Criti) } 
Co= { [x,y) E Ao x Yl /\~= 1gi(x) ::f /i(Y)} 
ci = UzeCriti { [x, y): X E (gi" 1 {z}- u~~~gj 1 [Critj]), y E (Y- /i-l { z}) 

I 1\~=l,#i gj(x) ::f /j(y) } fori= 1, ... , k 
in 

We provide a proof outline for the correctness and the linear running time. 
For i = 1, ... , k, let us define the expression 

(28) 

Then, it is easy to see that Ao satisfies Ao = X- U~= 1Ai and hence, X = 
u;=O Aj. To prove correctness, we claim that for each i = 0, ... ,k, 

(29) 

The proof for Co follows trivially from its definition. Let us use predicate 
K(x,y) as an abbreviation for the predicate /\;=l#i gj(x) =f /j(y). Then 

query { [x, y) E Ai x Yl/\;=l gj(x) =f /j(y) } is the same as { [x, y) E 
Ai x Yl (gi(x) =f fi(y)) A K(x,y) }. 

For any element z E Criti, the elements x E gi" 1 { z}, satisfy the predicate 
(gi ( x) =f fi (y)) only for elements y E Y - /i-l { z}. Also the expression A; 
given in (28) can be rewritten as 

Then it is easy to see that our claim for Ci given by (29) holds. 
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Furthermore, from (29) we have 

which proves the correctness of the transformation. 
The following is a proof outline that query Q runs in linear time . 
Consider any element z E Ao. Then, by the definition of Ao, 9i(z) ¢ Criti 

for all i = 1, ... , k. By the definition of Criti, this implies that for any z E Ao, 

#{y E Yl(9i(z) = /i(y))} $ #Y/(2 x k), 

which would further imply that 

#{y E Yl V~=l (gi(z) = /i(y))} $ #Y/2, 

or 

#{y E Yl A~=l (gi(z) =/; /i(y))} ~ #Y/2. 

Thus, 

#Co~ #Ao x #Y/2. 

The running time for query Co is clearly bounded by #Ao x #Y which is 
no more than twice its output size. Also, the output of query Co is a part of 
the final output. Hence, Co runs in time linear in the size of the final output. 

Besides Co, we have k other queries Ci for i = 1, ... , k. Each of the Ci 
is further split up into a union of queries for each z E Criti. By a simple 
application of the pigeon hole principle, #Criti < 2 x k. Then clearly we have 
at-most 2 x k2 queries corresponding to all the Ci's. Each such query has only 
k -1 anti-join predicates, and hence, if we make the induction assumption that 
each query with k - 1 anti-join predicates is a linear time query, then we can 
see that the running time for the query with k anti-join predicates is bigger by 
no more than a factor of 2 x k2 , which is independent of the database size N. 
The base case with no anti-join predicates can be trivially seen to be linear 
time. An inductive argument proves that the query Q is a linear time query. 

This completes our inductive proof showing that count queries and simple 
find queries are linear time queries. D 

5 CONCLUSION 

In this paper we have demonstrated how programming language concepts and 
methods can be used to shorten, simplify, and, finally, speedup an algorithmic 
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result. As a bonus, we even obtain an implementation and its transformational 
proof. This work leads to four tempting new directions. First, the complexity 
based language work in Cai and Paige (1987) and Cai a~d Paige (1992) should 
be redone more formally from the type theoretic foundations provided here. 
Second, it would be interesting to see if the whole of RCS can be improved 
from complexity in the expected sense to complexity in the worst case sense. 
Our LRCS translation is simple enough to consider a practical project to 
mechanically check its correctness. Of course, its correctness must include 
verification of the linear run-time complexity of translated queries. Finally, it 
would be interesting to find out if typability can be inferred mechanically or 
semi-automatically, in order to make our type system a more useful tool for 
algorithmic speedup. 
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APPENDIX 1 ADDITIONAL INFERENCE RULES 

Additional Inference Rules for Time Complexity of Expressions 

r{x: T} 1- K1: B, 0(1) time 
r{x: T} 1- /(2: Bool, 0(1) time 

(30) 

f{S: set(T)} 1- {K1 : x E SIK2}: set(B- strong), O(#S) time 

r{x: T} 1- K1: B, 0(1) time 
r{x: T} 1- K2: Bool, 0(1) time 

r{s: set(T)} 1- {K1 :X E SIK2}: set(B), O(#S) time 

where >.x. /( 1 

is one-one (31) 

r{B < T,e: B,Q: smap(B- strong,n)} 1- (e E domain Q): Bool, 0(1} time (32) 

f{B < T, e : B, Q: mmap(B- strong, n)} 1- (e E domain Q) : Bool, 0(1) time (33) 

r{x: T} 1- /(1 : B, 0(1) time 
r{x: T} 1- K2 : T2, 0(1) time 

r{x: T} 1- Ka: Bool, 0(1) time 

f{R: set(T)} 1- {[K1, K2]: x ERIKa } : mmap(B- strong, T2), O(#R) time 

r{x: T} 1- /(1: B, 0(1) time 
r{K1 : B} 1- K2 : T2, 0(1) time 
r{x: T} 1- Ka: Bool, 0(1) time 

r{R: set(T)} 1- {[K1, K2]: x E R I Ka } : smap(B- strong, T2), O(#R) time 

'ViE I: C;, O(t;) time 

(34) 

(35) 

(36) 

Other Siaple Inference Rules 
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At, O(tt) time 
A2, O(t2) time 

At = expt, 0( tt) time 
A2 = exP2(A3), O(t2) time 

At, O(tt) time 
tt = O(t2) 

#{x: T E S: set(T}) I K: Bool} :5 #S 

r{x:T} 1- K:B 
r 1- R: set(T) 

f 1- C={[x,K): x E R}:smap(T,B) 

r 1- Ell E range c #(C-t{y}) = #R 

f{x: T} 1- Kt: B, 0(1) time 
f{x: T} 1- K2: T2, 0(1) time 

r{x: T} 1- [(3: Bool, 0(1) time where ~x.Kt 
is few-to-one 

f{R: set(T)} 1- C = {[Kt,K2]: x E R I K3}: 
mmapone-to-few(B- strong, T2 ) 

r 1- c: mmapone-to-few(B- strong, T) 

f{x: T} 1- #C{x} = 0(1) 

APPENDIX 2 SAMPLE PROOF OF CORRECTNESS 

(37) 

(38) 

(39) 

(40) 

(41) 

(42) 

{43) 

We use a Definition Schema similar to the one defined in Suppes (1972) for 
set expressions. This schema defines the semantics for a basic set expression. 

Definition 21 y = { x: <,o(x) } {::::} [(\fx)(x E y {::::} <,o(x))] 

Note, that this definition schema is a simplified version of the one provided 
in Suppes (1972). We make the assumption that all sets in the language are 
finite and well defined, in order to use this simplified definition. 

The next schema provides a more flexible form of definition by abstraction. 
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Definition 22 

{r(xl,···,xn): <p(xl,···,xn)} = 
{y: (3xl) .. . (3xn)(Y = -r(x1, ... ,xn) A ;,o(x1, ... ,xn))} 

Definition 23 domain A= {x: (3y)([x, y] E A)} 

and 

Definition 24 range A= {y: (3x)([x, y] E A)} 

The following theorems will be very useful for our proofs. 

Theorem 25 y E {x: <p(x)} ~ <p(y) 

Theorem 26 ('v'x)(<p(x) ~ ,P(x)) => {x: <p(x)} = {x: ,P(x)} 

Using these definitions and theoreMs, we provide a proof of correctness for 
the transformation defined in ca.se 1. Query (,J = {[x, y] E X x YIK1 (x, y) A 
K 2 ( x) } is transformed into 
let 

in 
Q1 = { x E XIK2(x) } 

Q2 = {[x, y] E Q1 x YIK1(x, y) }. 
We show the correctness of the transformation by proving Q = Q2. 
Using Definition 22 

{[x, y] EX x YIKI(x, y) A K2(x) } 
= {z: (3x)(3y)(z = [x, y] AxE X AyE Y A KI(x, y) A K2(x))}, 

{x E XIK2(x)} 
= {x: (x EX A K2(x))} 

and 
{[x, y] E Ql x YIKI(x, y) A K2(x) } 

= {z: (3x)(3y)(z = [x, y] AxE Q1 AyE Y A K1(x, y))}. 

Using Theorem 26, we see that it is sufficient to prove that 'v'z: 

(3x)(3y)(z = [x, y] AxE X AyE Y A KI(x, y) A K2(x)) 
~ (3x)(3y)(z = [x, y) AxE Q1 AyE Y A K1 (x, y)). (44) 
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But using Definition 21 

Q1 = {x: (x EX 1\ K2(x))} 
<==> (('v'x)(x E Q1 <==> x EX 1\ K2(x))]. 

(45) 

Substituting (x EX 1\ K2(x)) for (x E Qt) in the right hand side of (44), we 
get the result. 

APPENDIX 3 SAMPLE COMPLEXITY PROOF 

Here we provide a sample complexity derivation for case 1 where under the 
assumption that Q2 is a linear time query, we prove that Q is also a linear 

time query. 

f{x: B.} f- K2 
: Bool,O(l) time 

f{X: set( B.)} f
Q• = {x E XIK2(x)} 

: set(B1), O(#X) time 
Q2 = {[x, y] E A x YIK1 (x, y)}, 

O(#A + #Y + #Q2) time 
complexity 

rules 

let Q1 = {x E XIK2(x)} in 
Q2 = {[x, y) E Q1 x YIK• (x, y)}, 

O(#X + #Q1 + #Y + #Q2) time 

(46) 
---------------------------

#X + #Q• + # Y + #Q2 = 
O(#X + #Y + #Q) 

let Q1 = {x E XIK2(x)} in Q2 = {[x,y) E Q1 x YIK1(x,y)}, 
O(#X + #Y + #Q) time 
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