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Abstract 
With the recent success of the Internet, security has become a real issue. One of the main 
goals of security can be outlined as defining an mechanism to control the access to files and 
applications. Over the last years, we have been implementing such a scheme that enforces a 
role based access control mechanism in a distributed computing environment. This work was 
done in the framework of the EC-RACE project SESAME. At the same time, there was a lot 
of work done by ECMA (European Computer Manufacturers Association) to represent the 
users' credentials. Our conclusion is that enforcing such a scheme is both realistic and renders 
the whole system more manageable and auditable. 
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1 INTRODUCTION 

In recent years, many organizations have shifted their computing facilities from central 
mainframes (accessed from simple terminals via serial lines) to servers accessed from 
personal computers via a local area network (LAN). The switch to LANs removed some old 
problems and introduced some new ones. Many of these new challenges are not particularly 
related to security. For example, backup and recovery from equipment failures require a 
different approach in a client-server architecture. However, this paper will only consider 
security problems; indeed, it will only consider a very narrow aspect of the security problems. 
If one does not know where data has come from or where it is going to, it is difficult to 
enforce almost any kind of security policy. It is therefore essential that one has an effective 
form of authentication that works in the new LAN environment. The authentication within 
SESAME is based upon the Kerberos (J. Kohl and B. Neuman, 1993) system but adds several 
extra features (P.V. Me Mahon, 1995) (M. Vandenwauver, R. Govaerts, et all, 1997) (M. 
Vandenwauver, J. Vandewalle, et all, 1997): logon using digital signatures to prevent off-line 
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dictionary .attacks, mutual authentication between clients and servers, cross-realm 
authentication using public key cryptography. 
Authentication on its own is however not sufficient. Access control and access control 
management facilities are also needed, and particular user communities may need other 
security services beyond that. This paper will address the access control problem. 
In Sections 2 and 3 we will describe how to implement access control and why we opted for 
role based access control (RBAC). Section 4 will detail the actual functionality implemented 
by SESAME, including the principle of delegation. In Section 5 we will give an overview of 
the most important aspects of the SESAME credential, the Privilege Attribute Certificate 
(PAC), and we will explain how the delegation process is actually implemented. Section 6 
will explain how application programmers can benefit from the services offered by SESAME 
using the Generic Security Services-Application Programmers Interface (GSS-API). We will 
finish with our conclusion. 

2 ACCESS CONTROL 

When controlling the access to data we target three primary goals : 

1. Confidentiality : data should not be disclosed to people not intended to receive it. 

2. Integrity : data should not be modified by people not trusted to do this. 

3. Accountability : all security relevant actions should be Jogged and kept in a safe place. 

Some important work in this area was performed by Lampson (D. Denning, 1993) (B. 
Lampson, 1974). Referring to his terminology we can describe the state of the system with a 
triplet : subjects, objects and an access matrix. Subjects are active entities that perform 
actions. Objects are entities that are accessed in some way. Subjects can be computer 
processes running on behalf of a specific user. They can also be objects at the same time : e.g. 
to kill a person's specific process. On these subjects and objects we can define generic rights. 
They allow to specify what subject is permitted to do what action on a certain object. The 
access matrix basically is a cartesian product of the subjects and objects. An access is 
permitted if the right is in the matrix. Referring to Table 1, subject Sl has the right to 
read/write object I, subject S2 has the right to read/write object 2, ... 

Table I : A Lampson access matrix (r =read, w =write, k =kill,-= none.) 

Subject Object 1: Object 2: Subject Sl : Subject S2: 
-/.profile .netscape-cache editor netscape 

S I: editor (vdwauver) rw k 
S2 : netscape (vdwalle) rw k k 

Each column in this matrix is an Access Control List (ACL). It holds a Jist of (subjects, rights) 
pairs. Currently there are some Unix versions (e.g. HPUX) on the market that offer ACLs to 
their users. 

2 
2 2 
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Another possible approach is the use of Capabilities. One can compare capabilities to 
electronic keys : holding the key permits you to do something. Each row in the access matrix 
above, is a capability. Each subject has the permission to do things to certain objects. 
A major disadvantage of the ACL and capabilities based scheme is obvious : manageability 
and scalability. In distributed computer systems there are numerous subjects and objects 
involved and this renders these schemes unlikely to be implemented. 

3. ROLE BASED ACCESS CONTROL (RBAC) 

In view of the problems identified with regular ACLs, we opted to implement RBAC. A trend 
towards RBAC has become apparent recently (T. Parker and C. Sundt, 1995) (R. Sandhu, E.J. 
Coyne et all, 1996). In RBAC, we replace the subjects by roles and we define separately 
which subject is entitled to act as what role. This means that access decisions are now made 
based on the role of the user that is trying to run an application or access a resource. This 
results in a massive improvement in the manageability of the system. 
Let's take an actual example. Because administrators only have to maintain a list of who is 
entitled to exercise which role, it is e.g. easy for them to switch somebody from one 
department to another, or to add a user to the system. Access control at the application side is 
even more straightforward. The only thing one needs is to build an ACL (one per application) 
that specifies which roles are entitled to do what action. There is no need to care about who 
the user really is, only his role is important. This type of access control is also very user 
friendly. The user can log in with his rolename (e.g. secretary) instead of having to remember 
a username. He/she could even be granted a default rolename so that he/she can start working 
immediately upon entering the system. Experience has learned us that usually there is a very 
nice mapping between the needs in the real world and RBAC. 

4.SESAME 

An overview of the main SESAME (a Secure European System in A Multi-vendor 
Environment) components can be found in (M. Vandenwauver, R. Govaerts, et all, 1997). 
Basically, SESAME provides facilities to enforce access control policies that can be centrally 
managed by a security administrator. There is a central database of the access control 
information associated with each user. This database is kept on and managed by the Privilege 
Attribute Server (PAS). Access control information is conveyed to application servers in the 
form of ECMA 219 Privilege Attribute Certificates (PACs) (European Computer 
Manufacturers' Association, 1994). PACs are carried inside a Kerberos protocol extension. 
The Kerberos rules for handling extension fields ensure that servers which do not know how 
to process P ACs can simply ignore them. 
There are two main types of PAC: 
• Non-delegatable PACs, which are bound to a particular identity and Primary Principal 

Identifier (PPID). These convey security information about a particular login session. 
(Security information such as user role or security compartment can vary between login 
sessions). 
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• Delegatable P ACs, which act like capabilities. These can be used to temporarily delegate 
some of a user's access rights to a server which needs to act on their behalf. A server 
should not be able to impersonate users. Each server has its own identity, and is always 
authenticated as that identity. A server which acts on behalf of a user supplies a PAC and 
associated cryptographic information to demonstrate that it is temporarily authorized to 
use a defined subset of the user's access rights. Delegatable PACs should make the rights 
which they convey as restricted as possible. For more details on how this delegation is 
implemented and enforced, see section 5.3.2. 

Both types of PAC are issued with short expiration times (of the order of a few hours) to limit 
the time a compromised key or capability can be used for. Delegatable PACs can be used to 
achieve anonymity, provided that this is permitted by the security policy. A client that wishes 
to be anonymous obtains a delegatable PAC that does not contain its identity, and then 
delegates this PAC to a proxy server that acts on its behalf. The ultimate target of the access 
will know the identity of the proxy server but not the client behind it. The audit trails contain 
sufficient information to enable a security administrator to unmask an anonymous user if this 
should be required. 
The PAC format is independent of the domain's security policy. The details of the security 
policy are contained in the system components which create or interpret P ACs: the privilege 
attribute server and each application server's access control logic. The current SESAME 
implementation assumes a particular form of role-based policy. For a login session, each user 
takes on one, and only one, role. Roles are enumerated and assigned identifiers. For each user, 
there is a list of the roles in which that user can act. Each target server holds an ACL per 
application (service) with the roles that are entitled to access them. If the PAC contains a role 
that is not in the application's ACL, the client is refused access to it. If a customer needs a 
different style of security policy, the privilege attribute server can be changed to enforce 
different rules. 

5. THE PRIVILEGE ATTRIBUTE CERTIFICATE (PAC) 

This section describes the structure and contents of the PAC, how its contents are used and 
how it is protected. 

5.1 PAC Structure 

The general form of a security certificate has three components : 
• information common to all security certificates, realized in the Common Contents and 

Signature fields, 
• security information specific to one or more security services (in this case access control), 

realized in the access privileges carried in the Specific Contents field, 
• information to control and/or limit the use of the security information, realized in the 

protection methods and audit identity carried in the Specific Contents field. 

The SESAME PAC is based on a profile of the ECMA PAC. The ECMA PAC has been 
designed to conform to emerging ISO definitions of a security certificate and in particular of 
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an Access Control Certificate. A complete definition can be found in (European Computer 
Manufacturers' Association, 1994). 

5.2 Selecting and Extracting Privileges and Controls 

At the initiator end, Privilege Attributes and the controls over the PAC's use that appear in 
the default PAC are chosen on the basis of the users authenticated identity and the role name. 
In addition, both for pre-defined attributes and for administrator defined OQ.es, the application 
may request specific PACs that only contain a subset of the attributes permitted to him 
(principle of the least privilege (D. Denning, 1993)). 
The Target host uses the Access Identity and Role attributes in its access control logic to grant 
or deny access to the application. Target applications can add their own more sophisticated 
controls based on the incoming attribute values. 

5.3 PAC Protection 

The PAC can be implemented to support a variety of different kinds of controls over where 
and when it should be acceptable and who can make use of it. These are fully defined in 
(European Computer Manufacturers' Association, 1994). 
The SESAME PAC supports non-delegatable and delegatable PACs as described below. In 
each case the target(s) or delegate-target(s) - i.e. targets that may also act as delegates - for 
which the PAC is valid can be specified. All of the data controlling the PAC in this way is 
held in the Protection Methods fields grouped together in method groups within the Specific 
Contents construct. 
The protection method check is passed by a PAC if all of the method fields in any one of the 
method groups is passed. In SESAME there are three kinds of protection methods, i.e. three 
possible kinds of control over the use of a PAC: 
l. owner control 
2. delegation control 
3. delegate/target restrictions 
In recent work (M. Ayadi and D. Bolignano, 1997), Ayadi and Bolignano showed that it is 
possible to formally verify (prove) the soundness of this delegation mechanism. 

5.3.1 Control of use by the PAC's Owner (the PPID Protection Method) 
Since a PAC is not encrypted but only integrity protected, an attacker could listen to the 
communication line and insert the observed PAC value in its own data flow, attempting to use 
the access rights it grants. In order to prevent a PAC from being used in this unauthorized 
manner, the concept of PAC ownership has been introduced. The protection method is known 
as the PPID Protection method. This method allows the PAC to be used securely from the 
original owner's workstation at more than one target, even though the targets concerned may 
not be trusted not to attempt to use the PAC as if they were its owner. Unless delegation is 
separately permitted (using the CV/PV method described in the next section) none of the 
potential receiving targets can pretend to be its owner or act as delegate for its owner. 
PPID stands for "Primary Principal's Identifier". The term "Primary Principal" originates from 
the ECMA work which distinguishes between this, the process in the workstation acting on 
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behalf of the user, from the human user or application principal itself (known in ECMA as the 
"Secondary Principal"). These terms are fully explained in (European Computer 
Manufacturers' Association, 1994). 
The PPID method controls the use of a PAC by putting an identifier (the PPID) for the 
Primary Principal initiating the request for the PAC in the PAC itself, and supplying the same 
information as part of the key establishment information, to enable a target application server 
to ensure that the requester of the PAC is the same entity as the one that obtained the keying 
information. This achieves the necessary protection since although the wire-tapper may be 
able to intercept the PAC, it cannot sensibly use any intercepted keying information, and can 
not itself obtain its own keying information containing the correct PPID value for the stolen 
PAC. 
In SESAME all P ACs are _protected by at least this method. The exact mechanism that applies 
depends on the method of basic key establishment in use. 
• 1f the method of basic key establishment involves symmetric technology and the use of a 

KDS, it works as described below. (For a detailed analysis of the 'protocols we refer to 
(P.V. Me Mahon, 1995) (M. Vandenwauver, R. Govaerts, et all, 1997) (M. 
Vandenwauver, J. Vandewalle, et all, 1997)). 

1) The Authentication Server (AS) used to authenticate the initiator inserts a PPID 
value into the PAS ticket it returns. This is randomly generated. 

2) Every PAC requested by an initiator has inserted into it a unique PPID, obtained by 
the PAS from the PAS ticket, in a protection method field. 

3) At the same time as returning the PAC, the PAS returns a KDS Ticket (to obtain 
keying information from the Key Distribution Server) which also contains the same 
PPIDvalue. 

4) When the initiator requests this keying information from the KDS, it uses the KDS 
Ticket to establish the key to protect the request. The KDS returns a Service Ticket 
containing, among other things, the PPID value in the incoming KDS ticket. This 
happens whether the access is within the same security domain, or to a separate 
security domain. 

5) The Service Ticket and the PAC are sent to the target to be accessed. There is a 
special piece of code on each target, called the PAC Validation Facility (PVF) that 
will perform the necessary checks on the PAC. 

6) If the Service Ticket and the PAC contain the same PPID value, and if the security 
domain of the KDS creating the service ticket and security domain of the PAS 
issuing the PAC are the same, then the sender of the PAC is the original requester 
of the PAC. It has not been stolen, and is not being used in this access by a delegate 
of the ticket requester. Note that the check on domains above is a simplified (but 
safe) one, implemented for SESAME. A full implementation involves managed 
lists of trust relationships between PAS authorities and "KDS authorities. 

• If the method of basic key establishment uses public key technology only, and therefore 
does not require the use of a KDS, the value inserted into the PAC is the Certificate 
Identifier of the Directory Certificate that guarantees the public key of the initiator 
requesting the PAC. The subsequent protocol to establish the basic key involves the 
initiator signing the basic key package with its private key. The PVF checks that the 
Directory Certificate validating this signature is the one identified in the PAC. 



Role based access control in distributed systems 175 

5.3.2 Delegation Control- (the CVIPV Method). 
The CVIPV protection method allows a PAC to be used by proxy, i.e. passed from the 
initiator to a delegate and then from delegate to delegate or final target. Each delegate then 
has the capability of issuing new actions to the applications for which the PAC is valid. An 
example of this is when a print server has to access a file server in order to process a user's 
print request. 
In this method, valid initiators are linked to the PAC by means of a Protection Value (PV), 
inserted in a protection method field in the PAC. The PV has a corresponding randomly 
generated Control Value (CV). The Protection Value is the result of a one-way function 
applied to the Control Value. The only initiator that initially knows the CV is the original 
requester of the PAC. 
In SESAME, CVIPV pairs are generated by the PAS. The CV is returned to the original 
initiator encrypted under the initiator/PAS basic key. 
The original initiator, and subsequently its valid delegates, prove knowledge of the CV for a 
particular PV by passing it encrypted under the basic key used to protect its leg of the 
transmission of the PAC. Each receiving target can then use the PAC by proxy (subject to the 
limitations imposed by the controls described in the next section) since its PVF has now 
learned the corresponding CV. 
Delegation can therefore be permitted and controlled without the original initiator needing to 
be aware of the precise identity of the final target application server or the route to it. 

5.3.3 Delegate and Target Control 
A SESAME PAC may contain one or more target or delegate-target application or "Trust 
Group" names specifying which targets or delegate-targets the PAC is valid for. A Trust 
Group name is simply the name of a group of applications, defined by the security 
administrator, that mutually trust each other not to spoof each other's identities. The control 
information is specified in a "Target Qualifier" or "Delegaterrarget Qualifier" protection 
method (referred to as the orr method in the text below) which may share a method group 
with either the PPID or CVIPV protection methods. The presence of the orr method in the 
same group as the PPID or CV IPV method serves to limit the acceptability of the PPID check 
or CVIPV check to be only acceptable for the targets or delegate-targets identified by orr 
method. When no orr method field is present then the PAC is acceptable by any PVF 
provided that it passed the other controls. When a orr method is present, a receiving PVF 
will check this field against the identity of the application, or its Trust Group, on whose 
behalf the target is making the PAC validation request. The privilege attributes contained in 
the PAC are deemed to be valid if one of the protection methods (PPID or CV IPV) is 
accepted and if the Orr method controls are passed. There are two ways to pass the Drr 
method controls: 
l. There is no Target Qualifier, 
2. The identity of the application or its Trust Group matches a orr method value. 
In SESAME there is a possible distinction between targets that are permitted also to be 
delegates, and targets that are not. For that purpose the orr method field may specify that the 
identities contained in it are the identities of targets only or of delegate-targets. An application 
which is only nominated as a target is not permitted to act as a delegate. Thus to be able to act 
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as a delegate, an application must be nominated as a delegate-target. If a target is not 
permitted also to be a delegate, the PVF will not return any received CV. 

6. THE GSS-API 

The goal of the GSS-API (1. Linn, 1997) (1. Linn, 1997) (1. Wray, 1993) is to provide the 
application programmer with a uniform library of functions that implement security in a 
client-server scenario. The advantage to the programmer is that he does not need to know the 
details of how every security function (e.g. authentication or access control) is actually 
implemented. He only needs a basic understanding of the problems in order to make the 
appropriate calls in his program. It also should not make any difference whether the GSS-API 
is provided by SESAME or Kerberos. However the Kerberos GSS-API (1. Linn, 1996) and 
the SESAME GSS-API (E. Baize, S. Farrell, et all, 1996) (T. Parker and D. Pinkas, 1997) do 
not offer the same functionality (see Table 2). 
Up until now we have managed to port the following applications to the SESAME 
environment : 
• a small client server database program 
• telnet : replacing the standard log-in with the SESAME authentication and providing the 

possibility to encrypt the whole conversation. 
• ftp : work done at ENST. 
• rlogin : granting access based on the PAC that is sent along by the originator. 
• NFS : work done at Queensland University of Technology by Paul Ashley (P. Ashley and 

B. Broom, 1997). 

Table 2 : Comparison of the services provided by the Kerberos and SESAME GSS-API. 

Kerberos 
Mutual authentication 
Confidentiality 
Integrity 

7. CONCLUSION 

SESAME 
Mutual authentication 
Confidentiality 
Integrity 
Access control 
Auditin 

We demonstrated that implementing an access control policy based on RBAC is both feasible 
and realistic. The resulting system is not without its drawbacks : there is a decrease in the 
overall performance of the system. However there are also a lot of benefits : improved 
security through the use of the PAC, an audit facility, excellent manageability and possibility 
to delegate access rights. Most of the applications mentioned in Section 6 will be available 
from the SESAME WWW-server (Mark Vandenwauver, 1996). Further work may constitute 
in optimizing the delegation process. As it is implemented, it is an ali-or-nothing mechanism 
and it can not be controlled (but infractions should show up in the log-files). 
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