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Abstract 
This paper discusses some of the interesting practical aspects of implementing variable radius blends 
in a precise solid modeler. Two points in particular are discussed: the many possibilities that arise 
when generalizing from constant to variable radius, and the mathematical implications of using precise 
(procedural) parametric evaluators. 
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1 INTRODUCTION 

Variable radius blending is not a straightforward generalization of constant radius blending. Allowing a 
non-constant radius function introduces many different possibilities that must be considered and decisions 
that must be made. For instance, the blend must have a definite parameterization before it is created, 
in part to specify the locations at which the radius function will assume prescribed values and how it 
varies along the blend. Also, the offset-intersection algorithm used for constant radius blending does not 
apply when the radius is allowed to vary. Moreover, there are several different ways to generalize the the 
geometric model, and hence the algorithm. Section 2 of this paper discusses the generalization of constant 
to variable radius blends, for inclusion in a commercial modeler. 

Spline curves and surfaces are used to represent free-form geometry in geometric modelers. In a precise 
modeler, the spline representation is only used as an approximation. The true evaluator must revert to 
the original definition of the curve or surface, which entails inspecting the curves and surfaces upon which 
the free-form geometry is based, for every evaluation that requires high precision. The word 'procedural' 
is sometimes used to describe this type of evaluation. (See Vida et a!. 1994.) That word can also apply 
to geometric or algebraic methods that create shapes but do not necessarily produce parametric curves 
and surfaces, such as some corner-cutting methods. The word 'precise' will be used here to maintain this 
distinction. The mathematics of precise evaluation are covered in Section 3. Examples in this paper are 
based on the solid modeler Acis (tm). 
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1.1 Terminology 

Rolling ball blends are described by a sphere that moves through space maintaining contact with two 
base entities. The base entities may be faces, edges, or vertices. The curves generated by the two contact 
points will be called trimlines, and the curve swept out by the center of the sphere is the spine curoe. 
Isoparametric cross-section curves will be called profile curoes. This terminology is consistent with that 
in the survey paper by Vida et a!. (1994), with one exception. There the phrase "spine curve" refers to 
what this paper calls the "defining curve", which is described in the next section. In this paper, the spine 
curve will be the locus of the center of the rolling ball or sliding disc as it moves along the blend. The 
spine curve may or may not be used as a defining curve. 

Acis distinguishes between edge blending and entity-entity blending. Edge blends are designed to replace 
a sequence of smoothly-connected edges with a blend surface. The blend surface joins the two faces 
that contain the blended edge, or possibly another edge contained in one or both of those two faces. 
(Blending is not supported on nonmanifold edges.) Entity-entity blends join two selected entities, with 
no topological constraints. Their behavior as they roll across topological changes is dictated by user
specified instructions, with appropriate defaults. Unless otherwise specified, this paper will refer to the 
most common type of blend: edge blends that are tangent to the two adjacent faces. 

2 GENERALIZING TO VARIABLE RADIUS 

This section addresses two aspects of generalizing constant radius blends to variable radius: parameter
izing the blend and its radius function, and the geometric model used to represent the blend surface. 

2.1 Parameterizing the Blend Surface 

A variable radius blend must have a well-defined parameterization along its length in order to define its 
shape. This is in contrast to a constant radius blend, whose shape can be described as a tube around 
an offset intersection curve. The blend surface will be S ( u, v), where u runs across the blend and v runs 
along its length. The parameterization is necessary to control how the radius function r(v) varies along 
the blend, and, more fundamentally, where the rolling ball is located for a given v parameter. A defining 
curoe is used to define the v parameterization of the blend surface. The defining curve could be the 
geometry of an existing edge on the body (such as the edge being blended, if there is one). Another 
choice could be to use the spine curve as the defining curve, but this is more difficult because the spine 
curve does not exist until the blend surface has been created. An iterative scheme would be necessary 
to establish a spine curve that parameterizes the blend. Moreover, in a precise modeler, the spine exists 
only implicitly as a "by-product" of the blend surface; only a spline approximation to the spine could be 
stored explicitly. In Acis, variable radius blend surfaces do not store the spine at all, although its position 
and derivatives as functions of v can be calculated, and are indeed used. 

Once a defining curve has been chosen, there are different ways to derive a parameterization from it. 
The parameterization of the blend surface could be the defining curve's intrinsic parameterization, its 
true arc length, or some other measure such as a simplified approximation to true arc length. 

Acis uses the geometry of the blended edge, and its intrinsic parameterization, to parameterize blend 
surfaces for edge blends. (For entity-entity blends, the user must specify a defining curve.) The main 
reason for using the blended edge is that it is closer to user expectations. Users know where the existing 



362 Part Seven Modeling Techniques and Algorithms 

edge is and how it behaves, but the spine curve does not yet exist. As an example, if the blended edge is 
a semicircle, and the radius function varies linearly between two given end values, then the user would 
expect that the radius at the halfway point would be halfway between the end values. Using the spine 
curve would not give this behavior, because its midpoint is not necessarily at the angle bisector. 

Using the true arc length along the defining curve has the advantage that it is closer to what the user 
sees than the intrinsic parameterization, but the extra expense of calculating the true arc length was not 
justified. For the very common cases of straight lines and circles, the two are the same. For other curves, 
it is unlikely that the difference would have any noticeable effect. Moreover, radius values can be specified 
at locations in three-dimensional space, making the difference irrelevant. 

2.2 Further Issues with the Radius Function 

Calibrating the Radius Function 
Even after the parameterization of the blend has been determined, there can still be ambiguity with 
the parameterization of the radius function. Sometimes edge blends can have definite ends that do not 
coincide with the ends of the edge. This can happen when blends that meet at a blended vertex intersect 
each other, or when the edge blends are to be set back from a vertex. (Fig. 1.) In this case, especially if 
the user has provided a radius function in terms of its end values, it makes sense to calibrate the radius 
function to match the end of the final blend, instead of the end of the original edge. Calibrating the radius 
function of a blend that intersects another blend is complicated by the fact that it must be done before 
either of the blends has been completed. 

Figure 1 Blends that do not end at the vertex. 
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Blending Smooth Sequences of Edges 
When an edge is selected to be blended, unless otherwise specified, the blend is applied to the entire 
sequence of edges that join smoothly with the selected edge. In the case of a smooth sequence of edges, 
separate blend faces will be created for each edge in the sequence, but the specified radius function will 
be applied to the entire sequence as a whole. A single defining curve is created from all of the smooth 
edges, and it is used to parameterize all of the blends in the sequence. 

Smoothing the Radius Function 
A common way to define a radius function is to specify several discrete radius values at locations along 
the blend. Unfortunately, standard cubic spline interpolation is not a good choice for constructing a 
radius function from these values and their associated parameter values. The main problem is that users 
generally expect a radius function to respect local extrema in the given radius values. In particular, r(v) 
should never become negative, even if a zero radius value is specified. This behavior can be achieved by 
ensuring that drfdv is zero at any data point whose value is not strictly between the two neighboring 
values. This also has the effect of creating a constant radius blend between any two adjacent points that 
have the same values. 

A similar situation will arise when linearly-varying radius functions are specified individually on con
secutive edges that meet smoothly. The radius functions are automatically modified so that they meet 
smoothly, without overshooting local extrema. (See Fig. 2.) 

Choices for the Radius Function 
A wide selection of radius functions can be provided to the user. The radius can be an explicit function of 
the parameterization of the blend, or defined implicitly by the local geometry. Explicit radius functions can 

Figure 2 Smoothing a piecewise linear radius function. 
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be specified by a linear variation between two end values, a set of [position,radius] or [parameter,radius] 
pairs, or an actual scalar function, for example. Implicit specifications could include requiring the trimlines 
of the blend to interpolate either positions in a face or an entire curve, specifying a constant or variable 
distance between trimlines, etc. 

2.3 Generalizing the Geometry 

For constant radius blends, the spine curve can be found by offsetting the two base entities by the given 
radius and intersecting them. A tube or pipe of the given radius around the spine will be tangent to both 
of the base entities, and will represent the envelope of a sphere that moves along in contact with both 
entities. 

This cannot be generalized directly to variable radius blends. For instance, there would be obvious 
problems with offsetting surfaces by a variable distance. The geometric model of a rolling ball is still 
viable, but the spine curve loses much of its significance. 

There are at least three geometric models that can be used to generalize the geometry to the vari
able radius case. These could be termed the "rolling ball envelope", the "rolling ball snapshot", and the 
"sliding disc" models. Each has its advantages and disadvantages, with respect to such criteria as user 
expectations, compatibility with constant radius blends, complexity of software, and run-time computa
tion. 

The "rolling ball envelope" is the actual envelope of a sphere moving as its radius varies. Sections of 
an envelope surface taken perpendicular to the spine curve are circular. (This implies that sections taken 
perpendicular to both base entities are not circular.) The circular cross sections are isoparametric curves, 
and are lines of curvature of the surface. The radii of the these sections are smaller than the corresponding 
ball radii at a given location along the blend (Charrot, 1994). H the base entities are planes and the radius 
function varies linearly with arc length, the resulting blend geometry is a cone. 

The "rolling ball snapshot" places a sphere of radius r( v) against both base entities at the location 
indicated by v, and defines a profile curve as the great circle containing the two contact points. Perpen
dicular cross sections are circular, with the radius as specified by the user at that location. This surface 
is not a cone, for any non-constant radius function. ·· 

The "sliding disc" places a circle of radius r(v), contained in the slicing plane at v, against the base 
entities. (The slicing plane is a plane that moves with the defining curve as a function of v. Its default is 
the normal plane to the defining curve, but generalizations are supported. The concept of a slicing plane 
is necessary for all three of these geometric models.) Circular cross sections of a sliding disc blend are 
contained in the slicing plane, and not necessarily perpendicular to anything. 

The mathematical differences between the rolling-ball envelope and the rolling-ball snapshot models 
can be found in Lukacs et a!. (1996) and the references therein. The sliding disc surface is similar to 
that of Harada et a!. (1991), except that there the slicing plane is defined to be the normal plane to the 
defining curve, while in practice the two can be defined independently. 

All of these models can create geometry that joins the base entities with G 1 continuity, if the entities 
are surfaces. All reduce to the constant radius pipe surface when the radius is constant, the cross section 
is circular, and the slicing plane is normal to both base entities. Therefore, they can mate with constant 
radius blends as long as the radius function has the appropriate value and a zero slope at the join. 

With both of the rolling-ball surfaces (envelope and snapshot), the location of the ball as a function 
of v is defined by constraining the center of the sphere to the slicing plane at that parameter value. In 
these cases, the contact points are not necessarily in the slicing plane. 

The advantages and disadvantages of the various models must be considered when deciding how to 
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implement variable radius blending in a commercial modeler. The envelope surface has some nice math
ematical properties, which were described by Peter Charrot (1994), along with the precise parametric 
evaluation of the surface and derivatives. {See also Lukacs et a!. (1996) for more detail on the mathe
matical properties.) Since the constant v isoparametric lines are circles in the plane perpendicular to the 
spine curve, it is relatively easy to invert a point on the surface to find its parameter values. The v value 
can be found by dropping a perpendicular to the spine, and then finding which slicing plane contains that 
spine point. This leaves the u parameter as a point on a circle. Another nice property is that the surface 
can meet a sphere with G1 continuity at any constant v parameter line, which allows the possibility of 
using an analytic surface for a vertex blend instead of a general n sided patch. Also, as mentioned, there 
are cases in which a cone could be used as the blend surface. (To generalize slightly, there would also be 
cases when an envelope surface could be represented as a cyclide.) 

Among the practical disadvantages of the envelope surface is that there is a limit on how fast the radius 
can change (Charrot, 1994; Lukacs eta!. 1996). In particular, jdr/dsl must be less than unity: the radius 
may not change faster than the ball is moving. The snapshot and the disc models have no such restriction. 
The snapshot model has the advantage that it is probably closer to what the user expects to see in a 
variable radius blend: a cross section that is circular and that obtains the specified radii at the specified 
locations. An advantage shared by both the snapshot and the disc models is that it is quite trivial to 
generalize them to non-circular cross sections. {This is addressed in Section 3.1) H the cross section of 
an envelope surface were modified, then it would no longer be the envelope of a family of spheres, and 
might not retain its nice mathematical properties. 

A disadvantage of the snapshot model, and probably of the sliding disc model as well, was recently 
pointed out to the author by Gabor Lukacs. H base entities are not G2 continuous wherever the rolling 
ball contacts them, the resulting blend surface will not be G 1 continuous there. This has been verified; 
the crease is slight, and in Acis will only occur between faces (i.e., not on the interior of a face), but it 
certainly demands further study. 

The sliding disc surface can be identical to either the envelope or the snapshot surfaces, depending on 
the how the slicing plane is defined. H the slicing plane is normal to the spine, then the disc surface is 
the same as the envelope surface {although the radii of the discs will not be the same as the radii of the 
corresponding spheres oft he envelope). H the slicing plane is perpendicular to both of the base entities, 
then it is the same as the snapshot surface. The latter situation is quite common in practice. 

There are certain situations in which the disc model can find a solution while the two rolling ball 
models cannot. For example, if the blend radius matches the radius of curvature of one or both of the 
base entities, then the rolling ball blends will fail to find a solution. The geometric reason is that the ball 
stops moving, and thus the spine curve becomes nonregular. Algorithmically, this involves dropping a 
perpendicular to a curve or surface from its center of curvature. With the disc surface, one of the trimline 
curves becomes nonregular, but the rest of the surface behaves nicely. The sliding disc model can also 
meet certain user requirements, such as the "lofted edge" blends of Figure 3. The blends in this figure use 
the disc surface, with the slicing plane constrained to be horizontal. Lines of constant v are horizontal 
circles. 

Acis uses the rolling ball snapshot model as a default, because of its circular perpendicular cross 
sections, the more intuitive radius values, and the ease of generalizing the cross section shape. The sliding 
disc model is also available as an option, mainly to allow the lofted edge blends. 
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3 THE MATHEMATICS OF PRECISE EVALUATION 

Mathematically, the main impact of procedural evaluation is in calculating the derivatives of the blend 
surface. In a splin&-based modeler, the spline surface is calculated by finding several positions, and perhaps 
tangents, along the blend and interpolating them. This need only be done once, to create the spline surface. 
All derivatives may then be calculated from the spline representation. In a precise modeler, all of the 
derivatives must be found "from first principles," and this must occur on every evaluation for which high 
precision is requested. This is the difference between what Vida et al. (1994) termed the "mathematical 
continuity" of, for example, procedural methods, and the "numerical continuity" of splin&-based modelers. 

In Acis, a spline surface is created using a marching algorithm with an adaptive step size to ensure a 
prescribed tolerance, but that spline is only used as an approximation, for example to aid in finding a 
starting point for numerical iterations on the true surface. This section will refer to the most common 
case of a fac&-face blend that is tangent to two surfaces P(p, q) and R(s, t), using the rolling ball snapshot 
geometric model. 

3.1 Evaluator Design 

The evaluation of an Acis blend surface at a given parameter (u, u) proceeds in three steps. First a slice 
is taken at the given v parameter. A slice consists of the two contact points on the base entities and 
the offset point on the spine curve, along with the derivatives of these three points with respect to v. 
The second phase constructs a cross section between the two contact points, using a rational Bezier 
representation. The basic cross section is circular, but other shapes are possible: flat chamfers, rounded 
chamfers, elliptical sections, curvature continuous blends, thumbweights, and others. The third phase 
evaluates the cross section, along with the v derivatives, at the given u. 

The three phases are almost entirely independent of each other. For example, the first phase is the only 

Figure 3 Lofted edge blends using the sliding disc model. 
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one that refers to the radius function, or to the topology (face-face, edge-face, etc.). Therefore new radii 
or topologies can be added without access to phases two or three. Similarly, control of the cross-section 
shape is contained completely within the second phase, and no changes to the first or third phases are 
necessary to define a new section. 

The three phases can be, and often are, invoked separately. For example, when marching to set up 
the approximating spline surface, or when evaluating one of the trimline curves precisely, only the first 
phase is needed. To find a profile curve at a constant v parameter requires phases one and two. The extra 
derivatives that must be calculated explicitly for precise evaluation are found mostly in the first phase 
of evaluation, so that will be the focus of this section: finding the contact and offset points and their v 
derivatives. 

3.2 Precise Evaluation of Contact Positions 

The contact positions, along with the offset point on the spine, are found by solving an n by n system 
of nonlinear equations. For face-face blending with an explicitly specified radius function, n is four: the 
parameters of the two base surfaces. Edge-face and edge-edge blends require 3 x 3 and 2 x 2 systems, 
respectively. If the radius function is not given explicitly, but is instead defined implicitly by other 
considerations, then r(v) becomes another unknown, and the dimensionality is increased by one. In all 
cases, the nonlinear system is solved using a geometric iteration inspired by Newton's method in n 
variables. 

3.3 Calculating Derivatives 

Having found the contact positions P(p, q) and R(s, t), all ofthe pertinent information (positions, normals, 
offset point, etc.) can be found from the four surface parameters, p, q, s, and t. Next the derivatives of 
this information with respect to v must be found. This is accomplished by finding the derivatives of the 
base surface parameters p, q, s, and t with respect to v. 

These derivatives can be found by differentiating the convergence criteria with respect to v. The 
convergence criteria are (1) that the normal offset point from P(p, q) coincides with that from R(s, t), 
and (2) that this common offset point is in the slicing plane. The first criterion is a three-dimensional 
vector equation and the second is a scalar, for a total of four constraints. Doing the differentiation, with 
liberal use of the chain rule, results in equations in which the desired derivatives enter only linearly. For 
example, the derivative with respect to v of the offset point P + r PN, where PN is the unit normal of P, 
is 

(1) 

where the subscripts p and q represent differentiation with respect to the subscripted parameters, and 
the dot represents differentiation with respect to v. In this expression, PN, and PN. are (fairly complex) 
expressions that do not involve v. 

Collecting the terms containing v derivatives gives a system of linear equations of the form 

Au= b (2) 

which is solved to find the unknown derivatives u. 
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To find higher derivatives, this linear system in the first derivatives can be differentiated with respect 
to v, yielding 

(3) 

in which u is the vector of the desired second derivatives. Rearranging and defining b:! := b- Au gives 

Au=b:! (4) 

which is still linear in u. The calculation of A and b is straightforward (although by no means trivial), 
and hence the second v derivatives can be obtained. This behavior also holds for higher derivatives. Acis 
calculates three derivatives explicitly. 

4 SUMMARY 

This paper addressed some of the practical issues of implementing variable radius blending in a commercial 
solid modeler. Issues include how to parameterize the blend surface, different geometric models for variable 
radius blends, and the procedural evaluation used in a precise modeler. The choices and solutions used 
in the Acis solid modeler were outlined. 
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