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Abstract 
This paper investigates the maximum throughput performance of TCPIIP over 
ATM-based local area networks. The testbeds for the measurements use second
generation A TM switches to interconnect various personal computers and 
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workstations in a heterogeneous environment. The effects of parameters such as 
socket buffer size and message size on TCPIIP performance over A TM adaptation 
layer 5 are studied. The results are compared with the calculated theoretically 
available maximum bandwidth offered by A TM, and an estimation of the limits 
caused by the processing power of the computers involved. Explanations for the 
observed behaviour are given. 
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1 INTRODUCTION 

There is a common recognition that asynchronous transfer mode (A TM) will be the 
transport technology for broadband integrated services digital network (B-ISON). 
A TM is a connection-oriented switching and multiplexing technique based on 
statistical multiplexing of fixed-length packets, called cells. Originally designed as 
a wide area network (WAN) technology offering traffic integration of almost all 
communication types such as voice, video, and digital data transfer, A TM achieved 
its commercial breakthrough in computer-based high-speed local area networks 
(LAN) communications. This was primarily driven by the increasing demand for 
replacing broadband LAN and metropolitan area network (MAN) technology, such 
as Fast Ethernet, or Fibre Distributed Data Interface (FDDI), with solutions 
capable of being directly connected to future B-ISDN environments. 

The Transmission Control Protocol/Internet Protocol (TCPIIP) is one of the most 
widely used protocol suites in computer communication. TCP provides a reliable, 
connection-oriented, byte stream, transport service. IP is a connectionless network 
protocol using varying length of the protocol data units (PDUs). Furthermore, 
TCPIIP has no notion of traffic requirements comparable to the negotiation of 
Quality of Service (QoS) parameters in ATM. Since a large number of different 
workstations, hosts and even personal computers (PCs) are interconnected using 
TCPIIP, ATM-based networks must also be capable of carrying and supporting 
these protocols. 

Thus, solutions using ATM as the underlying transport technology ofTCP/IP are 
of great importance, as the wide variety of TCPIIP applications can then be used 
without modifications. The standardisation activities in the Internet Engineering 
Task Force (IETF) resulted in the definition of RFC1577: 'Classical IP ,and ARP 
over ATM' (Laubach, 1994), and of the RFC1626: 'Default IP MTU for use over 
ATM AAL 5' (Atkinson, 1994). An alternative solution for LANs was specified 
by the A TM Forum in 1995 known as LAN Emulation (Ellington, 1995). 

Performance measurements have previously been made by various researchers to 
evaluate the effects of the fundamental differences in TCP and A TM dynamics, 
and several bottlenecks were discovered: Luckenbach, et al. (1994) have shown 
that first-generation ATM network interface cards (NICs), using the host processor 
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for performing cell segmentation and reassembly (SAR) functions, heavily 
overload the host. Furthermore, Moldeklev, et al. (1994) discovered that 
processing of the TCPIIP protocol stack functions sets a boundary to the 
achievable throughput, affected by TCP parameters such as the window size, the 
message size and the maximum segment size (MSS). Similar effects and results 
have been observed by Fouquet, et al. (1995), Moldeklev and Gunniberg (1995). 
Moreover, simulations done by Romanov and Floyd (1995) and measurements 
performed by Kung and Morris (1995) have shown that cell losses due to switch 
overloading heavily decrease the throughput. 

However, the reported experiments done so far mainly involve homogeneous 
environments. The objective of this paper is to evaluate the performance 
characteristics of heterogeneous LANs consisting of different host architectures 
using different operating systems, as this gives a more realistic modelling of real 
environments. The effects of steadily-increasing host performance and the 
improvements in A TM NIC architectures during the past few years are dealt with 
by comparing different classes of hosts, ranging from conventional PCs to high
performance workstations. The upper bound for throughput performance, aside 
from the processing power of the host, is imposed by the specific implementation 
of the protocol - in most cases, as a part of the kernel - and the protocol overhead. 
The throughput performance of TCP connections over ATM LANs is investigated 
and it is shown that by adequate tuning of protocol parameters, the performance 
that is obtained can be significantly improved. 

The organisation of this paper is as follows: Section 2 describes the two A TM 
LAN testbeds that were used for the experiments, and the implementation of IP 
over ATM. Section 3 contains the calculations for the theoretically-available 
bandwidth. Section 4 outlines the procedures according to which the measurements 
were taken. Section 5 presents the results of the experiments and comments on the 
observed behaviour. Finally, in Section 6, conclusions are given. 

2 SYSTEM OVERVIEW 

We used two different ATM LAN testbeds to conduct the experiments. The two 
testbeds use the following Fore Systems Inc. (Fore) A TM equipment: 

• ASX-200: The ForeRunner ASX-200 is a second-generation ATM switch, 
providing a total non-blocking switching capacity of 2.5 Gbit/s. 

• ASX-1000: The ForeRunner ASX-1000 has a switching capacity of 10 Gbit/s. 
It is a switch architecture that can interconnect up to four ASX-200 switches. 

• SBA-200: An SBus ATM NIC for Sun Microsystems Inc. (Sun) workstations. 
• PCA-200PC: A Peripheral Component Interface (PCI) bus A TM NIC for 

PCs. 
• VMA-200: An ATM NIC for Silicon Graphics Inc. (SGI) workstations. 
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All three A TM NICs use a dedicated on-board i960 reduced instruction set 
computer (RISC) processor, along with a special-purpose AAL 5 (ATM adaptation 
layer) and AAL 3/4 SAR hardware and scatter-gather direct memory access 
(DMA). All Sun workstations in the testbeds are equipped with the SBA-200, the 
PCs with the PCA-200PC, and the SGI workstation is equipped with the 
VMA-200. Finally, all adapters support connections of up to 155 Mbit/s. 

In the following subsections, the two testbeds are described in more detail and a 
brief overview of the protocol stack architecture is given. 

2.1 Description ofTestbed-1 

Testbed- I is illustrated in Figure 1. It is a heterogeneous environment consisting of 
an ASX-200 ATM switch, two Unix workstations, and two PCs. 

Penuum 90 Pentium 90 
Windows T 3.5! Windows T 3.5 1 

Figure 1 Schematic view of Testbed-1. 

Fore ASX-200 

Solaris 2.4 
Sun SPARC-20 

Sol3ris 2.4 

The PCs are both Pentium-90, running Windows NT 3.51, and the workstations 
are two Sun SPARCstations-20 running Solaris 2.4. The interface cards that are 
used have already been described above. The physical connections are UTP-5 
(unshielded twisted pair) cables using SONET (Synchronous Optical NETwork) 
STS-3c (synchronous transport signal) framing. 

2.2 Description of Testbed-2 

Testbed-2, (Figure 2), consists of an ASX-1000 A TM switch which forms part of 
an ATM campus backbone network, as well as an ASX-200 switch. An SGI IP 21 
running IRIX 6.0.1 is connected to the ASX-1000. The ASX-200's en_yironment 
consists of different platforms, ranging from a conventional Pentium-100 PC 
running Windows NT 3.51 to high-performance workstations: a Sun 
SPARC 10/512 running SunOS 4.1.3 and two Sun Ultra-1 running Solaris 2.5. All 
physical connections are multimode fibres using SONET STS-3c/OC-3c (Optical 
Carrier) framing at 155 Mbit/s. 
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Penuum 100 

Sun ULTRA- I 
Soloris 2.5 

Fore ASX-200 

Wmdows 3.51 

Figure 2 Schematic view ofTestbed-2. 

2.3 Implementation of IP over ATM 

Solaris 2.5 

ForeASX-1000 
A TM-backbone 

SGJ Power Challenge 
IRIX 6.0.1 

The Fore device driver software implements IP over A TM, thus supporting all 
protocols of the Internet Protocol family above the internetwork level. The driver 
also supports network communication using the Internet Protocol family via the 
Berkeley Software Distribution (BSD) socket interface (Figure 3). 

The system functions that use the socket interface, as well as the socket-based 
applications, work transparently over the A TM network. There are two 
implementations of IP over A TM that are provided by the adapter card drivers: the 
Classical IP over ATM and Fore IP. 

Classical IP datagrams are encapsulated using IEEE 802.2 Logical Link Control 
(LLC) and SubNetwork Access Point (SNAP) (Heinanen, 1993) and are 
segmented into A TM cells using AAL 5. The default maximum transmission unit 
(MTU) is 9180 bytes (Atkinson, 1994)- since the SNAP header adds 8 more bytes 
· and the maximum packet size is 65535 bytes. The Classical IP implementation is 
using the Q.2931 signalling protocol. 

Fore IP allows communication using AAL 5 with no encapsulation. The default 
MTU size is 9188 bytes. Fore IP uses the proprietary Simple Protocol for A TM 
Network Signalling (SPANS) (Fore, 1994). 

It should be noted that the SBA-200's and VMA-200's interfaces support both 
Q.2931 and SPANS signalling, whereas PCA-200PC supports only SPANS. 



452 Part Eight High Speed LANs 

APPLICATION SOFIW ARE 

existing TCPIIP interface 

socket interface 

ATM Adaptation Layer (SAR) 

Figure 3 Adapter card software architecture. 

3 THEORET! CALLY -AVAILABLE MAXIMUM BANDWIDTH 

In order to be able to evaluate the results obtained by measurements in the A TM 
LAN on site, the maximum bandwidth available to each protocol layer has been 
calculated. Only the overhead imposed by the PDUs' format has been taken into 
account. Other sources of overhead related to the operating system analysis and 
inter-process communication (IPC) are beyond the scope of this paper. 

3.1 Bandwidth available to the physical, ATM and AAL layers 

The calculation of the overhead at the physical, A TM and AAL 5 layers is derived 
from the payload to PDU size ratio, according to the respective protocol formats. 
The physical layer used in our testbeds is based on a 155 Mbit/s SONET 
STS-3c/OC-3c Physical Layer Interface (Dobrovski, 1994). Its frame format is 
depicted in Figure 4. The total length of the SONET STS-3c/OC-3c frame is 
9 x (9 + 261) = 2430 bytes. The total overhead caused by SONET consists of: 

• Section overhead (27 bytes) 
• Line overhead (54 bytes) 
• Path overhead (9 bytes) 

Therefore, the available bandwidth (BW) left to the ATM layer is given by (1). 
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'*1•----9 octets:---~14-----261 octets,------1• I 

r.gY 
~ .. 

i f ~---~~ 
u .., 
0 :l 

ll Payload 

Path overhead 

D Active overhead bytes at UNI 

• Undefined overhead bytes at UNI 

Figure 4 SONET STS-3ciOC-3c frame structure at the UNI. 

frame payload . 2430 - 90 · 
BWatm = · bzt rate= 2430 ·155.520 = 149.760 Mhlt Is (1) 

frame length 

The ATM and AAL 5 protocol layers including the convergence sublayer (CS) and 
the common part convergence sublayer (CPCS) are depicted in Figure 5. 

bytes 1-65535 ().47 8 

[~ I CPCS-PDU payload I PAD IT I CPCS-PDU 
AALS I I 

SAR I 48 I 48 1 ..... I I I 

5~48 
l.__ 

bY.tes --, 
ATM I header I cell payload ATMcell 

Figure 5 PDU formats for A TM and AAL 5 layer. 

The bandwidth available to AAL can be calculated as: 

BW - cell payload BW - 48 149 760 -135 632Mb' I 
aal - cell length . atm - 53 . · - · It s (2) 
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3.2 Bandwidth available to IP and TCP using AAL 5 

Two implementations of IP over AAL 5 are supported by the A TM NICs, as 
mentioned before: Classical IP, using Q.2931 signalling, and Fore IP over SPANS 
signalling. 

Classical IP uses the IEEE 802.2 LLC/SNAP encapsulation, and the default IP 
MTU of 9180 bytes. Fore IP uses a broadcast address resolution protocol (ARP) 
for SPANS address resolution and uses no encapsulation, so the IP MTU is 
9188 bytes. The protocol layers for TCP/IP over AAL 5 for Classical IP are 
depicted in Figure 6. 

bytes 20 9140 
TCP I TCP header I TCP payload I TCP segment 

bytes 20 '---, 9160 ,..-----' 
IP I IP header I IP payload I IP datagram 

i---, 9180 r--io 8 
LLC/SNAP I MTU I PAD I T I 192 X 48 = 9216 

AALS-CS 
bytes 1-65535 0-47 8 

._1 __ c_PCS_-P_D_U_,p~ay:....lo_ad ___ ~...l ;;.;PA~D~I_T_.I CPCS-PDU 

Figure 6 PDU formats for TCP/Classical IP over AAL 5. 

The bandwidth available to IP is given by equation (3). The bandwidth left to the 
application, using the BSD socket application programming interface (API) as an 
interface to TCP is given by equation (4). Note that the usual length of each of the 
TCP and IP headers (TCP _hdr and IP _hdr respectively) is 20 bytes. 

IP MTU 9180 . 
BW;p(Classical/P) = CPCS_PDU · BWaal = 9216 ·135.632 = 135.102 Mbit IS (3) 

IP_MTU -IP_hdr- TCP_hdr . 
BW,cp (Classical/P) = IP _ MTU · BW;p = 134.513 Mbtt/ s 

(4) 

The above calculations can be applied to Fore IP, with an IP MTU of 9188 bytes 
(Figure 7). 

When using Fore IP, the bandwidth available to IP is given by equation (5). The 
bandwidth left to the application, using the BSD socket API as an interface to 
TCP, is given by equation (6). 
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bytes 20 9148 
TCP TCP header I TCP payload I TCP segment 

9168 ,..------J 
IP IPdatagram 

192 X 48:9216 

AALS-CS 
bytes 1-65535 0-47 8 

~..I __ ..;;.CPC:....;;.;;S...;;-P..;;;D...;.U~p.;;:ay:.;.;lo;.;;;ad;;..__--~,I...:P..:.:AD:=...JIL.......:...IT I CPCS-PDU 

Figure 7 PDU formats for TCP/Fore IP over AAL 5. 

IP MTU 9188 
B"'ip (Fore/P) = CPCS_ PDU · BWaal = 9216 ·135.632 = 135.220 Mbit/ s (5) 

IP_MTU -IP_hdr- TCP_hdr . 
BW,cp (Fore/P) = IP _ MTU · B"'ip = 134.631 Mbtt/ s (6) 

The previous calculations are summarized in Table 1. Each row in the table 
indicates how much bandwidth, in Mbit/s, is available to the indicated protocol 
layer. The application does not get the full 155 Mbit/s bandwidth, but about 87 % 
of it, due to SONET overhead, the cell header overhead, AAL 5 overhead, and, 
finally, the IP and TCP header overheads. Also, due to the different encapsulation 
methods, the bandwidth available to TCPnP differs slightly for Classical IP and 
Fore IP. 

Table 1 Bandwidth available after protocol overhead (SONET) 

Line rate 

ToATM 

ToAAL 

ToiP 

To application 
viaTCP 

Calculated bandwidth [Mbitls] 

STS-3dOC-3c 

155.520 

149.760 

135.632 

MTU = 9180 (Classical IP) 

135.102 

MTU = 9188 (Fore IP) 

135.220 

134.631 134.513 
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4 EXPEUMENTALPROCEDURE 

All measurements were conducted using single connections on an unloaded 
network. In particular, the ATM switches were unloaded, i.e., no communication 
between computers, other than the two computers involved in the experiment, 
affected the switch buffer behaviour. 

TCP throughput measurements were done by varying the send/receive socket 
buffer and message sizes when transferring bulk data in one direction over a 
155 Mbit/s ATM path for a predefined time duration. The time duration was 
chosen so as to produce results with a good degree of confidence. Also, loopback 
tests were performed in order to test the maximum possible performance that a 
particular computer may achieve. At this point, it is necessary to emphasise that the 
measured throughput is the throughput as seen by the application. 

4.1 Measurement tool 

To carry out our experiments we used a network performance benchmark tool 
called Netperf, which is provided in the public domain by the Information 
Networks Division of Hewlett-Packard Company. This tool assisted us in 
measuring TCP stream performance utilising the BSD socket interface. 

4.2 Loopback test 

In Section 3, we calculated the theoretically-available maximum bandwidth. In the 
real configuration, there is another upper bound to the throughput due to the 
processing power limitations of the computers. 

Table 2 Loopback performance 

TCP throughput [Mbit/s] 

computer architecture, OS loopback presumed 
mode maximum 

Pentium-90, Windows NT 3.51 36.27 72.54 

SPARC-10/512, Sun OS 4.1.3 43.55 87.10 

Pentium-tOO, Windows NT 3.51 49.30 98.60 

SGI Power Challenge, IRIX 6.0.1 135.80 271.60 

SPARC-20, Solaris 2.4 230.94 461.88 

Ultra-1, Solaris 2.5 335.89 671.88 
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In order to estimate the processing power of a particular workstation or a PC, a 
loopback test was performed. This provides a coarse estimation of the expected 
throughput and assists in the assessment of the performance results. Since running 
in loopback mode does not put any load on the A TM cards or on the system 110 
bus, and results in sending and receiving data on the same port, the loopback 
results had to be doubled to obtain the maximum sending or receiving rates in a 
non-loopback mode. Table 2 shows the maximum performance in the loopback 
mode and the estimated maximum performance of a particular computer in non
loopback mode. 

From Table 2 it can be deduced that the PCs (Pentium-90 and Pentium-100) 
cannot reach the full throughput of 155 Mbit/s that ATM offers. In Section 5 the 
results of the evaluations will be discussed in detail. 

4.3 Parameters for TCP/IP measurements over ATM 

The most common TCP user-defined parameters are the message size and the 
send/receive socket buffer sizes. In most operating system implementations the 
TCP window size corresponds to the size of the send/receive socket buffer sizes in 
both the source and destination operating system kernels. During connection 
establishment the source and destination negotiate the size of this window, 
facilitating the smooth, continuous flow of data for the duration of the connection. 

Testbed-] parameters 
In Testbed- I, TCP/Fore IP throughput experiments were carried out between the 
two Pentium-90, and between the two SPARC-20. According to 
Luckenbach, et al. (1994), Matijasevic, et al. (1995), it is expected that optimal 
performance will be encountered for equal send and receive socket buffer sizes, 
and for message sizes which are multiples of the TCP MSS (for TCP over Fore IP 
MSS = 9148 bytes). Therefore, by varying the message sizes from 9148 bytes to 
64036 bytes, with an increment step of 9148 bytes, bandwidth is not wasted due to 
padding at the CPCS layer. 

Testbed-2 parameters 
In Testbed-2, TCP/Fore IP throughput measurements were conducted between the 
SGI Power Challenge and the Pentium-100, and between the two Ultra-1, and 
TCP/Classical IP measurements between the SPARC-10 and the SGI Power 
Challenge, and between the Ultra- I and the SGI Power Challenge. 

In the Fore IP case, the message sizes are set to multiples of the MSS length of 
9148 bytes, whereas in the Classsical IP case, the message sizes are multiples of 
9140 bytes. 
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5 RESULTS 

In this section the results obtained from the two testbeds are presented. 

5.1 Testbed-1 results 

This subsection briefly presents results from measurements between computers of 
the same architecture. 

The TCP/Fore IP throughput between the two SPARC-20 workstations versus 
socket buffer size and message size is shown in Figure 8. The experiment showed 
similar behaviour for all message sizes. The maximum observed throughput was 
about 125 Mbit/s and took place for socket buffer size around 48 Kbyte. For the 
best result, we get 125.411134.631 = 93.15% of the theoretical value calculated on 
the basis of the protocol overhead. As shown in Table 2, the maximum throughput 
that can be achieved by both workstations in loopback mode (approximately 
460 Mbit/s), is much greater than the maximum theoretical ATM speed (i.e., 
134.631 Mbit/s), which indicates that the current driver implementation has 
reached its upper limits. This behaviour will be discussed later on in 
subsection 5.3. 

~ 
:0 
~ 
:; 
c. 
f. 
" E 
~ 

140 
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80 

socket $ixe(bytes) 

... ... ... .... 
"' 

Fore IP, MTU=9188 by1es 

message size 
[bytes) 

D 914M 

• 1 2~6 

0 27444 

0 36592 

. 45740 

D 548K8 

0 64036 

Figure 8 TCP throughput (SPARC-20-+ SPARC-20). 

The TCP/Fore IP throughput between the two Pentium-90, versus socket buffer 
size and message size, is shown in Figure 9. The maximum observed throughput 
was 68.14 Mbit/s. However, for the combination of message and socket buffer 
sizes equal to 9148 bytes, the throughput was almost zero. Further experimentation 
showed that the reason for this behaviour was the small window size. For the 
maximum of 68.14Mbit/s, we get 68.14/134.631 =50.61% of the theoretical 
value, calculated on the basis of the protocol overhead. This is almost the same as 
what can be achieved according to the loopback test, that is 68.14/72.54 = 93.93% 
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(see Table 2). This means that the upper processing limits of the PCs have been 
reached. 

70 
~ 60 
~ 50 ::. 
;; ... 
.c .. 
" 0 .. 
t: 

ocket siu (bytes] 

; .... .... .., 

Fore IP, MTU=9188 bytes 

me sage ize 
(bytes) 

0 9148 

. 18296 

0 27444 

0 36592 

. 45740 

0 54888 

. 64036 

Figure 9 TCP throughput (Pentium-90 __. Pentium-90). 

5.2 Testbed-2 results 

The goal of the tests performed in Testbed-2 was to compare the throughput 
between different host architectures. 

First, TCP/Fore IP throughput measurements were made between the SGI Power 
Challenge and the Pentium-100 against socket buffer size and message size. The 
results are illustrated in Figure 10. 

80 

~ 70 
:;; 60 
~ 
;; ... 
.c .. 
" e 
~ 

socke t size (bytes] 

;;: ; .... ... .... .., 
.., .... 
~ 

"' 

Fore IP. MTU=9 188 bytes 

0 9148 

. 18296 

0 27444 

0 36592 

. 45740 

0 54888 

. 64036 

Figure 10 TCP throughput (SGI Power Challenge--. Pentium-100). 

The throughput generally increased with bigger socket and message sizes. The 
maximum observed throughput was around 73 Mbit/s. Here, for the best result, we 
got 73.33/134.631 = 54.47% of the theoretical value calculated on the basis of the 
protocol overhead, and 73.33/98.60 = 74.37% of the value obtained in the 
loopback test. As for the processing power of the computers involved, the limiting 
factor is the PC's (Pentium-100) performance. However, as the faster computer is 
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transmitting, the PC achieves slightly better perfonnance compared to the case 
where both computers are PCs (Testbed-1). 

The TCP/Classical IP throughput between the SPARC-10 and the SGI Power 
Challenge versus socket buffer size and message size is shown in Figure 11. The 
throughput generally increased with bigger socket and message sizes. The 
maximum observed throughput was not greater than 61 Mbit/s. For the best result, 
we got 60.98/134.513 = 45.33% of the theoretical value, calculated on the basis of 
the protocol overhead. As for the processing power of the computers involved, the 
limiting factor is the Sun workstation perfonnance. Its presumed maximum is 
87.10/134.513 = 64.75% of the theoretical value. 

Classical IP, MTU=9180 bytes 

socket iz< [byt•sl 

Figure 11 TCP throughput (SPARC-1 0 -+ SGI Power Challenge). 

0 9140 

. 18280 

0 27420 

0 36S60 

. 45700 

O S4840 

. 63980 

Therefore, within the limits of its processing power, it achieved 
60.98/87.10=70.01% of its maximum. Note that again two different architectures 
are used, but the overall behaviour in the case of two workstations involved is 
'smoother' than when using a PC as the receiver. This behaviour has been 
observed with all configurations with the PC being the receiver. As Moldeklev et 
al. (1994) have shown, receiving demands more processing power than sending. 
This is a characteristic which indicates that the protocol stack implementation of 
the PCs tends to instabilities, if the receiver is 'overrun' by a continuous data 
stream from the sender (Brustoloni, Bershad, 1992). Similar results for sending and 
receiving boundaries on PC systems are given in (Almesberger, 1996). 

The TCP/Classical IP throughput between the Ultra-1 and the SGI Power 
Challenge versus socket buffer size and message size is shown in Figure 12. The 
throughput generally increased with bigger socket and message sizes. The 
maximum observed throughput was 100.73 Mbit/s, which is 
100.73/134.513=74.88% of the theoretical value, calculated on the basis of the 
protocol overhead. Both workstations involved can achieve A TM speeds according 
to the loopback test, but, still the theoretical throughput has not been reached. 

Finally a TCP/Fore IP test has been perfonned between the two most powerful 
computers in the testbeds, the two Ultra-I. Figure 13 shows the results of this test. 
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Figure 12 TCP throughput (Ultra-1 -+ SGI Power Challenge). 
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This time, the maximum observed throughput was 130.77 Mbit/s. This leads to a 
relative throughput of 130.77/134.631 = 97.13% compared to the theoretical 
available bandwidth calculated on the basis of the protocol overhead. This proves 
that the theoretical throughput of A TM networks can be achieved even when using 
TCPIIP, if the boundary given because of the processing power is far above the 
limitation due to the network. In the case of the Ultra-1 workstations this factor is 
calculated as 671.88/134.631 = 4.88 which means that the host processor is 
capable of handling about five times the bandwith offered by ATM. 

sockd siu (bytes) 

Figure 13 TCP throughput (Ultra-1-+ Ultra-1). 
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It should be noted that the maximum throughput is achieved with message sizes 
below the TCP MSS, regardless of the socket buffer size. This behaviour even 
holds for smaller message sizes, as the throughput exceeds 120 Mbit/s at a message 
size of about 2500 bytes. However, for message sizes greater than the TCP MSS, 
the additional fragmentation needing to be performed by the host processor again 
decreases the achievable throughput, indicating that even the Ultra-1 workstations 
are limited by their processing power when using TCPIIP over ATM. 
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5.3 Summary and interpretation of the results 

Summary 
To summarise the results presented in Sections 5.1 and 5.2, Table 3 shows both the 
maximum TCP throughput measurements taken from the experiments, and the 
comparison with the theoretically available bandwidth (see Section 3). The results 
are sorted by measured throughput values in increasing order. 

Table 3 Maximum throughput values obtained from measurements 

Throughput performance 
sender receiver measured [%)of 

max. [Mbitls] theoretical 

SPARC-10 ~ SGI Power Chall. 60.98 45.33 

Pentium-90 ~ Pentium-90 68.14 50.61 

SGI Power Chall. ~ Pentium- I 00 73.33 54.47 

Ultra- I ~ SGI Power Chall. 100.73 74.88 

SPARC-20 ~ SPARC-20 125.41 93.15 

Ultra- I ~ Ultra- I 130.77 97.13 

Interpretation 
Taking the whole communication path (which consists of the host processors 
performing the operating system's protocol stack, the A TM NICs performing AAL 
processing, A TM SAR and A TM physical layer function, and, finally, the A TM 
switch performing the statistical multiplexing of ATM cells) into consideration, the 
effects that primarily influence the achievable throughput are the following: 

• MTU: The MTU size affects the achievable throughput significantly. 
Evidently, s~all MTU sizes increase the need for fragmentation and 
reassembly, whereas large values yield higher throughput. 

• Message size and socket buffer size: The measurements have shown that both 
the message size and the socket buffer size affect the throughput. On one hand, 
message sizes beyond the MTU cause additional fragmentation and reassembly 
(see Figure 13). On the other hand, the socket buffer size determines the buffer 
permanently allocated by the operating system. Choosing the socket buffer size 
properly increases the achievable throughput. 

• Protocol overhead: The protocol headers of TCP, IP, ATM and SONET are 
constant factors, as calculated in Section 3, and reduce the line rate by 
approximately 13 %. 
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• Protocol stack implementation: The throughput that can be achieved strongly 
depends on the operating system's protocol stack implementation combined to 
the host architecture. This fact is emphasised by both the results taken from the 
loopback tests on any platform used, and from further work on the topic which 
has shown that scaling up to more powerful hosts allows to overcome this main 
bottleneck. 

• LLC/SNAP encapsulation: Additional measurements have shown that the 
encapsulation mechanism (Classical IP or Fore IP) has little effect to the 
achievable throughput, except for the fact that the MTU sizes differ slightly. 

• Switch influence: We found that the switch does not influence the throughput, 
as due to the unloaded network the switch buffer occupancy has been very low. 
This was foreseen, as the switching capacity of the ASX-200 of 2.5 Gbit/s is 
obviously sufficient to handle 155 Mbit/s. Even the Testbed-2 scenario with 
two switches involved did not affect the throughput. Therefore, the switch just 
introduces a small latency because of buffering, which has no noticeable effect 
on throughput. 

• Cell loss: By inspecting the switch cell loss statistics log, no cell losses have 
been observed. This was expected due to the reasons discussed in the previous 
remark. 

It can be deduced that the suitable combination of high-performance 
workstations, a well designed A TM interface driver, an efficient operating system, 
and the appropriate tuning of configuration parameters is the solution that enables 
us to reach the theoretical limits of an A TM link. As long as the switch is lightly 
loaded, as in our experiments, the main factor limiting the throughput is the 
processing power of the hosts involved. Thus, beyond the processing power of the 
hosts that is usually fixed, the main parameters which improve the throughput are 
the MTU and the socket buffer sizes. 

6 CONCLUSIONS 

The maximum throughput performance of TCP when running on A TM LANs was 
studied. The experimental testbeds consisted of a variety of computer architectures, 
operating systems and TCP/IP implementations. 

By varying system-configurable TCP parameters, such as the send and receive 
socket buffer sizes and the message size, we carried out throughput tests between 
different platforms. Based on the evaluation of the experimental results, the 
processing power was clearly identified as the main bottleneck for high-speed 
TCP/IP networking over ATM. 

The results from the measurements show that the theoretical throughput offered 
by A TM can be achieved with high-end workstations, provided that appropriate 
tuning of TCP parameters is done. 
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