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Abstract 
The Distributed Object Kernel (DOK) is a federated database system currently under development at 
the Royal Melbourne Institute of Technology. One of the issues currently under study is the development 
of a federated access control, as well a secure logical architecture allowing the DOK system to enforce 
federated security policies in the context of autonomous, distributed and heterogeneous databases. In this 
paper, we propose a Unified Security Model aiming for the integration of existing access control models, 
such as Mandatory Access Control and Discretionary Access Control, which could have been imposed 
on local components of a DOK application. Also, we extend the initial DOK multi-layered architecture 
proposed in (Tari et a!. 1996) to include different types of security agents allowing the enforcement of 
different security functions within a federated environment. Coordination agents are responsible for 
maintaining a federation in a secure state by delegating the different functions to specific agents, called 
Task agents. By delegating the access of information within local databases to Database agents, the 
Task agents enforce the federated security policies using specific security procedures. 
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1 MOTIVATION 

Database security is concerned with ensuring privacy, secrecy, integrity and availability of stored data. 
This issue is often discussed in terms of the need to restrict access to stored information in databases, and 
is called access control. Only authorised users with appropriate security clearance are allowed to access, 
view, manipulate and update data. 

Due to the rapid growth in data communications technology, databases have evolved from being central 
repositories of data to distributed ones, leading to the transformation of the distributed environment into 
federated and multidatabase environments (Sheth and Larson 1990). Security problems associated with 
databases have evolved accordingly, and whilst the basic need to effectively provide a secure database 
remains the same, the nature of the problems to be addressed has become increasingly complex. A 
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considerable amount of work has been devoted to address database security in centralised databases, 
e.g. (Fadden and Hoffer 1991) (Lunt and Fernandez 1990)(Fernandez et al. 1989). However, less research 
effort has been devoted to the provision of security in distributed and federated databases. 

In this paper, we address the design of an access control model as well as a secure architecture for the 
DOK system (Tari et al. 1996). DOK, acronym of Distributed Object Kernel, is a federated database 
system providing basic services to users of a federation to access, update and browse multiple heteroge
neous and distributed databases. The DOK system may support multiple federations, and each of them 
is managed by a specific agent (called the DOK manager). Some of the DOK services have already been 
designed, such us query service (Savnik and Tari 1996), re-engineering service (Tari 1993)(Papazoglou 
et al. 1995), reflective service (Edmond et al. 1995). Currently we addressing the design of the security 
service for the DOK system which allows the enforcement of both global and local security policies. 
This involves the design of a global access control mechanism, as well as a secure architecture supporting 
the enforcement of federated security policies (e.g. Discretionary Access Control and Mandatory Access 
Control). Below is a summary of the DOK approach for the design federated security service. 

e For the user of a federation, objects can be defined by referring to already existing ones. The DOK 
model provides constructors to build such objects as virtual objects. Contrarily to ordinary objects 
which are (physically) stored in local databases, virtual objects store only references to physical 
objects. The model supporting the definition of virtual objects as well different relationships between 
such objects is called DOM+ (Tari et al. 1996). Here we propose an extension of this model to deal 
with security information attached to virtual objects. We propose a Unified Security Model allowing 
the computation and the assignment of a federated access list to each virtual object. This list is built 
for each user of a federation and specifies the set of basic transactions he/she is allowed to perform (e.g. 
rw, ~rw, r~w and ~r~w) on a virtual object. The federated access lists are built by re-engineering 
security information embedded within local databases. Since an aggregate of a virtual object can be 
located in many local databases, we provided specific rules and procedures allowing the translation 
and integration of security information into the federated level. 

e The basic DOK architecture, proposed in (Tari et al. 1996), is extended to deal with the enforce
ment of security procedures. The secure DOK architecture is a three layered architecture involving 
the coordination layer, task layer and database layer. Each of these layers contains specialised agents 
that enforce a certain part of the federated security policies. Coordination tasks (e.g., finding appro
priate agent to process a certain request) are performed by agents such as the DOK Manager. The 
enforcement of the security tasks (e.g., constraint maintenance) delegated by the DOK Manager are 
performed by specialised agents such as the Constraint Manager. Finally, the database functions (e.g., 
retrieval of information about a specific user) are performed by the User and Data agents. 
One of the important DOK security agents is the constraint manager. This manager deals with the 
aggregation problem (Lin 1991) in the context of federated databases. It builds state transition dia
grams for the (global) constraints (Tari 1993) to specify the different computation states of constraints. 
These states are checked by the Constraint manager and appropriate procedures are triggered when 
any of these constraints is violated. 

This paper develops the two above aspects, including the aggregation aspect. Next section presents the 
main issues related to security in federated databases and existing solutions are outlined. Also, we show 
how the DOK system deals with existing and complex security problems in a simple and operational 
manner. Section 3 develops the USM access control. The design of the DOK security agents is presented 
in Section 4. Finally, we conclude with our current work and suggestions for future research in Section 5. 
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2 SECURITY IN FEDERATED DATABASES 

A federated database system spans multiple heterogeneous databases and extends the functionality of 
distributed databases. Two main assumptions are taken in federated databases (Sheth and Larson 1990) 
autonomy and heterogeneity. The former refers to the ability of the local database system to retain 
a large degree of control over all aspects of the systems (such as the visibility and updability of local 
data relative to the federation, or even participation and withdrawal from the federation). Heterogeneity 
means that databases that could be based on different schema designs must can be integrated together. 
Doing so enables users of the federation to access and update multiple databases in a transparent and 
uniform manner. 

The intend of a federation is to allow users to access, combine, and potentially update data from 
multiple constituent databases. Such access must be subject to local security policies of the participating 
databases as well as the federated security policies. This means that any operation performed by the 
system that manages the federation (which we call federated manager) has to avoid violation of local 
policies, as well as enforce the federated security policy. Heterogeneity complicates the enforcement of 
both local and federated security policies. Different policies from sites may be difficult to combine or 
may even be inconsistent. Semantic heterogeneity of schema components also extends different meanings 
for security labels at different sites. The related issues include authentication of users and continued 
control of data jointly derived from multiple databases. This paper deals with the latter issue, i.e. the 
development of federated access control mechanism. 

This section overviews the different approaches related the federated access control issues and puts the 
DOK approach in context. A detailed analysis of these issues can be found in (Morgenstern et al. 1992). 

2.1 Existing Approaches 

Authorisation is a specification of a set of rules about who has what type of access to which information. 
The set of rules varies from one organisation to another, and is not dependent on whether the database 
is centralised, distributed or federated. Although there are a variety of models available today, the more 
popular ones are the Discretionary Access Control (DAC) and the Mandatory Access Control (MAC). 
DAC models are concerned with defining, modelling and enforcing access to information by granting 
privileges to users on the basis of their identity. They are based on the concepts of a set of security 
objects, say 0, a set of security subject, say S, and a set of privileges, say T, defining what kind of 
access a subject has to a certain object, and in their order to represent content-based access rules as a 
set of predicates P. MAC (Bell and LaPadula 1976) is based on the concept of security labels. Security 
objects are assigned to certain security classes, represented by a label. A label for an object is called 
its classification while a label for a subject is called its clearance. Classification therefore represents 
sensitivity of the labelled data while the clearance of a subject is its trustworthiness to not disclose 
sensitive information to others. 

In centralised databases, the most implementation of authorisation rules is the use of authorisation 
matrix (originally proposed by Lampson in (Lampson 1991)) and views (Selinger 1980). Two types of 
extensions have been provided for the basic authorisation model. The first extension dealt with the 
emergence of richer models (such as object-oriented models) which require to take into account richer 
modelling constructs (such as inheritance and aggregation). For instance, the approach described by Fer
nandez in (Fernandez et al. 1989) proposes an access control model that defines authorisation inheritance 
through data hierarchies. The second type of extension has lead with the concept of multilevel access 
control (Jajodia and Sandhu 1991) (Stachour and Thuraisingham 1990) where relations are made to 
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appear different to users with different clearances as not all clearances may authorise the subjects to all 
objects. Winslett in (Winslett eta!. 1994) further extends this paradigm to define formal query languages 
for secure relational databases. Lunt in (Lunt et a!. 1990) proposes to combine both DAG and MAC to 
derive advanced access control for Sea View applications. 

In database environments the issues involving authorisation and access controls are not only limited to 
making sure the right user gets the right access, but it also involves preventing the leakage of information to 
unauthorised personnel through indirect channels. This introduces the intriguing problems of aggregation 
and inference (Lin 1991) which are yet to be fully resolved. The aggregation problem, in which a collection 
of data can have a higher sensitivity than that of its components, is specially relevant in federated 
databases where portions of a data aggregate reside in different autonomous databases. There is a need 
to prevent the user from obtaining an unauthorised collection of data from different databases that 
contravenes federated security policy, even if the separate databases are unaware of this global policy. 

Security in federated databases is very complex because of a large set of diverse users with different 
security requirements are expected to use a pool of component databases containing data of varying 
sensitivity. In addition to the access control of local databases, the increased level of sharing means that 
in order to ensure security and privacy access must be controlled at the federated level. In a federated 
environment this makes a federated security model necessary to express and enforce the security policies. 
Below are the different approaches for the development of federated access control models. 

e Using views and granting authorisation on the views to allow or prevent access of a global user to 
information contained within a federation. Goyal's approach (Goyal and Singh 1991) uses access rules 
to check whether or not the user is authorised to refer to a view. 

e Extending an existing access control model (such as DAC or DAC) to deal with the problems of au
tonomy and heterogeneity in distributed/federated databases. For example, in (Jonscher and Dittrich 
1994), the authors use a DAC model (with revocation of rights) in an highly coupled environment 
to enforce the federated security policy. Mapping of access rights to local components is provided, 
and a global grant for a user is rejected if local rights are not available. In this approach, federated 
security policies have "more" importance than local ones in which the federated manager has "given 
trust" to authenticate users. Olivier (Olivier 1994) provided another approach to deal with federated 
security access control. His approach uses a multi-level access control based on the assumptions that 
(i) components have compatible security systems and (ii) local databases are "homogeneous". The 
proposed model also deals with "object migration", another important issue. 

e Using both MAC and DAC at the federated level. Pernul (Pernul 1993) proposes the AM AC model 
which offers a supporting policy for an automated security labelling because, due to the large amount 
of data in federated database system, a manual security labelling of subjects and objects is almost 
impossible. 

2.2 The DOK Approach 

So far we presented some of the approaches to deal with the development of access control in federated 
databases. There are two major limitations for these approaches: 

1. The lack of understanding of local security requirements to enforce the federated security policy. 
Due to the autonomy of local databases, local security requirements have to be understood by the 
federated manager in order to optimise and delegate the sub-transactions to the local components. 
This means that the federated manager should not be in a situation to delegate the execution of a 
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sub-transaction which will be later aborted because the user is not allowed the required access to a 
component database. This will dramatically affect the performance of a federated system. In summary, 
a federated system should have an understanding of local security requirements to allow a better and 
efficient processing of user queries. 

2. The lack of (logical) secure architecture specifying the different objects (or agents) responsible to 
enforce the security policies within a federated environment. Most of the approaches propose only a 
"model" to enforce the federated security policies. There is no reference to (i) who is responsible to 
enforce these policies, or (ii) how these can be enforced. In a federated environment, the design of 
the security procedures is very important as this can affect the usability of the federated system. In 
summary, the specification of the access control model should be followed by the description of the 
logical architecture allowing the definition of the security procedures. 

Distributed Object Kernel (DOK) 

Figure 1 The Physical DOK Architecture 

Our approach to the above problems is to provide an appropriate mechanism to allow the understanding 
of local security requirements, as well the design of "intelligent" agents to enforce the different security 
procedures. The solutions to these two problems have been established within a specific federated database 
system, i.e. the DOK system (Tari et al. 1996). DOK is a set of managers that oversees the smooth 
running of a cooperative database system and is responsible for ensuring the operational requirements of 
the federation. Figure 1 (see above) depicts the physical architecture of the DOK system. Users interact 
with the federation through the local external schema of one of the component databases, implemented 
in the local wrapper. Users' requests involving remote data are analysed by the local wrapper and re-
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directed to the DOK Manager, which has to ensure proper transaction management (by the transaction 
processor), and concurrency control and query management (by the query processor). 

The local database layer involves a set of databases that are willing to share information. These 
databases can be heterogeneous with respect to hardware platforms, operating systems or database fea
tures such as data models, semantics, query languages or transaction mechanisms, as well as security 
policies and security mechanisms. The wrapper layer, implemented as a set of wrappers, provides a uni
form view of the local databases using the DOM+ distributed object model (Tari et al. 1996). In this way, 
every local schema (as well as the security information) has are-engineered DOM+ schema (Tari 1993) 
(Papazoglou et al. 1995) that a wrapper makes available to the DOK layer. At the global level, a user 
may define a (virtual) object as a set of references to already defined (physical) objects. The difference 
between virtual objects and physical objects is that the former have no physical storage within any local 
database, but they are virtual representations defined as aggregations of already existing objects. 

Department 

Looks-Like H name: Dept. of Computer Science : 

address: Plenty Rd., Bundoora Campus, Melbourne : 

••••••••• m •••••• •• mm m ~~;::::, •• } l 
Staff 

Figure 2 An Example of Virtual Objects 

Let us consider an example of virtual objects, Department, Student, and Staff as defined in Fig
ure 2. Information contained in these virtual objects are "picked up" from three databases, namely a 
personal database (pDB) - stores information about staff members of different department of a given 
university, a student database (stDB) - stores all information about students and their results, and a 
bitmap database (bitDB) - stores all pictures of both staff, students of different departments. The virtual 
object Department is built by references to information located in the databases pDB and bitDB. In a 
similar way, the virtual object Student contains three types of information: Looks -like (which refers to 



Security enforcement in the DOKfederated database system 29 

a picture in bitDB), Personal- information (which refers to a relation or view of stDB) and Results 
(which is a SQL query on stDB constructing all the results of a given student). 

DOM+ (Tari et al. 1996) allows the building of virtual objects as aggregation to existing information 
in local databases. However, a local database not only has data but also has security information related 
to the different objects of the database, and local mechanisms enforcing the local security policies. In the 
DOK environment, we extended the DOM+ model to include security information for virtual objects, 
based on local security information. The Unified Security Model (USM)) is defined allowing the expression 
of the MAC and DAC security models, as well as the mappings between these models. 

The DOK system implements the USM using specific agents, which are responsible for the enforcement 
of security, acting at different levels. At the federated level, the coordinator of the federation includes a 
DOK Manager that is responsible for the proper running of the federation. This includes maintaining all 
the relevant information of members in the federation, ensuring the proper handling of global queries, 
ensuring that all global transactions are correct and complete, as well as enforcing global security on the 
queries made. The DOK Manager delegates the enforcement of security at the local level to the local 
component security mechanisms. At the local level, we take the view that participating databases are 
granted full autonomy with respect to the kind of security model or policy that they wish to adopt, the 
kind of access control rules that they wish to implement, the amount of data that they wish to release to 
users in the federation, and the order in which they wish to execute external queries. 

3 THE UNIFIED SECURITY MODEL 

In the DOK environment, or in federated databases in general, access controls of participating databases 
can differ along several dimensions (Jonscher and Dittrich 1994): different kind of access rights (positive 
or negative) with different conflict resolution policies; different authorisation units (users, groups, roles); 
different protection granularity (database, object, instance, etc.), and different authorisation paradigms 
(centralised vs decentralised). In this context, a federated system should ensure that (Olivier 1994): (i) 
the interoperating systems maintain control of the classification of their data and users, and (ii) the 
federation respects the intentions of the local classifications, in the sense that information should be 
disclosed by the federation only if the local site would have also disclosed it. 

3.1 Global Access Control 

We consider here that two types of access control, MAC and DAC, which are supported by the partic
ipating databases. At the federated level, the DOK system supports a bottom-up approach for access 
control, in the sense that global security policies are derived from the local security policies. Thus, the 
Global Access Control (GAC) proposed for the DOK system has the role of ensuring that no violation or 
overriding of local policies is permitted. Agents acting at the global level provide a coherent mechanism 
to ensure that local restrictions are properly enforced. 

Let us describe the GAC's elements. We assume that a DOK federation has a set of databases, namely 
db1, · · ·, dbk. Each database has a specific access control policy which determines what kind of access, 
read or write, a subject has to an object. We assume that the DOK level has the following: 

• Subjects (e.g. sf, s~, · · ·, s~), which have been registered with the component database, locally or 
through the federation. 
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e Objects (e.g. of, o~, · · ·, o¥,.). A virtual object is defined as an aggregation of already existing local ob
jects. We denote the local aggregates of each (virtual) object of as follows: of =< o~l,l), o~ 1 • 2),. ·., o~l,p,) >, 

p; ::; k, where of·") are objects of the database db,. 

In addition to these aggregates, we extend the specification of a virtual object of to include global 
security information: 

e Since each component o~l,r) of of belongs to one of the local databases, a given subject sf has certain 

access privileges, such as read or write to oll,r). This information is kept at the federated level for each 
component oll,r), as an aggregated list associated with the object of. Subjects sf, s~, · · ·, s~ have no 
attached clearance at the global level, but their access rights to an object of are determined by their 
access rights to its components, as established by the participating databases. In this sense, the DOK 
security policies are the union of all local security policies, and there are no additional security policies. 
Security enforcement can be performed at the global level using the security information available on 
the components of virtual objects. 

• The interpretation of the read and write operations for a subject s] on an object of =< ol1•1), o~I,Z), ... , 
oll,pi) >,is as follows: 

1. oll,t) is --,r--,w, then s] can neither read nor write the component. 

2. oll,t) is r--,w, then s] has read-only access to the component; 

3. oll,t) is --,rw, then s] has write only access (append) on the component; and finally 

4. oll,t) is rw, then s] can update the component; 

The above described federated security policies do not take into account the fact that the same com
ponent of a virtual object can be located in more than one participating database, where access rights of 
a given subject could be different. The solution to this problem is that when the security information of 
a component is mapped into one of the four operations described above, at the DOK level we take the 
lowest operation. This uses a two dimensional order relationship between the mapped global labels of the 
same aggregate located in different databases. This relationship, denoted as ~. is defined by Table 1. In 
this table, it is shown that if for example there is the same local aggregate in two databases with access 
rights --,rw and r--,w for a given user (say s), then the federated access list for the aggregate must be 
updated to rw for the user s (meaning that the user s can read in one database and write in the other 
one). 

Table 1 the ~ relationship 

~ rw --,rw r--,w ~r-,w 

rw rw rw rw rw 
--,rw rw ..,rw rw ..,rw 
r--,w rw rw r..,w r--,w 
-,row rw --,rw r--,w •r•w 
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Let us consider the example of the virtual object Student defined in the previous section. This object 
is defined as aggregate of Looks -like, Personal- information and Results. Let us consider for the mo
ment the aggregate Personal- information. This information can be available in different participating 
databases, denoted db1 , db2 and db3 . The federated access list for this aggregate is defined as a union of 
the different security information defined in the three databases. For instance, if only one database allows 
a user to update the aggregate, the DOK system will allow the user to perform the operation because 
this user has a right to do it in one of the participating databases. If only one database allows the reading 
of the aggregate, according to global policies the user is allowed read access to the required information. 
Note that if several databases allow a user to update a component, when a user performs the update the 
DOK system propagates the update on all the participating databases that have allowed such an update. 

3.2 The Mappings 

This section deals with the mapping of local policies into the DOK level. For this discussion we assume 
that a participating database supports either a MAC or a DAC. 

3.3 MAC ===> GAC 

Mandatory access control requires that security objects and subjects are assigned security labels, con
sisting of two components: a totally ordered set of sensitivity levels (for example: top..secret > secret 
> confidential > unclassified) and a partially ordered set of categories such as Manager or Audi
tor, representing subject types of the universe of discourse. (Often, the latter classification is ignored 
in the discussion). A label for an object is its classification class(o), while a label for a subject is its 
clearance clear(s). Mandatory access control rules are usually based on Bell-LaPadula security proper
ties (Bell and LaPadula 1976) formalised by the two rules: (1) a subject s is allowed to read object o if 
clear(s) ;::: class(o), and (2) a subject sis allowed to write object o if class(o);::: clear(s). 

Heterogeneity between different access control policies can be handled by expressing the security policies 
in terms of the capability of a subject to read or write the components of an aggregate. For example, let 
us consider a participating database db 1 , a subject sf with local clearance clear(sf) , and an object o9 
that is an aggregate of a set of objects oi, · · ·, o~ with classifications class( oi ), · · ·, class( o~) respectively. 
Mapping the above information to the federated level for each component o~, where 19~k, is performed 
according to Table 2. 

Table 2 Correspondence between MAC and GAC 

aggregate o~ 

clear(sf) > class(op 
clear( sf)= class( of) 
clear(sf) < class(oi) 

rw 
~rw 

Table 2 gives the mapping of MAC into federated access rights. This mapping is implemented by the 
following algorithm. 

generate_access_list(dsx. o}, list) 
list= {}; 
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for each user sf of dbx do 
if clear( sf) > class(o~) 
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then list= list U {(sf,o;,r-,w)} 
else 

if clear( sf) = class( o;) 
then list= list U {(sf,o;,rw)} 
else list= list U {(sf,o~,-,r-,w)} 

As pointed out in Section 2, an aggregate object off may have different corresponding local aggregates. 
This is a generalisation of the above described case to deal with heterogeneous information. Assume 
that these aggregates are oJ'' 1), · · ·, oJ''r) of participating databases dbx., · · ·, dbx,· Using the procednre 
generate_access_/ist() on each local aggregate, we generate the following elements of the federated access 
list: (sf, o~,l,a1h) in dbx., (sf, o?,a2b2) in dbx, ... , (sf, oy,arbr) in dbx,· At the federated level, the 
user sf has access right ab for the aggregate off, where ab represents the "maximal" access right on a 1 bt, 
· · ·, arbr. This is mainly because the policy of the DOK system is to allow access or/and update facilities 
to any user that has a right to perform such operation(s) in at least one of the participating database. 
This also means that even one of the local participating database does not allow a user to access a local 
aggregate, and furthermore if there exists another participating database which allows an access to the 
same aggregate, the DOK Manager will provide the access facilities to the aggregate. Finally, the element 
of the federated access list for aggregate oJ related to the user sf is defined as follows: a = max(a1, · · ·, ar) 
and b = max(b1, ···,br), where max(-,x,x) = x and min(-,x,x) = -,x. 

3.4 DAC ===> GAC 

Most access control models implemented in commercial components of database management systems 
are discretionary access control. These models are based on the concepts of a set of secnrity objects 0, 
a set of secnrity subjects S, and a set of access privileges T defining kind of access a subject has to a 
certain object. Access rules are generally stored as an access control list. 

The proposed access control for DOK supports a "certain kind" of discretionary access control, however 
extended to federated environments. A virtual object has a set of aggregates in which each of them 
may have multiple implementations (stored in different participating databases), i.e. local aggregates. 
The local aggregates have different access rights for each user in different participating databases, and 
their integration determine the federated access control list for the corresponding global aggregate. The 
procednre integrate_access_right() performs integration of secnrity of local aggregates. 

integrate_access_right( o~ ,list) 

get all aggregates of o~, say o)1'1), · · ·, o)1·r) 
list = {} 
for each o)1•i), l::;i::;r, !compute security_accessJist(dbx,, o~·i, l;) 
for each user sf., l::;k::;m do 

get the k- element of each h, · · ·, ln say (sf.,oY·l),albt), · · ·, (sf.,oY·r),arbr) 
compute the maximum of a1, · · ·, ar and b1, · · ·, br (say a and b respectively) 
list = list U { ( sr., ~, ab)} 
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4 THE DOK SECURE ARCHITECTURE 

This section presents the secure DOK architecture allowing the enforcement of security policies, while 
at the same time respecting the local autonomy of participating databases. We will show how the pro
posed federated access control model is implemented within the DOK architecture by specifying (i) the 
elements of the DOK system that participate in the enforcement of security policies, and (ii) security 
procedures that effectively enforce the global access control. Due to size limitations, we provide details 
of only a few security procedures, such as those related to aggregation problem. 

aggregation 
relationship 

Database lAyer 

Figure 3 The Unified Security Model - USM 
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DOK is an agent-based system allowing a dynamic environment with regard to security enforcement. 
An agent refers to an entity that performs specific tasks within a federation such as enforcing security, 
ensuring the committing of global transactions, mining resources or optimising global queries. An agent 
is graphically represented with a circle icon (see Figure 3) and contains three types of information: the 
name of the agent, the set of attributes (i.e. information required for enforcing security policies) and 
the corresponding methods (i.e. procedures allowing to keep a federation secure). Agents are related to 
each other by two different types of relationships- aggregation and inheritance. The former is represented 
graphically as a line with a plain bullet at the beginning of the relationship. For instance, the agent DOK 
Manager has a name attribute, plus references to some agents (such as Global Query Processor) These 
references are represented as attributes within the agent DOK Manager. The other type of relationship, 
graphically expressed as a directed arrow, expresses the inheritance relationship between agents. 

The enforcement of the security policies by the DOK agents is a multi-level process. At the top level, 
the DOK Manager or wrappers (depending on the level of the security checking) identifies the type of 
task to perform in the federation (e.g. authentication). This level is concerned with the coordination of 
federated tasks rather than performing the tasks themselves. These tasks are delegated to specialised 
agent of lower levels. At the middle level, specific tasks (such as enforcement of global constraints or 
the sanitisation of query results) are performed by specific agents (such as Global Security Processor 
or Constraint Manager). The bottom level comprises a set of agents specialised in accessing or updating 
information required by agents of higher layers. These agents are database-like agents playing the role of 
an interface between the participating databases and the agents of top and middle layers. 

4.1 Coordination Level 

This level involves a set of agents specialised in coordinating federated tasks. With regard to security en
forcement, the DOK Manager and the Wrapper agents are the only agents with the overall understanding 
on how to keep a federation secure. When a query is sent to a local database, the wrapper authenticates 
the user and determines whether the query is related to the local database or to the federation. If it is 
a local query, the wrapper will delegate the processing to the local database. Otherwise, the query is 
translated from a language used at the local level into a global level (Tari 1993)(Papazoglou eta!. 1995) 
and then processed by the the DOK Manager. 

DOK Manager: This agent allows the creation of DOK instances for specific federated environments. 
The DOK Manager contains an attribute name (e.g.: banking or schooling) for identification purposes. 
Every instance of this agent runs on a specific federation and can communicate with other federations. 
Most of the functions of the DOK Manager agent are performed by delegating to other agents. For 
instance, a DOK Manager ensures the completeness and correctness of global transactions by requesting 
the execution of methods of the Global Transaction Manager and the Global Query Processor. More 
importantly, since we are discussing security, the DOK Manager would solicit the methods of the Global 
Security Processor to enforce global security. Let us consider in detail the security procedures of the DOK 
Manager. When a request is sent by the wrapper to the DOK Manager to process a query, the DOK 
Manager performs the following steps: 

e Checks whether a user can access individual aggregates specified in the query. At this level, the global 
access control mechanism has been used to generate the federated access list for each aggregate of a 
virtual object. The procedures generate_access_list() and integrate_access_right() described in the 
previous section are used. The DOK Manager requests wrappers to generate the access lists for each 
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local aggregate of the participating databases. The generated access lists are then integrated to become 
the federated access list of the aggregate. The DOK system will grant or deny access or update of the 
information to the user according to the federated access list. 

e When a user is effectively allowed to access or update individual aggregates specified in the query, the 
second step of the query processing consists of checking whether or not the user is allowed to combine 
aggregates to derive information denied to him/her. At this stage of the pre-processing of the query, 
the DOK Manager will delegate the enforcement of the constraints to the Constraint Manager which 
will look for all types of constraints related to the corresponding user. When a set of constraints are 
found, the query is re-written by the Query Modifier to include the constraints within the query. 

The algorithm for the secure query processing procedure of the DOK Manager is described below. 
Some of the sub-operations, such as evaluate_query(), are not discussed here because they concern other 
issues, such as query optimisation, that are beyond the scope of this paper. 

process_q uery( user ,query) 
pre_processing( user ,query); 
evaluate_query( query); 
sanitise_query _results( user ,query). 

pre_processing( user ,query) % checking access right and violation of constraints % 
check_access_right( user ,query); 
check_constraints( user ,query,{ C1 , · · ·, Cn} ); 
re_write_query( query,{ C1, · · ·, Cn} ). 

check...access_right( user ,query) 
find_used_aggregate( query, { 01,· · ·,on}); % query analysis (parsing)% 
status = false; 
for each o; E {o1,· ··,on} 

for each o{ E { o~ ,· · ·,oi} %local aggregates of o; in database dbj% 
generate_accessJist( dbj ,o{ ,lj ); 

integrate_access_right( o;,list); 
if the sub-transaction of query on the aggregate o; is inconsistent with o;'s federated list 
then status = true 

evaluate_query(query) %decomposition and optimisation % 

The procedures check_constraints(), sanitise_query_result(), and re_write_query() are delegated by 
the DOK Manager to the agents Constraint Manager, Global Security Processor and Query Modifier 
respectively. These procedures will be discussed later in the appropriate sections. 

4.2 Wrapper Agent 

The role of this agent is to translate the query information from the local level to the global level and vice 
versa. In terms of security, it needs to authenticate local users to the global level before presenting the 
query. The wrapper agent checks the security attributes of the user, and relays them to the DOK Manager 
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for enforcement of global security. This is depicted by the Component Database, User and Data agents, 
and the relationships among these agents (see Figure 3). The methods available in the Wrapper agent 
are authenticate_user(}, connect(), disconnect(} and translate(). The method authenticate_user() invokes 
communication with the User, Data and Component Database agents to gather information about the 
types of access rights a user has to a certain data when interrogating other component databases. 

The methods connect() and disconnect() establish the communication between the wrapper and 
the federated level by connecting or disconnecting a database from a federation, whereas the method 
translate() will do the query translation from the local to the global level using the algorithms provided 
in (Tari 1993)(Papazoglou eta!. 1995). The methods generate_access_/ist() and integrate_access_right() 
allow the mapping and the integration of security information of local databases into the federated level. 
These procedures have been described in the previous section. 

4.3 Task level 

At this level, agents perform specific tasks to ensure that all the aspects of security processing are 
carried out properly to maintain global security. The tasks of maintaining federated security policies 
are delegated by the DOK manager to specialised agents such as the Global Security Processor, Query 
Modifier, Release Database Manager, Release Database agent and the Response Processor. Here we focus 
on the identification of the sub tasks to be performed by these specialised agents to enforce global security. 

Global Security Processor: The main role of this agent is to assist the DOK Manager in enforcing fed
erated security policies. It does this via methods such as check _constraints() and sanitise_query_results(}. 
The method check_constraints() preprocesses, where possible, the security aspects of a global query be
fore they are sent out to the affected sites for execution. This does not include constraints dependent on 
the result of the query, such as constraints restricting the number of instances of an object or facet that a 
subject is allowed to retrieve in a query. The sanitise_query_results() method post-processes the results 
of the query to enforce constraints of this type. The execution of each of the methods described above 
results in the communication between agents. The agents involved include the Query Modifier, Response 
Processor, Release Database Manager, Release Database, Constraint Manager, Constraint and Wrapper 
agents. 

We now describe the two main procedures of the Global Security Processor agent. The procedure 
check_constraints() is responsible for enforcing the constraints established in the federation. The checking 
of constraints is performed by first searching for all the constraints affected by the query. This is delegated 
to the Constraint Manager agent which returns a set of constraints concerned with the user's query. 
The set of candidate constraints is then processed to determine all the constraints that are (totally or 
partially) violated by the query. This processing is performed by the procedure process_constraints() of 
the Constraint Manager agent. Below is the corresponding algorithm of the procedure that checks the 
constraints. 

check_constraints( user, query) 
search_constraints( user, query, { C1 , · · ·, Cn}) 
process_constraints( user, query, { C1 , · • ·, Cn}) 

The other function of the Global Security Processor is to sanitise the query result, after the evaluation 
of the query. The corresponding procedure sanitise_query_results() searches (through the Constraint 
manager) for specific constraints, such as Quantity Based Constraint (see Figure 6). This procedure 



Security enforcement in the DOKfederated database system 37 

of sanitisation is a refinement of the above function check_constraint() to deal with specific types of 
constraints. 

sanitise_query ...results( user ,query) 
search_quantity _constraints( user,query, { C 1 , · · ·, Cn}) 
process_constraints( user,query, { C1, · · ·, Cn}) 

The processing of both general and more specific constraints (i.e. those that are concerned with the 
sanitisation of query results) is performed in the same way, i.e. polymorphic for all type of constraints. 
The only difference between the procedure that checks a set of constraints and the one that sanitises a 
query result is the selection of appropriate constraints at the processing stage. 

Constraint Manager: Maintaining security constraints in a federation is an important issue. This allows 
the system, for example, to refuse a user the right to aggregate data when this is not allowed. In the context 
of the DOK environment, we have identified six different types of constraints: simple constraints, content
based constraints, event-based constraints, quantity-based constraints, association-based constraints and 
release constraints (see Figure 5). These constraints are enforced by the Constraint Manager agent using 
the procedure process.constraint() delegated by the Global Security Processor. 

The role of the Constraint Manager is to manage global constraints when an event occurs at the 
federated level (e.g., access/update an aggregate). Three main functions are associated to this agent: 
search_constraints(), search.quantity..constraints() and process.constraints(). The first two proce
dures involve retrieval of constraints from the constraint database which are related to both the query 
and user. The third procedure performs a validation of the selected set constraints that has been returned 
by the procedures search.constraints(), search.quantity_ constraints(). Our focus here will be on the 
procedure process.constraints(). 

Better known techniques for constraint validation use expert systems in database applications. Database 
systems that support such techniques are called active databases*. In the context of object-oriented 
systems, we proposed in (Tari 1993) a mechanism to enforce constraints over single and multiple objects 
using state transition diagrams. Here we summarise the use of the mechanisms proposed in (Tari 1993) 
for the enforcement of security constraints. Firstly, from the set of constraints that has been returned 
by the procedure search.constraints(), the constraint manager performs a sorting of the set for better 
global enforcement. This ordering is performed according to statistics related to each constraint (e.g., set 
of objects concerned with the constraint). For each constraint in the ordered set, the constraint manager 
builds the state transition diagram that specifies all the different states of the constraint. This is done by 
analysing the different parts of the constraint to detect inconsistencies. For instance, a constraint may 
stipulate that the user u 1 can never aggregate the attributes salary and name. This type of constraints is 
an Association-Based Constraint. The corresponding state transition diagram will have three main nodes 
(as shown in Figure 4): 

• one node will check whether user UJ is reading or has already read the attribute name. If this event did 
not happen, then the validation of the constraint will stay in this state (showing that the aggregate 
name has not been read yet). 

e The other node is reached when user u1 has read the attribute name (either in the past or currently). 
The second step in the validation of the constraint is to check whether the user has read (or is reading) 
the attribute salary. If the answer is yes, then the node true is reached, meaning that the constraint 

*for more details, the reader may refer to (Windom and Ceri 1996) 
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is valid. Otherwise the constraint will be in the state of checking whether the attribute salary will be 
read by the future transactions. 

e The last node is true which stipulates that the constraint is valid. 

Note that in the above example constraint the user does not need to automatically read both the 
attributes name and salary within the same transaction (or query). The state transition diagram detects 
violation of the constraint even when a user has already read an attribute (say name) in the past and 
is trying to read the other attribute (i.e. salary). Thus ours is a more general approach. It deals with 
a general form of constraints, and takes into account both past and the present states. Details on how 
state transition diagrams are built can be found in (Tari 1993). 

read 

true 

Figure 4 An Example of State Transition Diagram 

The next step after the state transition diagram is built using the procedure build..state_transition() 
is to evaluate its different states (i.e. nodes) with regard to the different parameters of the event. This is 
performed by the operation check..state_transition(). If the node true is reached, then it means that the 
conditions of the constraint are valid. Consequently, the actions of the constraint are triggered using the 
procedure execute_actions(). Note that the method execute_actions() is a polymorphic method meaning 
that it has different behaviour according to the type of the selected constraint. As we will see later, there 
are different types of constraints, and each of them implements a specific procedure execute_actions() that 
maintains a federation. The procedures search_constraints() and update_constraint() are basic database 
functions that retrieve and update a set of constraints defined for a given federation. 

process_constraint( user,query, { C1, · • ·, Cn}) 
for each C;E { C~, · · ·, Cn} do 

build_state_transition( C;) 
check_state_transition( user ,query ,C;) 
if node true is reached 
then execute_actions(C;) 

There are different types of constraints related to the DOK federated system (see Figure 5). Each of 
these constraints implements a specific way of enforcing the different security policies. 
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e Simple Constraint: This agent allows the classification of a facet such as an object or attribute. 
The relevant information describing such a constraint is the user _id, user_/abel, the attribute of the 
database that a user is not allowed to access, and the database_id that refers to the databases that a 
user is not allowed to access. For example, a given user is not allowed to access a participant database 
db 1 , or a given user is not allowed to access the name of department heads in an organisation. 

e Content Based Constraint: This agent allows the classification of a facet of a database depending 
on evaluation of a predicate involving the value of some of an entity in the aggregate. The Content 
Based Constraint agent stores information about what type of access a user has to a database entity 
given a value of its data. For example, if a value of a particular field say "salary" exceeds 50K, then 
the corresponding attribute of the "name" field automatically becomes •r•w. The necessary actions 
are implemented by the method execute_actions(), which in particular will trigger the procedure 
re_write_query() to add the new constraint (i.e. salary ::; 50K) to the query. This procedure will be 
discussed in the section about the Query Modifier Agent. 

e Event Based Constraint: This agent classifies an object depending on the occurrence of some real
world event. The additional information that this agent contains is the property event. An Event 
Based Constraint agent represents the enforcement information about the type of access given to a 
user given the occurrence of some real world event, such as "The budget is read-only after 12/4/96". 

Figure 5 Constraints of the DOK System 

--
Relea<e 

Constraint 

database id 
execute_acliOns() 

--

e Aggregate constraints: These are constraints that classify a data aggregation higher than its com
ponents. For example, a query result combining managers' salary from all component databases in 
the federation could be classified higher than the same query in a single component database. This 
type of constraint is represented as an agent with a set of links to the concerned aggregates that are 
denied for use in combination. Two types of aggregate constraints are defined: those that are based 
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on the association between aggregates (called Constraint Association Based) and those that are based 
on the number of instances of the result of a query (called Constraint Quantity Based). 

e Release constraints: These are constraints that classify any part of the database depending on the 
information previously released. The information contained in this agent is used to restrict users from 
inferring information that they are not authorised to access. 
As for aggregate constraints, the release constraints are enforced by the Release Database Manager 
(through the procedure check_prev_re/ease_data()), which accesses all the different release constraints 
(that record for each user the data that he/ she has already accessed previously). If a (release) constraint 
is evaluated to true using the state transition diagrams, then the appropriate actions are executed by 
the procedure execute_actions() of the same constraint. 

As it is stated above, each constraint enforces a specific set of actions. This is expressed by the refine
ment of the polymorphic procedure execute_actions() within each type of constraints to allow a specific 
constraint enforcement for each category of constraints. 

Query Modifier: The role of the Query Manager agent is to take a query which violates global con
straints, and if possible, modify it so that it no longer violates the constraints. It uses the method 
re_write_query() to achieve this. This procedure adds the set of constraints that have been retrieved by 
the Constraint Manager using the method search_constraints(). 

re_write_query( user ,query,{ C1, · · ·, Cn}) 
for each C; E {C1,···,Cn} do 

retrieve_conditions( C;, { P1, · · ·, Pn}) 
add_conditions( query, { P1, · · ·, Pn}) 

The procedures retrieve_conditions() and add_conditions() performs the analysis of the condition part 
of each constraint and adding them to the query. This will produce a new query that takes into account 
all the constraints associated to a given user. 

Release Database Manager: The role of this agent is to keep track of previously released data from 
query responses to prevent data from being released to unauthorised users. Information kept by the 
Release agent are used to build state transition diagrams for different constraints. The Release agent 
keeps track of two types of information as shown in Figure 3: information about a user (i.e., user agent) 
and information about the used data (i.e. data agent). 

The Release Database Manager records all different releases of all users. It has a set of Release agents as 
well as a set of specific procedures, such as update_data_released{) and check_prev_release_data(), allowing 
either an update to a given release or an access to a release (that is for example required to build a state 
transition diagram for a given constraint). 

Response Processor: The role of this agent is to collate the results of the global query and present 
them to the user. However, before it does so it needs to verify the results that it receives. This Response 
Processor agent contains the procedures retrieve_result(), verify_result() and presenLto_user(). The 
method retrieve_result() communicates with the wrappers at the local level to collect the responses from 
the component databases and to collate the individual results by making joins or unions. After that, 
it uses the method verify_result() to communicate with the Global Security Processor to sanitise the 
results if needed and, once that is done, it uses the method presenLto_user() to release the results of the 
query. 
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4.4 Database Level 

This level concerns the lower level agents of the DOK system, which provide database-based information, 
such as the list of users that can access a given object or facet. These agents are the Component Database 
agent, User agent and Data agent (see Figure 2). A user can have a zero relationship with a component 
database, meaning that the user has not registered with the database, or a one to one relationship with 
a component database in which the user is allowed to query that database. The database agents record 
the access rights a user has in a global query. For instance, if a site uses DAC each facet has an ACL 
stating the user's rights for access to the facet. Similarly a user will be granted access to data in a MAC 
database according to the multilevel security policy of the local site. 

5 CONCLUSION 

Although the main issues on database security still focus on proper identification and authorisation, 
the complexity has rapidly grown with the rapid evolution in database technology. At the beginning 
of database development, security issues were mainly concerned with centralised database environments 
where many solutions were offered (Graham and Denning 1972)(Bell et LaPadula 1976). As database 
technology progressed, the complexity of security issues also grew progressively. As such, the nature of 
the solutions offered also improved accordingly (Binns 1993)(Goyal and Singh 1991). As the focus of 
today's database technology is to achieve interoperability of database systems, related security issues 
become exceedingly complex. Although many research efforts aim at providing secure cooperation among 
databases, (Jonscher and Dittrich 1994) (Sheth and Larson 1990)(Thuraisingham 1987), most of the 
solutions offered are limited to a particular database model or particular types of database models. Our 
solution however, when implemented, would allow databases of different models to interoperate in a secure 
federated environment through the use of Distributed Object Kernel. Although in this paper we present 
its security aspect only, DOK actually encompasses a wide range of database processing aspects, and 
is well suited for the development of cooperative database systems. In this paper, we have presented a 
global access control for the DOK system to enforce security in the context of federated databases. This 
model, based on the object-oriented paradigm, provides a natural and efficient way for DOK to delegate 
various security processing functions to different elements of the federation. 
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