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Abstract 
The introduction of multiple bearer services with different delay characteristics is pro
posed. In this context statistical multiplexing can be exploited to such an extent that 
full loading of transmission lines is feasible without cell losses. Strict Usage / Network 
Parameter Control, based on the Generic Cell Rate Algorithm, is needed. Connection Ad
mission Control can be decided by means of simple arithmetic rules. A switch architecture 
operating with multiple QoS classes is designed. Simulation results are presented. 
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1 INTRODUCTION 

In narrowband ISDN 12 different bearer services have been defined (ITU-T, 1.200 series); 
see e.g. (Stallings, 1990), section 6. According to original plans, the introduction of broad
band ISDN would have lead to a further increase of this number. The complex situation 
that would have resulted was avoided by the adoption of Asynchronous Transfer Mode 
(ATM) which is based on a single bearer service, namely cell relay. See e.g. (Handel et 
al, 1994), chapter 2, or (Minoli et al, 1994), chapter 5. Since then, arguments in favour of 
multiple bearer services have been formulated (Kroner et al, 1991). Unlike the situation in 
narrowband ISDN these multiple bearer services would differ only in guaranteed Quality 
of Service (QoS) (ITU-T, 1.356). 

Assigning a higher service priority to real-time traffic (such as voice) over non-real traffic 
(such as data) has been proposed at several occasions. See the introduction of (Lee et al, 
1993) and references quoted there. As pointed out in (Kroner et al, 1991), introduction of 
priorities is not consistent with the idea of the single bearer service. At least two bearer 
services should be offered to the subscribers, one with high quality of service, one with 
medium quality. They should be offered either at call or at cell level. The cell loss priority 
bit in the ATM cell header offers the possibility to introduce two service classes at cell 
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level. This track has been explored by many authors. The present paper introduces a 
multiplexing scheme with multiple bearer services at call level. As a side effect of the 
proposal, some basic problems of ATM technology (statistical multiplexing, queueing in 
switches and multiplexers, connection admission control, ... ) can be solved in an elegant 
manner. 

Overload of a connectionless network leads to degradation of service for all users. In 
connection oriented networks the setup of new connections is refused when this would 
lead to congestion. As a consequence, quality of service can be guaranteed to all users. Of 
course, this requires an accurate knowledge of the conditions leading to congestion. Nowa
days there is a strong tendancy to relax strict resource management and to replace it by 
self-regulating mechanisms like discarding cells in case of buffer overflow, flags indicating 
congestion conditions, traffic regulating tokens, and so on. The alternative followed here 
is a deterministic network service (Knightly et al, 1995) in which cells are never lost and 
QoS is guaranteed in a deterministic way. The effect of relaxing conditions, introducing 
dynamic traffic control mechanisms, can then be studied later on as a small perturbation 
to a stable and well-balanced system. 

The starting point of the present paper is the following observation. In the presence of 
nothing but Constant Bit Rate (CBR) sources the objectives of 

01 full load of transmission lines 
02 no cell losses 
03 limited cell delays and low cell delay jitter 

can easily be met by partitioning the available bandwidth over all sources. The addition of 
Variable Bit Rate (VBR) sources creates the dilemma of giving up either 01 or 02. Either 
the sum of all peak rates should add up to atmost the total bandwidth with, consequently, 
a far from optimal line load, or, statistical multiplexing is invoked to average out the 
bursts, resulting in a better use of the available bandwidth and occasional cell losses. 
The situation studied here adheres to the first option (peak cell rate allocation) but tries 
to make better use of the bandwidth by filling up holes in the traffic with low priority 
cells. For this purpose multiple traffic streams with clearly different QoS requirements are 
needed. In summary, instead of giving up objective 01 or 02, objective 03 is not met for 
at least part of the traffic (the low priority part). 

In this scheme it is essential that the traffic with high priority and small delays is of 
the VBR type while the traffic used to fill up the holes has constant bandwidth and 
suffers from rather long delays. CBR traffic with high priority is still feasible. However, 
it does not lead to any opportunity of using low priority traffic to fill up the capacity of 
transmission lines. The Available Bit Rate (ABR) service class enters the scheme as a low 
priority alternative to the CBR service. End-to-end flow control is used to omit the large 
cell buffers which would otherwise be required at intermediate nodes. 

The section on GCRA, shaping, and bursts is used to fix notations and conventions. 
Next the multiplexing scheme is introduced and rules for resource management are dis
cussed. Priority classes can be organised by cascading several multiplexers. Their use is 
clarified by means of an example. In section 5 the architecture of a switch which imple
ments priority classes is described. Simulations results confirm the viability of the scheme. 
In a final section connection admission control is discussed, some considerations are made 
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about cost effectiveness of the scheme, and possible ways of pricing different services are 
considered. 

2 BURSTY CELL STREAMS 

Strict resource management requires a strict enforcement of traffic contracts (ITU-T, 
1.371; ATM Forum, 1993). Traffic contract conformance is specified by means of the 
Generic Cell Rate Algorithm (GCRA). A cell stream is said to satisfy GCRA with cell 
rate r and tolerance T if the arrival time t,. of the n-th cell is not less than the theoretical 
arrival time T,. minus de tolerance T. The theoretical arrival timeT,. equals the maximum 
of T,._l and tn-t incremented with the inverse 1/r of the cell rate. In formulas: 

t,. ~ T,.- T 

1 
T,. = max{T,._t, t,._t) +

r 

(1) 

(2) 

with for the first cell n = 0, To = t0 • The above version of GCRA is called the vir
tual scheduling algorithm (an equivalent algorithm is the continuous-state leaky bucket 
algorithm). 

Shaping of cell streams is needed for three reasons. First, the user can shape its ATM 
source to assure conformance to the traffic contract. Both the network and the user need 
shaping to remove unwanted burstiness added by the network. Finally, in the estimates 
about queue lengths an argument involving the maximal length of shaping queues will be 
used. 

Consider a cell stream which satisfies GCRA with parameters rand T. By means of a 
queueing buffer the tolerance T of the cell stream can be reduced to a smaller valuer'. The 
maximal number of elements in the queue is approximately r( T - r'). The maximal delay 
of a cell due to buffering is approximately T - r' (both estimates are only approximate 
due to the discrete nature of the cell stream). 

Bursty cell streams are characterised by specifying two sets of parameters for which 
they satisfy GCRA (ATM Forum, 1993). The first set is denoted (r,, r,.). r,. is called the 
Peak Cell Rate (PCR), r,. the Cell Delay Variation (CDV) tolerance. The other set is 
denoted (r., r.). r, is called the Sustained Cell Rate (SCR), T, the Burst Tolerance (BT). 
One has r, ~ r,, r,. ::; r, and r.r. ~ 1. Throughout the paper, when not specified, the 
CDV tolerance r, equals the inverse 1/ R of the cell rate R of the transmission medium. 
Hence, a bursty cell stream is specified by 3 parameters: r,, r., and r •. In what follows it 
will be called a cell stream with Variable Bit Rate (VBR). If r, and T0 are not specified 
(e.g. because the cell stream is not bursty) then r. = r,. and r, = r,. are assumed. In this 
case it will be called a cell stream with Constant Bit Rate (CBR) although we do not 
require that the peak cell rate r,. equals the average cell rate. Hence, in reality the cell 
rate could be far from constant. 

From the estimates quoted above follows that a VBR cell stream with parameters r,, r,, 
and r., can be transformed into a CBR cell stream with parameter r~ equal tor. using a 
queueing buffer of length approximately r,r •. The BT T8 is often expressed in numbers of 
cells instead of in seconds. Then the value r,r. is meant and corresponds (approximately) 
to the length of the buffer needed to transform the cell stream into a CBR stream. 
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Figure 1 Basic multiplexer scheme. 
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The multiplexer has a number of identical inputs numbered from 1 to N and one low 
priority input numbered 0. The high priority inputs are policed to enforce Usage Parameter 
Control. See Figure 1. 

The load of the high priority inputs will be dimensioned in such a way that at most one 
conforming cell is waiting in each of the N input buffers. The low priority input buffer 
is served when no high priority cells are present. The strict policing on the high priority 
inputs together with a correct dimensioning of their usage parameters guarantees that 
the low priority input receives a specified bandwidth with an upper bound for the delay 
of its cells. Note that the multiplexer can use a simple round robin algorithm to serve the 
non-empty high priority queues, although some form of weighted queueing is needed to 
limit the depth of the input buffers to only one cell. 

Let R denote the cell rate of the transmission line. Let rp(O), · · · rp(N) denote the peak 
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cell rates on each of the inputs. The assumption that at most one conforming cell is 
waiting for transmission is fulfilled by requiring that 

N 

Er,(n) ~ R. (3) 
n=l 

In practice, the inequality is not very strict and can be relaxed somewhat. But then it 
will happen occasionally that the different high priority inputs hinder each other, and, in 
this way, acquire extra time delays. The study of this situation is out of the scope of the 
present paper. 

The low priority cell stream is used to fill the holes in the (bursty) high priority traffic. 
This leads to the second requirement 

N 

r,(O) + E r.(n) ~ R, (4) 
n=l 

where r,(n) denotes the sustained cell rates of the n-th input. The buffer on input 0 stores 
low priority cells during bursts of the high priority input channels. If all inputs would be 
served on equal basis then on each input a buffer of a certain size would be needed to 
absorb the burstiness of that input. Instead all these buffers are brought together as one 
large buffer on the low priority input. This is the essential argument used to estimate the 
size of the buffer on the low priority input. 

If no cells may go lost then it is clear that conditions (3, 4) should be satisfied. They still 
allow full loading of the transmission line. Additional constraints are needed to control 
delays and buffer sizes. Let r,(l), .. ·, r,(N) denote the burst tolerances of the respective 
inputs. Then one can show that the length of the queue of low priority cells is never larger 
than 

N 

E r.(n)r,(n), (5) 
n=l 

which is the total amount of burst tolerance parameters BT at high priority when ex
pressed in numbers of cells. Hence the delay of a low priority cell is never larger than 

1 N 
-(O) E r,(n)r,(n). r, n=l 

(6) 

Sketch of proof. Consider two systems. Both receive exactly the same incoming cell streams 
characterised by the parameters (r,(n), r,(n), r8(n)), n = 0, .. · N. Without restriction, 
assume that the low priority source is CBR. In system I the high priority cell streams 
are first shaped into CBR cell streams with cell rates equal to r,(n). As a consequence, 
only CBR sources arrive at the multiplexer. Because of condition (4) the total cell rate 
of all sources together is not larger than the available bandwidth. Hence, the traffic can 
be multiplexed without cell losses and with single cell buffers at every input. System II 
is the priority system described in the present paper. The service disciplines of the two 
systems can be coupled. This is done as follows. 
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1 System I uses a weighted queueing discipline. 
2 If high priority input n of system I is served then also high priority input n of system 

II is served. 
3 If low priority input 0 of system I is served then an arbitrary high priority input of 

system II is served, at least if one can be found which has a non-empty queue. Only if 
none is found then also the low priority input of system II is served. 

4 If in system I no cell is ready for transmission then in system II an arbitrary high 
priority input is served, if one can be found which has a non-empty queue. 

Clearly, system II has a better throughput than system I, because of rule 4. Hence it 
needs at most the same amount of buffering as system I. Assume that in system II a high 
priority cell is served while in system I the low priority input is served. Then the arriving 
cell causes an increase in length of the shaper queue at the high priority input of system 
I while in system II the queue of the low priority input increases by one relative to the 
same queue of system I. This shows that under rule 3 there is a one-to-one coupling of 
the queue lengths of the shapers in system I and of the low priority input in sytem II. 
Under rule 4 system II becomes more efficient than system I. Both rules together imply 
inequality 5. D 

Note that (6) implies that the delay is bounded above by 

R- rp(O) 
rp(O) max{r.(1),···,r.(N)}. (7) 

Several multiplexers may be cascaded by connecting the output of one multiplexer to 
the low priority input of the next. See Figure 2. In this way inputs are divided into 
classes of different priority and correspondingly, different maximal burst tolerances and 
maximal cell delay jitter. Roughly, the maximal delay jitter in one class of inputs equals 
the maximal burst tolerance of the class which has one level higher priority, multiplied 
with the ratio of SCR at high priority / PCR at low priority (both at the higher level
see eq. 7). The amount of traffic in one class of inputs determines the allowable difference 
between peak cell rates and sustained cell rates in the class of higher priority. 

4 EXAMPLES 

As an example let us consider a transmission line with a cell rate of R = 353,000 cells/sec. 
Four service classes are provided with characteristics as found in Table 1. 

Extreme priority is reserved for a limited number of connections with low SCR, e.g. 
r. = 20 cells/sec, but high PCR (1,000 or more). With such a connection about ten 
cells can be issued at PCR with the knowledge that they will receive absolute priority 
throughout the network. Urgent messages have interesting applications. Service messages 
such as flow control messages for ABR service, call setup cells, and routing information, 
need this kind of treatment. But also user applications, e.g. in a client-server context, 
can profit from urgent short messages. The maximal burst tolerance of the high priority 
class has been choosen in function of video conferencing. E.g., with usage parameters 
rp = 20,000 cells/sec, r, = 8, 000 cells/sec, and T8 = 0.2 sec, a burst at peak rate consists 
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Figure 2 Cascading multiplexers. 

Table 1 Example of service classes (times in sec) 

(E) 
(H) 
(M) 
(L) 

priority cell delay maximal burst 

extreme 
high 
medium 
low 

jitter (sec} tolerance (sec) 

0.000 5 
0.005 
0.3 
5 

0.4 
0.2 
10 

Transmission 
line 

of 2,666 cells and takes 0.133 sec. The maximal cell delay jitter of 5 msec is about what is 
acceptable for phone calls. In the class with medium priority the maximal burst tolerance 
is limited to 10 sec. An example of bursty traffic which needs this kind of burst tolerance 
is interconnection of Local Area Networks (LAN's). In principle, the low priority class 
should carry CBR traffic because nothing can be gained by allowing VBR. However, this 
service class is well suited for organising a low cost ABR service. It has a guaranteed 
bandwidth equal to part of the bandwidth not allocated for services of higher priority. It 
has also a guaranteed worst case delay jitter. 
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Table 2 Example of line load 

priority 
level 

number of 
connections 

usage service comments 
parameters 

extreme 100 (3 000, 20, 0.4) VBR control lines 
available bandwidth Ro = 353, 107 cells/sec 
sum of PCR's: 300,000 cells/sec (53,107 not used) 
sum of SCR's: 2,000 cells/sec (remains 351,107 cells/sec) 

high 1 (79 650) CBR 450 phone calls 
8 (20 000, 8 000, 0.2) VBR real time video channels 

22 (5 000, 2 000, 0.2) VBR video conference calls 
available bandwidth Rt = 351,107 cells/sec 
sum of PCR's: 349,650 cells/sec (1,457 not used) 
sum of SCR's: 187,650 cells/sec (remains 163,457 cells/sec) 

medium 1 (50 000) CBR 10 virtual leased lines 
4 (25 000, 5 000, 10) VBR network interconnects 

available bandwidth R2 = 163,457 cells/sec 
sum of PCR's: 150,000 cells/sec {13,457 not used) 
sum of SCR's: 70,000 cells/sec (remains 93,457 cells/sec) 

low (88 000) CBR data channel 
(2 000) CBR test channel 

available bandwidth Ra = 93,457 cells/sec 
sum of PCR's: 90,000 cells/sec (3,457 not used) 

349 

The multiplexer requires two small and two large buffers. The queue for multiplexing 
high priority with extreme priority can be kept small, of the order of 1,000 cells, by 
limiting the total bandwidth assigned to connections with extreme priority and VBR 
service. The queue for multiplexing the medium priority inputs with the high priority 
cells contains of the order of 100,000 cells. The queue for the low priority traffic can 
become much larger. Suppose that the amount of medium priority traffic is limited to 
100,000 cells/sec sustained. Even then the length of the queue can increase to 1 million 
cells. However, because of the involved delay times it can be implemented using mass 
memory. Alternatively, if flow control is used for the medium and low priority classes 
then relatively small buffers can suffice. 

Table 2 gives a snapshot of a possible loading of the transmission line. In the table, 
CBR sources are characterised by a single cell rate, VBR sources by a triple (PCR, SCR, 
BT). 

A second example multiplexing 16 inputs is given in Table 3. It is much less balanced 
than the previous example. There is important traffic at extreme priority which causes 
long delays for all traffic of lower priority. One cannot expect this traffic to pass multiple 
switches while still meeting the goals of Table 1. Still, simulation results reported below 
show that the behaviour of the network remains predictable. Note that one of the low 
priority channels is VBR instead of CBR to reduce the nominal load from 100% to 97.17%. 
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Second example of line load 

number of 
connections 

usage 
parameters 

service comments 

extreme 1 (25 000) CBR 5 virtual leased lines 
(150 000, 75 000, 0.006 667) VBR ? 

available bandwidth Ro = 353, 107 cells/sec 
sum of PCR's: 175,000 cells/sec (178,107 not used) 
sum of SCR's: 100,000 cells/sec (remains 253,107 cells/sec) 

high 1 (50 000) CBR 10 virtual leased lines 
1 (103 107, 50 000, 0.01) VBR ? 

available bandwidth R1 = 253, 107 cells/sec 
sum of PCR's: 153,107 cells/sec (100,000 not used) 
sum of SCR's: 100,000 cells/sec (remains 153,107 cells/sec) 

medium 1 (121 107) CBR ? 
5 (5 000, 1 000, 0.1) VBR ? 

available bandwidth R2 = 153, 107 cells/sec 
sum of PCR's: 146,107 cells/sec (7,000 not used) 
sum of SCR's: 126,107 cells/sec (remains 27,000 cells/sec) 

low 1 (2 000) CBR test channel 
5 {5 000, 3 000, 0.166 667) VBR ? 

available bandwidth Ra = 27, 000 cells/sec 
sum of PCR's: 27,000 cells/sec (everything used) 
sum of SCR's: 17,000 cells/sec (remains 10,000 cells/sec) 

5 SWITCH ARCHITECTURE 

The overall architecture of the switch is shown in Figure 3. Its components are input 
cards, schedulers, switching fabrics, and output cards. Both input and output buffering 
are used. Inside the switching fabrics the buffering is kept minimal. 

5.1 Input cards 

The traffic arriving at input card i is immediately decomposed according to priority class 
a. See Figure 4. Next it passes a shaper which limits the peak cell rate of the class as a 
whole to R',. which equals the total bandwidth minus the nominal cell rates allocated for 
classes of priority higher than a. This is needed while 1) efficient loading of a transmission 
line introduces extra bursts in the low priority traffic; 2) the high priority traffic has to 
be protected against bursts of low priority traffic. Consequently, no shaper is provided for 
the traffic of highest priority. After reshaping, the traffic is further decomposed accord
ing to destination d (i.e. number of output card) and stored in small input queues. For 
convenience, these input queues are labeled (i, a, d). 
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Figure 3 Block diagram of a switch. 

5.2 Schedulers and switching fabrics 

Schedulers control the dispatch of cells from input buffers to the switching fabric. There 
is one scheduler for each priority class a and each destination d. It is labeled (a, d) and 
monitors all input queues (i, a, d), i = 1, .. · N. Each clock cycle atmost one cell with 
priority a and destination d is given permit to enter the switching fabric. In this way the 
buffering inside the switching fabric is kept minimal.' The schedulers use a round-robin 
algorithm to select the input queue which obtains permit to transfer a cell to the switching 
fabric. A weighted queueing algorithm would yield slightly better performance, but was 
discarded because of the more complex implementation. 

There is one switching fabric for each priority class. It has a constant delay and is 
non-blocking. There are multiple paths (e.g. 2) between each input queue (i,a,d) and 
the corresponding switching fabric of priority a. One way of implementing the switching 
fabric could be by means of a x d busses. Then the schedulers contain nothing more than 
bus arbitration logic to prevent that several cells are placed on the bus simultaneously. 

5.3 Output cards 

The cells leaving the switching fabric are fed through a shaper which limits the peak cell 
rate of the class as a whole to R~ which is the total bandwidth of the output minus the 
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Figure 4 Input Card. 

header 
analysis 

input 
queues 

nominal cell rate allocated for classes of higher priority. The output of the shaper feeds 
the output queues. 

The output queues of different priorities are cascaded. See Figure 5. If a shaper with 
priority a is empty (this implies that no cell of priority a is transferred from the switching 
fabric to the output card) and the queue of lower priority a + 1 is not empty then one 
cell is promoted from the a+ 1-queue to the entry of priority a. Indeed, an empty shaper 
means that the traffic decreases below the allocated peak cell rate. Then it is time to 
insert cells of lower priority into this traffic. 

The cells of highest priority do not pass through a shaper. The output of the queue of 
highest priority feeds the transmission line. If this queue (of length one) is empty then a 
cell is taken from the queue next in priority. 

6 SIMULATION RESULTS 

We have written a program for numerical simulation of a switch with architecture as 
described above. Both CBR and VBR sources are simulated. The VBR sources are of a 
stochastic nature and attain seldom their nominal peak and sustained rates. As a con
sequence, in all our simulations the observed load of the transmission lines is somewhat 
lower than the nominal load. We have started by simulating a single multiplexer in order 
to verify that the principles for loading transmission lines are correct and of practical use. 
In a second type of experiment we have routed the output of two heavily loaded multi
plexers to the inputs of a two by two switch forwarding half of each input to each of the 
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outputs. In this way we could study the effect of feeding a cell stream through multiple 
subsequent multiplexers/switches. Technically, only one switch is simulated. Each output 
of the switch can be connected to any input of the same switch in order to realise more 
complex configurations. 

Simulation results for a multiplexer with 137 inputs, loaded as described in Table 2, 
are found in Table 4. Simulation for 32 sec. takes almost 4 hours of CPU on a DEC 
Alphaserver 2100 4/275. As expected, no cells are lost when the input and output buffers 
are dimensioned as predicted by theoretical arguments (see below). Hence the experi
ment indicates that the Cell Loss Ratio (CLR) is below 10-7 • However, from theoretical 
considerations we expect that it should be identical zero. The average load of the trans
mission line turns out to be about 92.6%, lower than the nominal load of 99.0%,, because 
the ON/OFF-sources use the allocated capacity in a stochastic manner, not always at 
maximal rate. 

The predictions quoted in Table 4 are calculated as follows. For each VBR channel n 
in priority class a estimate the number of cells ca(n) that needs to buy priority from 
lower class trafic by the tolerance expressed in number of cells, i.e. by r,(n)r,(n). Note 
that ca(n) = 0 for CBR connections. The sum c" = 2.:;;;'=1 ca(n) is the estimated maximal 
number of cells that has to buffered at one stage lower priority. According to formula 7 
the quotient ca/ R"'+I is the predicted delay jitter for traffic of lower priority a+ 1. Under 
the assumption that the main delay for cells of priority a occurs in the output buffer of 
priority a this is also the estimated maximal delay. 

In a second type of experiment, two multiplexers are used to load each of two trans
mission lines to over 90%. Each multiplexer has 16 inputs and is loaded with the trffic 
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Table 4 Maximal delays observed in a multiplexer 

priority 
class 

extreme 
high 
medium 
low 

maximal 
delay (sec) 

0.000 018 
0.000 11 
0.034 4 
0.942 

prediction 
(sec) 

0 
0.002 3 
0.134 
2.274 

16 

16 

mux 

mux 

Figure 6 Configuration of the switch. 

switch 

described in Table 3. The outputs of the multiplexers are fed into a two-by-two switch. The 
traffic of each input of the switch is about equally divided over each of the outputs. See 
Figure 6. The input spacers of the switch are now essential to restore the characteristics 
of the incoming traffic. 

The configuration has been simulated for 50 sec. The maximal delays shown in Table 

Table 5 Maximal delays observed in the switching experiment 

priority maximal prediction 
class delay (sec) (sec) 

extreme 0.000 038 0 
high 0.004 0 0.004 0 
medium 0.010 0 0.010 5 
low 0.034 0.047 5 
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5 correspond with the total time between source and sink. This example shows that the 
predicted delays can actually be reached. By monitoring the simulated traffic we observe 
that all connections within the same service class suffer from the same delay jitter. This 
explains why reshaping on a per class basis suffices. 

7 EVALUATION 

7.1 Connection Admission Control 

How to decide wether a new connection can be added to a partially loaded transmission 
line? In the first place the availability of enough bandwidth has to be checked. In the 
present scheme this will depend on the desired maximal delay and hence on the bandwidth 
still available in the suitable priority class. For a new connection with PCR rp and SCR 
r8 the criteria (3) and (4) become 

(8) 
n=l 

N 

r, + r·p(O) + L r,(n) ~ Ra (9) 
n=l 

The available cell rate in the given priority class is denoted Ra, a =E,H,M, or L. For the 
highest priority class RE = R, for other classes R"' equals R minus the sum of sustained 
cell rates of all connections with higher priority. For rp(O) one should use the peak cell 
rate of lower priority traffic. In practice, rp(O) can be taken equal to the Ra of the priority 
class of one lower level. It can be necessary to adapt the values of Ra to make it possible 
for (9) to be satisfied. In addition, limits can be imposed on the total SCR of one class in 
order to guarantee specified maximal delays for traffic in classes of lower priority. In this 
way the bandwidth allocation involves only simple arithmetics. 

Two additional properties of the scheme are: 

• a CBR connection can always be moved to a class of lower priority with less guarantees 
on the maximal delays (this is not the case for a VBR connection); 

• both PCR rp and SCR r, can always be reduced (of course respecting rp 2: r,); in 
particular, if a CBR with PCR rp can be admitted then a VBR with the same PCR 
but lower SCR can also be admitted (except when not enough queueing memory is 
available- see below). 

In addition to bandwidth allocation it should be checked that there is enough free 
memory to queue the cells before being transmitted. The solution proposed here is to 
allocate room for 1 cell per connection plus, in the case of a VBR with parameters rp, 

r., and r., an additional amount of r,r, places to be used by lower priority connections. 
In this way the acceptance of VBR connections does not hinder the further allocation of 
bandwidth to other connections of possibly lower priority. 

Of course, CAC involves many other aspects which are out of the scope of the present 
paper. 
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7.2 A cost-effective solution? 

Obviously, the proposed multiplexing scheme is only meaningful if the cost of memory is 
smaller than the cost of transmission. More precisely, let S denote the cost to store one cell 
in memory during a time equal to the maximal burst tolerance T8 of a given priority class. 
Let T denote the cost for transmitting one cell over the transmission line. A necessary 
condition for the multiplexing scheme to make sense is that S is an order of magnitude 
smaller than T. This condition seems to be fulfilled on long distance connections. 

The billing of a CBR service should be proportional with the cell rate r, say T x r 
units per second. For a VBR service the cost of the actual cell transmission is then Tr •. 
Two extra contributions have to be taken into account: the excess cell rate r,- r. at a 
fraction A of the cost T per cell and the cost Sr. of storage of low priority cells in a buffer 
of length r.r •. Hence the total cost per second for the VBR service is 

(10) 

which can also be written as 

r.T ( 1 + C: -1) A+ r.~). (11) 

The VBR service should be cheaper than a CBR service at peak rate r,. This leads to 
the condition 

r, 1 S 
r. > 1 + 1- AT' (12) 

which has useful solutions if S << T. E.g., with S = 0.1 x T and A= 1/3 a VBR service 
with r, = 2.5 x r 8 costs only 1.6 instead of 2.5 times more than a CBR service with the 
given SCR r •. 

Transmission of lower priority cells costs only (1- A)T because part of the transmission 
cost (AT) is payed by corresponding high priority cells in exchange for priority. A further 
reduction in price can be considered because medium and low priority traffic is used to 
fill up unused bandwidth. 

7.3 Conclusions 

Statistical multiplexing of VBR sources poses the non-trivial problem of satisfying simul
taneously three objectives: efficient use of bandwidth, no cell losses, and limited cell delay 
jitter. One solution to this problem is the introduction of multiple bearer services which 
differ only in quality of service guarantees. The present paper uses theoretical arguments 
and numerical simulations to show that a multiplexer or switch supporting these multiple 
bearer services can indeed achieve the three objectives quoted above. 
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