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Abstract 
Traditionally, the task of establishing a connection in connection-oriented networks is divided into two 
subtasks. First, a route is selected based on a topology database that is maintained in every node according 
to some optimization rule, such as, shortest path, minimal delay, etc. After the route is selected, the source 
tries to allocate resources (such as bandwidth, buffers, etc.) along the selected route. A failure to reserve 
resources along the selected route causes the source to give-up on the connection or to retry, i.e., look for 
another route and then try to reserve resources along it. The delay imposed by such a failure, especially 
for long haul ATM networks, might be too long for many bursty applications, e.g., queries to distributed 
databases. 

In this work we suggest a more efficient scheme where the search for the optimal route and the re
source allocation along it are combined. We present (few members of) a family of algorithms that enables 
the application planner to select the suitable trade-off between optimal route selection and the speed of 
establishing the route. Asymptotic complexity analysis is given for the presented algorithms. 
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1 INTRODUCTION 

ATM networks are aimed to span the entire globe and to serve as a transport to virtually every electronic 
communications format from e-mail to phone calls to movies. Communication in ATM is connection 
oriented, i.e., before data can be transferred a connection should be established. To ensure the appropriate 
quality of service to a connection, network resources have to be reserved (De Prycker, 1993). 

Connections are defined in two levels: virtual path (VP) and virtual channel (VC). A virtual path is, 
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similar to a virtual circuit in traditional networks, a concatenation of physical links that serves as a 
transmission pipe for many connections. A virtual channel is a unidirectional concatenation of one or 
more virtual paths, and serve as the basic type of connection between two switching points. Changes in 
the VP topology are rare. VCs, on the other hand, are established on a per-need basis, which makes the 
VC topology dynamic. 

Traditionally, the task of establishing a connection in connection-oriented networks is divided into two 
subtasks. First, a route is selected based on a topology database that is maintained in every node (Humblet 
and Soloway, 1988/9). The route is selected according to some optimization rule, such as, shortest path, 
minimal delay, etc. After the route is selected, the source tries to allocate resources (such as bandwidth, 
buffers, etc.) along the selected route (Boyer and Tranchier 1992; Cidon, Gopal, and Segall 1990; Hui 
1988). In case of a failure, the source can try another route (that might be precomputed) usually one that 
is the most disjoint from the first one, or the source can stall and try again at a later time. 

Much work was devoted to solve the distributed shortest path problem (e.g., Chapter 5 in (Bertsekas and 
Gallager, 1992)), which is closely related to this work. Assuming that topology changes are sufficiently 
infrequent (the quasi-static model) distributed algorithms are proposed to calculate the shortest path 
(Abram and Rhoads, 1978), or to maintain topology databases (Humblet and Soloway, 1988/9; Awerbuch, 
Cidon, and Kutten, 1990; Vishkin, 1983). These algorithms can only follow the slow changes in the VP 
topology and perhaps be updated about the link cost, but in the dynamic ATM environment these are 
incapable of giving an accurate picture about the availability of resources along the selected route. In 
networks with low reliability where changes are frequent, shortest path looses its meaning. In this case, 
circuit style store and forward routing algorithms have been suggested to reliably carry data packets 
between two endpoints while maintaining the packets in order and avoiding multiplications (Awerbuch, 
Kutten, and Peleg, 1991; Baratz, Gopal, and Segall, 1994), this approach is certainly inappropriate for the 
ATM environment. Given that a (shortest) path is selected, we are left with the problem of distributed 
resource allocation since many connections compete for networks resources. This problem did receive 
some attention, however, in the model that is generally used (Styer and Peterson, 1988; Chandy and 
Misra, 1984) there is no selection among several optional resources as in our case, and the solutions are 
limited to distributed mutual exclusion. 

Many applications, e.g., queries to distributed databases or the WWW, are sensitive to the connection 
set-up time while others are more sensitive to the optimality of the route itself. For these applications, 
we suggest a family of fast connection-establishment algorithms that search for the route while reserving 
resources along it. The ability to reserve resources while the search is in progress eliminates retries caused 
by the failure to allocate resources along the optimal route. The family of algorithms offers a trade-off 
between the path optimality and the set-up speed. 

The algorithms are based on a flooding algorithm that tries to reserve bandwidth along several possible 
routes. Generally, searching for a route between two nodes in the entire network is inefficient in terms 
of communication cost and set-up time. Thus, we assume that a topology-update algorithm works in the 
network which informs the nodes about the (slow) changes in the VP topology and about the cost of 
the VPs. When a node wishes to establish a connection (a VC), it searches for the optimal route in a 
subgraph of the VP graph that contains links that are "on the way" to the destination and that have a 
"reasonable" cost. We call this subgraph a diroute. The selection of the diroute can be made by the source 
node or, in a distributed manner by the nodes on the graph. To avoid reservation of resources in the entire 
diroute until the optimal route is chosen, the algorithms release resources from segments of the diroute 
as soon as it is learned that these segments are inferior to another segment where reservation was made. 
The implementation of this early release of bandwidth is possible since a node in the diroute that receives 
two or more reservation messages from different links, can locally select the optimal one, and can locally 
decide to release the bandwidth from the suboptimal incoming paths. 
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The suggested algorithms share the same operation principle but differ in the implementation. Three 
algorithms are presented: a fast algorithm which might be suboptimal in terms of route selection and 
which has an exponential message cost but works fast; a slow algorithm that selects the optimal route 
with the optimal message cost; and a logarithmic algorithm that improves the message complexity of the 
fast algorithm at the expense of finding a path with inferior cost compared to that found by the fast 
algorithms. 

In the special case, where the diroute is a collection of disjoint paths, the routing part of the presented 
algorithms resembles Maxemchuck's dispersity routing (Maxemchuck, 1993) (the (k,1) strategy). But, the 
presented algorithms can efficiently handle routes that share either nodes or links in any combination. In 
fact, a diroute which is a collection of disjoint paths is the worst selection since it makes a poor use of the 
early release mechanism. Cidon, Rom, and Shavitt (1995) suggested deflection routing and reservation in 
the physical links of a VP. Their idea can be adapted to a higher level of deflection routing atop the VP 
structure, but it limits the structure of the diroute to contain only local alternatives to a preferred route. 
From the resource allocation timing point of view, the algorithm of (Cidon, Rom, and Shavitt, 1995) 
performs better since it first selects the preferred local route segment and only then allocates resources 
along the selected segment, while in this work first resources are allocated along all the candidate (local) 
routes and only after the selection of the preferred one the unnecessary resources are released. The ability 
of (Cidon, Rom, and Shavitt, 1995) to do the selection first stems from the restrictions that they imposed 
on the diroute structure. Bahk and El-Zarki ( 1994) have recently studied the problem of route selection for 
VCs with consideration of resource availability in VPs. Their solution requires the source node to know 
of the load in the VPs of the entire network; their algorithm has a separated path-selection phase and 
resource-allocation phase, and fails to include timing consideration. 

In the following two sections we describe the network model and present the essence of the algorithms. 
The following section compares the asymptotic complexity of these algorithms. Resilience to failures is 
shortly discussed in the next section, and then some simulation results are presented. 

2 NETWORK MODEL AND PROBLEM DEFINITION 

We consider an ATM network where unidirectional VPs are pre-established. Changes in the VP topology 
are assumed rare due to the low probability of link failures. Unidirectional VCs are established on a per
need basis as a concatenation of one or more VPs. Thus, the network is modeled as a directed graph (the 
VP-digraph) where the VC switches are the nodes and the VPs the (directed) links. The establishment 
of a VC is done by VC switches (nodes) that exchange signaling messages along dedicated signaling 
VCs (control VCs). Note, that although VPs are unidirectional for data cells two signaling VCs, one in 
each direction, connect the two VP endpoints. For a VC to be operational it must be allocated network 
resources, such as bandwidth and buffer space. 

A routing algorithm in an ATM network is one that finds a route in the VP-digraph between the source 
and destination nodes. The algorithms we present are executed only on a subgraph of VP-digraph, called 
a diroute. A diroute contains all the links (VPs) that might be used in the route and their associated 
nodes. 

The diroute can be computed locally by the source node based on topology information. In this case, 
the algorithm messages can carry the diroute structure. Another possibility is to periodically compute 
an incoming directed acyclic subgraph for every destination in the network, and to store it in dirouting 
tables in the nodes. The use of these dirouting tables is similar to the use of shortest path routing tables 
(Bertsekas and Gallager, 1992, Chapter 5) only here the table for a destination can point to more than 
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one link. A third approach is to calculate the diroute in a distributed manner based on the local topology 
database that the nodes maintain. 

Each link in the diroute is associated with a cost, available resources, and processing/transmission 
delays. While the cost of all the links might be known before the algorithm starts its operation, the 
rapidly changing availability of resources and the processing delay are unknown in advance. In addition, 
several connections might compete for resources and even slight timing differences among the reservation 
messages will dictate which connections will reserve resources successfully and which will fail. Under 
the above constraints, we wish to find (and reserve) a path in the diroute between the source and the 
destination nodes that has a favorable cost and sufficient resources. 

3 THE ALGORITHM DESCRIPTION 

The suggested algorithms share the same operation principle but differ in the implementation. All al
gorithms guarantee to find a feasible path within the diroute if one exists. Three algorithms are presented: 

A fast algorithm where the reservation message travels to the destination as fast as possible, but the 
selected route might be suboptimal. This algorithm provides a fast negative response if no feasible 
path exists. The message complexity of this algorithm is exponential. 

A slow algorithm where the reservation message travels to the destination at the speed of the slowest 
route, but the selected route is optimal and the message complexity is linear in the number of diroute 
links. 

A logarithmic algorithm that improves the message complexity of the fast algorithm while maintaining 
its speed of operation. The selected route, however, might be suboptimal. 

A pseudo-code formal description of the algorithms can be found in (Rom and Shavitt, 1996). 

3.1 The Fast Algorithm 

The main thrust of the algorithm is to reach the destination with a feasible path as fast as possible (using a 
flooding approach), updating and correcting the path if better alternatives are found in time, and releasing 
superfluous reserved bandwidth as soon as it is identified. 

We next describe the algorithm's operation. Since the algorithm is executed on the diroute, the term 
"all outgoing links" refers only to links of the diroute. A link is called eligible if it has enough available 
resources to potentially be part of the requested route. 

The source node starts the algorithm by reserving the needed resources in all eligible outgoing links 
and then sending a Request message along these links. The Request message carries a specification of the 
resources needed for the connection and the total cost of the path from the source to the current node. 

A node that receives the first Request message on some incoming link l reserves the needed resources 
in all the eligible outgoing links and forwards the Request message on all these links. The node marks 
link l as the link to the father; this marking will be used to forward the positive acknowledgment message, 
Accept, or the negative acknowledgment message, Reject, back to the source. This establishes the fast 
flooding towards the destination node. A node that receives another Request message with a better path
cost forwards the message on all the eligible outgoing links, changes the father marking, and sends a Reject 
message to the old father. This action replaces the old route with a better one and causes the early release 
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of reserved bandwidth on the previously marked link which is now known to be suboptimal. Receiving a 
Request message with a worse path-cost then the current one is responded to with Reject. Thus, with the 
early release mechanism a nodes always keeps, at most, a single incoming path with resource reservation. 

A node sends a Reject messages if it has no outgoing link with reserved resources. This situation can 

happen if the node receives a Request message and finds no eligible link, or if the node receives Reject 
messages for all the Request messages it sent. If the source receives Reject messages from all its outgoing 

links the reservation algorithm failed and the connection can not be established. 

A node that receives a Request message with a better path cost forwards this message on all its eligible 

outgoing links, even those for on which a Reject message was previously received. The reason is that the 
better path that was just discovered my make previously rejected paths eligible again. This means that 

new Request message and old Rejects my be mixed and cause confusion since the node cannot know if the 
Reject message is a reply to the first or the second Request. To avoid this ambiguity, a Reject message 
carries the value of the optimal path cost that will be answered with a Reject by the sending node. The 

number that is received by the last Reject on every link is stored and is used to save the transmission of 
Request messages with path-cost values that are known to be rejected. 

The destination node answers with Accept to the first Request it receives, and with Reject to all 
the other subsequent Request messages. This ensures the fastest establishment of a connection with the 
information known thus far. The Accept message is immediately forwarded by every node to its father 
until it reaches the source, at which time it can start transmitting data. A node that forwarded an Accept 
message will respond with Reject(O) to every subsequent Request it receives to signal the termination of 
the route establishment process. 

When the source receives the Accept message, it knows that a reserved path exists to the destination. 
However, the source does not know when all the nodes in the diroute terminate their part of the algorithm 

(which is irrelevant to the task of path establishment) and more important, when the algorithm (message) 

terminates, i.e., when no more messages belonging to the algorithm exist in the network, a node that is not 

part of the selected path can never detect this situation. The problem with inability to identify termination 

is that nodes cannot release the variables allocated to the algorithm (note, that this has nothing to do 
with the resources required from the network which are guaranteed to be released). Thus, we introduce 
a termination mechanism that is started by the source node when it receives Accept. The source starts a 
flooding algorithm (such as PIF (Segall, 1983)) with the Terminate message, i.e., it sends Terminate on 
all its outgoing links. A node that receives Terminate for the first time marks this link as the preferred 
link and sends Terminate on all its outgoing and incoming links but the preferred link. In addition, if 
the node has some network resources reserved on any of its outgoing links, it releases these resources. 

This release would have been done by the algorithm without the Terminate message, but at a later time. 
After the node receives the Terminate message, it disregards any Reject or Request messages it receives. 
When the node receives Terminate from all its outgoing and incoming links, it sends one on the preferred 
link and releases all the variables of the algorithms. When the source node receives Terminate from all 
its outgoing links, it knows that the algorithm terminated and that all the nodes know this fact. 

A slow link in the diroute halts the early bandwidth release process on all the paths that lead to it. This 
disadvantage of the algorithm can be counterbalanced by the selection of the links that form the diroute. 

3.2 The Slow Algorithm 

The fast algorithm attempts to establish a connection fairly fast at the cost of path optimality, i.e., the 
established path may not be optimal. For those cases where path optimality is important the fast algorithm 
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Figure 1 A diroute example 

will therefore not do and we offer here a slower algorithm that guarantees path optimality at the cost of 
connection establishment latency. 

The main difference between the two algorithms is the decision when to send the Request message. 
In the fast algorithm, a node sends a Request immediately after it receives the first Request, and sends 
additional Requests when it learns about better paths. In the slow algorithm, a node sends a Request 
message only after it knows the optimal path from the source to itself, i.e., only after it receives Request 
messages from all the incoming links. The early release mechanism is used here, in the same way as with 
the other two algorithms. When a node receives an additional Request message it sends a Reject message 
along the inferior incoming path. 

It is therefore clear that the algorithm progresses according to the slowest path, which is typical to 
this type of flooding algorithm (Segall, 1983). Furthermore, depending on implementation, it might be 
necessary to send messages even on non-eligible links to assure proper progress of the algorithm. 

The algorithm as described above may cause either deadlocks or livelocks unless the diroute is acyclic. 
Heuristics are needed to transform the diroute, which is a general directed graph, to a directed acyclic 
graph without deleting any link that belongs to the minimal feasible path. 

A node that receives messages from all its outgoing links can release all the algorithms variables as it 
will not receive any more messages. As opposed to the fast algorithm, no Terminate message is needed 
here. 

3.3 The Logarithmic Algorithm 

The fast and slow algorithms present two options for path establishment that trade off path optimality 
and establishment delay. The two algorithms also differ in the number of messages generated; we shall 
show in the next subsection that the fast algorithm message complexity is exponential in the number of 
nodes in the diroute, even for acyclic diroutes. We wish to devise an algorithm that compares to the fast 
algorithm, enables us to slow-down if better paths are needed, and has an acceptable message complexity. 

We base the new algorithm on the fast algorithm, but do not forward every Request message that 
improves the path. Instead, the node maintains a counter that is set to 1 when the first Request message 
arrives, and is increased by one for every arrival of a Request message with a better path cost (actually, 
we can count all the Request messages and still get an acceptable complexity). Request messages are 
sent only if the arriving Request advances the counter to a value that is a natural power of two, i.e., only 
the first, the second, the forth, the eighth, etc. arriving Request messages are forwarded. Essentially, the 
number of messages sent by a node is logarithmic compared to the number of messages that would be 
sent by the fast algorithm in the same network. Note that the early release of bandwidth is performed for 
all the arriving Request messages. For the message complexity analysis, see (section 4). 
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Figure 2 The worst case acyclic diroute 

4 ASYMPTOTIC ANALYSIS 

In this section we analyze the message complexity of the presented algorithms. We start with the trivial 
analysis of the slow algorithm, move to the more complex analysis of the fast algorithm and finally present 
bounds on the complexity of the logarithmic algorithm. In all algorithms, the number of Reject and Accept 
messages is at most equal to the number of Request messages. Thus, throughout the analysis we count 
only Request messages. lEI and lVI denote the number of links and the number of nodes in the diroute, 
respectively. 

In the slow algorithm, exactly one Request is sent on every link. This translates to a message com
plexity of El(IEI) which is optimal for this problem. 

Intuitively, the message complexity of the fast algorithm is exponential since, in the worst case, a 
message can be sent for every path in the diroute. We'll show now that this is true even for the case where 
the diroute is acyclic. 

Consider the acyclic diroute of figure 2 where node i has a link to node j if i < j. Node 1, receives a 
single Request message. Node i receives all the messages received by node i- 1 directly and, in addition, 
the messages sent by node i -1 to node i. In the worst case, node i -1 forwards all the messages it receives 
to node i. Thus the number of messages received by node i is twice the number of messages received by 
node i - 1, and the total amount of messages that are sent by the fast algorithm is 

!VI-1 
L 2i-l = 0(21VI) (1) 
i=l 

To analyze the logarithmic algorithm, we first observe that if node i receives )(; messages it transmits 
Llog2 x;J + 1 messages on every outgoing link. Let j be the node that transmit the maximum number of 
messages during an execution of the algorithm. Using the above observation, we can write (denoting 
n = lVI) 

Xi~ llog2 "L:xd + 1 ~ llog2(n -1)XiJ + 1 ~ log2 (n -1)Xi + 1 
i;!j 

(2) 

Now, assume that the number of messages that are sent by node j is proportional to n" for some a > 0 
(i.e., Xi = O(n")). Substituting in (2) we get 

n" :::=; log2 (n -1) ·n" + 1 :::=; (2+a)logn (3) 

But, n" is asymptotically greater than (2 +a) logn for every positive a; which implies that the number 
of messages that are transmitted by node j on every link is clearly bounded by o( n"). The message 
complexity of the algorithm is, thus, in o(IVI 2+") for every positive a. Since our algorithm sends at least 
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one message on every link !J{IEI) = !J(IVI 2 ) is a lower bound for the message complexity. This leaves us 
with a gap that remains an open problem. 

For the special case where the in-degree of all nodes in bounded by the constant D, (2) takes the form 

{4) 

Now, assume that the number of messages that are sent by node j is loglmJ n for some natural m {loglmJ n 
is the logarithm function applied m times in succession, starting with argument n). Substituting in {4) we 
get 

log(m) n :S log2 D log(m) n + 1 = log(m+l) n + log2 2D (5) 

But, loglm) n is asymptotically greater than loglm+l) n + log2 2D for every natural m. which implies that 
the number of messages that are transmitted by node jon every link is o(log(m) n). Thus, for the case where 
the in-degree is bounded by a constant, the message complexity of the algorithm is in o(IVIloglm) lVI) for 
every natural m. Since the number of links, for this case, is linear in lVI the lower bound for the number 
of messages is !J{IEI) = !J(IVI). Thus, a gap remains for this case too, although it is narrower than the 
gap for the general case. 

For acyclic diroutes, we can derive a tighter upper bound by counting the number of messages that are 
sent for the worst case diroute shown in figure 2. Let Xi be the number of messages received by node i. 
Since node i receives all the messages received by node i- 1 plus the ones transmitted by node i- 1 we 
can write 

Xi= Xi-1 +log2 Xi + 1 {6) 

It can be shown by induction that Xn = O(nlogn). 

5 HANDLING VP (LINK) FAILURES 

A failure of a link is a situation where no messages can go through the link for a period of time, and both 
ends of the link can detect this situations {Baratz and Segall, 1988). In (Rom and Shavitt, 1996), we show 
how the presented algorithms can be modified to handle link failures. Due to space limitations, we shall 
only give a concise discription of the types of solutions that. can be found in (Rom and Shavitt, 1996). 

The high reliability of ATM networks may tempt ns to handle the rare VP failures with a simple reset 
algorithm that terminates the original algorithm operation. Such algorithms where studied in the past {see 
{Afek, Awerbuch, and Gafni, 1987) and the references therein) and their application to all the algorithms 
presented in {section 3) is discussed in (Rom and Shavitt, 1996). However, since diroutes contain more 
than a single path between source and destination, it is desired that a failure in one (or more) of the links 
in the diroute does not automatically abort a progressing connection-establishment process. In (Rom and 
Shavitt, 1996) we describe mechanisms that are added to the three algorithms to facilitate link-failure 
handling. 

The approach taken in (Rom and Shavitt, 1996) for link-failure handling is to conserve the operation 
principles and the message complexity of the algorithms. It makes no sense to try and 'save at any cost' the 
reservation process when a failure occurs; adding complicated code, not only makes the algorithm harder 
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to implement but might increase dramatically the algorithm's complexity (note that for some failures, 
e.g., those that dissect the diroute, nothing can be done to save the reservation process). 

It is important to note that once the connection is established a link failure cannot. be viewed as part 
of the reservation algorithm, but should be treated by a general connection take-down algorithm (Rom 
and Shavitt, 1995). 

6 SIMULATION RESULTS 

In this section, we report results from simulations that compare the fast algorithm with two other al
gorithms. The first algorithm tries to reserve bandwidth along a preselected shortest path, i.e., first the 
source node selects a shortest route, then it tries to reserve bandwidth along this route, and upon a success 
the burst is transmitted. The second algorithm also routes along the shortest. route, but. if a link is blocked 
and another link that belongs to a route with the same length is available the reservation is deflected to 
this route. Figure 3 depicts the network topology that consists of two sites that are connected by a long 
link (its delay is five times more than the delay of the other links). The numbers below the links in the 
figure are the link capacities. Due to symmetry, we only simulated traffic from sources in the left site to 
destinations in the right site. No in-site traffic was considered to shorten the simulation run time. 

Figure 3 The network topology 

Bursts are generated according to a Poisson process. For every burst, the source is selected uniformly 
among nodes 2, 3, and 4 and the destination among nodes 9, 10, and 11. Burst duration is exponentially 
distributed with mean 100. The link cost for the fast algorithm is set to 1. If the reservation process fails 
(for either algorithm) a new retry time is selected according to an exponential random variable with mean 
20. If a burst cannot be transmitted after 100 time units it is discarded. 

Two parameters were checked: the percentage of bursts that are successfully transmitted (figure 4), and 
this percentage when the threshold time for discarding a burst is changed (figure 5 depicts the probability 
for a burst to be delayed more than the X-axis value). Figure 4 shows that the probability of a burst to be 
transmitted are higher when the fast algorithm is used than this probability when the other two algorithms 
are used. Figure 5 shows that this gap in the performance of the algorithms remains if the threshold value 
when a burst is discarded is decreased. In other words, for every time limit. on the reservation duration 
process the fast algorithm succeeds to reserve bandwidth for a higher portion of the generated bursts. 
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Figure 4 A comparison of the reservation success probability of the fast algorithm (Xs) with algorithms 
that tries to reserve only along a single route ( Os and +s). 

7 CONCLUDING REMARKS 

We presented a family of algorithms that search for a shortest path and reserve resources along the path 
while the search is in progress. In this paper we examined the algorithms by the pace of their progress and 
their message complexity. Observing additional aspects of the problem is currently under work and will 
lead to development of more algorithms, so the future implementor will be presented with a menagerie of 
algorithms to chose from. 

In the fast and the logarithmic algorithms we may delay the selection of the best route by the destination 
node. This will allow for the possible generation of better routes (the source node can even indicate in the 
message the amount of such a delay). The message can also collect estimates on the delays it experiences 
along its journey which can be used to calculate a time-out that is based on the round-trip delay and 
the delay threshold limit the source application can tolerate. Another variation is to send a cost threshold 
value in the Request message. The destination node waits until the first Request with a path cost arrives 
and than sends an Accept. Yet another twist, is to wait for a Request from all the incoming links and 
then to send the first Accept. Note that in contrast to the slow algorithm, here an optimal selection is not 
guaranteed. 

Given the topology database, the selection of the diroute has a substantial influence on the performance 
of the algorithms. The different algorithms have different and sometimes contradictory requirements from 
the dironte structure. For example, the addition of a link with low cost and large delay can slow down 
the slow algorithm since it advances at the speed of the slowest path. However, adding this link to the 
dironte when the fast algorithm is employed can result is a selection of a path with a better cost; in case 
this added link is not part of the chosen path it can not delay the algorithm. Developing algorithms or 
heuristics for selecting links to a diroute remains open. 

We presented our algorithms to be used for the establishment of VCs in an ATM network with a given 
VP topology. However, these algorithms can be used for fast path selection and establishment in any 
connection-oriented network where reservations of resources are needed. 
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Figure 5 A comparison of the reservation success probability of the fast algorithm (Xs) with algorithms 
that tries to reserve only along a single route ( Os and +s) as a function of the threshold time for selected 
loads. 
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