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Abstract 
The rapid growth of inter-networking and the popularity of ATM have resulted in a need for high-speed low-cost 
network components. This paper presents a new algorithm, Fair Arbitrated Round Robin (PARR), for scheduling 
the crossbar of a high-speed input-buffered switch. PARR respects virtual circuit (VC) priorities and has per-VC 
fairness properties that have previously only been achieved in output-buffered switches. Input-buffering is more 
cost-effective than output-buffering at high speeds, due to much more lenient memory speed requirements. Sim
ulations are presented using a variety of work loads, traffic types and switch sizes. The simulations demonstrate 
the performance benefit of PARR over previous input-buffered switch algorithms and show that PARR performs 
similarly to Fair Prioritized Round Robin running on an output-buffered switch. 
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1 INTRODUCTION 

In recent years there has been a rapid rise of interest in high-speed cell-based networking. A number of factors 
have been responsible, including political support for the "information super-highway" in the United States, the 
high bandwidth requirements of future video-on-demand services, the convergence of technology trends enabling 
high-speed communication, most notably fiber-optic technology. The burgeoning demand for network bandwidth 
requires the development of new high-speed switches. This paper describes a new algorithm for scheduling a high
speed input-buffered switch, Fair Arbitrated Round Robin (PARR), that has desirable properties previously only 
obtained in output-buffered switches. The benefits of these properties, per-virtual circuit fairness and respect for 
different virtual circuit priorities, are demonstrated in extensive simulations. 

It is generally recognized that fair prioritized round robin scheduling (PRR) provides fair resolution when there is 
conflict for resources (Demers et al. [1990], Fraser & Morgan [1984], Hahne [1986], Katavenis [1987], and Nagle 
[1987]). Fair scheduling has many advantages over first-come-first-served service, for example enabling perfor
mance guarantees for high-priority traffic and providing policing of sources. Some flow control methods require 
fair round robin-like scheduling (Keshav [1991]), and it has been shown that fair scheduling can improve the sta
bility of ensembles of adaptive rate-controlling sources (Shenker [ 1990]). However, round robin scheduling is ap
plicable only in an output-buffered or shared-memory switch, and such switches running at multi-gigabit speeds are 
extremely expensive to build, since exotic memory technology must be used to attain the necessary buffer band
width. Input-buffering is cheaper at very high speeds, as the buffers need only run at line speed, rather than the total 
switch speed, but no previous input-buffered switch algorithms have performed fair scheduling. 

Our scheduling algorithm, PARR, emulates the behaviour of PRR in an input-buffered switch. PARR respects cell 
priorities, enabling voice and video cells to be transmitted with very small delay (well under a millisecond), while 
bandwidth is shared fairly between different VCs at the same priority level. 
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Figure 1 Per-VC fairness. The dashed line is the new VC (top). FARR shares bandwidth fairly between VCs, while 
PIM gives 50% of the bandwidth to the new VC. 

To demonstrate the feasibility of an input-buffered switch using FARR, we are designing a switch that makes 
cost-effective use of current technology to achieve a total throughput of 40 gigabits per second (Gbps), with con
figurations from 32 x 32 at link speeds of 1.2 Gbps through to 256 x 256 at link speeds of 155 Mbps. 

The paper is organised as follows: Section 2 discusses the importance of per-VC fairness. The algorithm FARR 
is presented in Section 3. Related work is described in Section 4. The implemention and cost of FARR are discussed 
in Section 5, while Section 6 gives the results of extensive simulations comparing FARR to other input-buffered 
switch schedulers and to PRR. Finally our findings are summarized in Section 7. 

2 PER-VIRTUAL CIRCUIT FAIRNESS VERSUS PER-LINK FAIRNESS 

Previous studies of scheduling in an input-buffered switch have addressed the issue of per-link fairness, or fairly al
locating switch capacity among the different input and output links (Anderson et al. [ 1993], McKeown & Anderson 
[1994]). However, per-VC fairness is more important than per-link fairness. 

For example, consider a 2 x 2 switch with 100 Mbit links and 4 VCs running from input I to output I, each 
using 20 Mbps of bandwidth. Let us investigate the effect of introducing a new VC, from input 2 to output I, whose 
desired bandwidth varies between 10 Mbps and 50 Mbps. Figure I shows the effect on the bandwidth given to the 
original circuits. We see that FARR, which has per-VC fairness, limits the bandwidth given to the new circuit to 20 
Mbps, so bandwidth allocation is fair. On the other hand, the algorithm PIM (described in Section 4.1 below), which 
on this workload exhibits per-link fairness,* allows the new circuit to receive up to 50 Mbps of bandwidth, which 
is 4 times the bandwidth given to each original circuit. 

Since PIM tries to share resources fairly between the links, the VCs using more heavily loaded links get starved. 
Thus a switch scheduling algorithm that allocates bandwidth fairly among the links may be very unfair in allocating 
bandwidth between VCs. However FARR has no such problem. This effect is also evident in simulations with more 
realistic traffic. 

The notion of fairness that FARR exhibits has been formalized as max-min fairness (Ramakrishnan & Jain [ 1990]). 
If there is only I priority class, max-min fairness can be described as follows. At the most heavily loaded link, all 
VCs should receive bandwidth equal to the minimum of b and the bandwidth desired by the VC, where b is set 
such that all the bandwidth of the link is used up. Bandwidth should be shared in the same way at less loaded links, 
subject to the limits set by more heavily loaded links. 

*In general PIM does not even exhibit per-link fairness, see McKeown & Anderson [1994]. 
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Figure 2 An Input-Buffered Switch with Centralized Arbiter 

3 THE ALGORITHM FARR 

This section presents the algorithm FARR for scheduling an input-buffered switch. Before presenting the algorithm 
in Section 3.3, we will first specify the requirements of a input-buffered switch-scheduling algorithm (Section 3.1 ), 
and then describe Fair Prioritized Round Robin (PRR ), the output-buffered switch scheduler on which FARR is based 
(Section 3.2). 

3.1 Input Buffering and Matching 

It has been traditional to regard input-queued switches as impractical because of head-of-line blocking at the input 
queues. The solution is to use more sophisticated buffers at the inputs, which we refer to as input-buffering. This 
approach has been finding increasing support (see for example Anderson et al. [1993]). What is then needed is a 
fast and effective algorithm for choosing which cell to send from each input buffer during each cell time. A switch 
that uses a centralized arbiter to implement the scheduling algorithm is pictured in Figure 2. The arbiter needs to 
do the following task: 

Each cell time, the arbiter must select a set of cells to enter the crossbar. Each cell must reside in a 
different input buffer, and each cell must be destined for a different output. 

We see that the arbiter must repeatedly solve a bipartite matching problem. However, finding a maximum match
ing in each cell time is both infeasible, since even the best algorithms are too slow, and undesirable, as it can cause 
starvation of some inputs and outputs. In the context of ATM, it is necessary to have per-VC fairness and respect 
for VC priorities. 

3.2 Fair Prioritized Round Robin (PRR) 

Although a number of variations on Prioritized Round Robin have been developed (Fraser & Morgan [1984], Hahne 
[1986], Katavenis [1987], Nagle [1987], and Demers et al. [1990]), most are approximations of the following al
gorithm, which we call ''Ideal Round Robin": 

Whenever an output link becomes free, a cell is selected to be sent from the corresponding output buffer 
as follows: from among the VCs of the highest priority level that have cells in the buffer, choose the 
VC which has sent a cell least recently. Send the oldest cell from that VC. 

If we define the timestamp of a VC to be the last time it sent a cell from the switch, and the extended timestamp 
to be the pair (VC priority, timestamp), then Ideal Round Robin can be described as follows: 
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When an output link becomes free, select the VC with smallest extended timestamp among VCs with 
cells buffered at that output, and send its oldest cell. 

Comparing timestamps of a large collection of VCs is infeasible, so Prioritized Round Robin is typically imple
mented using service queues, in which case it is called Fair Prioritized Round Robin (PRR). All VCs that have cells 
in the buffer are kept in service queues, one per priority level. When the link becomes free, the VC at the head of the 
highest priority non-empty service queue sends a cell and is removed from the service queue. If the VC has more 
cells queued, it is reinserted at the tail of the service queue. When a cell arrives in a VC that is not currently in the 
service queue, the VC is inserted at the tail of the queue. 

PRR differs slightly from Ideal Round Robin: when a VC that does not currently have cells buffered receives a 
cell, PRR will send that cell only after sending a cell from each VC that is currently in the same service queue, even if 
the new cell's VC has an older timestamp than them. This is because the new VC is inserted behind them in the ser
vice list. In our simulations below, the input-buffered algorithms are compared against PRR, which is implemented 
using service queues. 

3.3 The Algorithm FARR 

The main idea of PARR is to use timestamps to obtain Round Robin information across the entire switch, while 
keeping service lists only at the inputs. Most of the work is done at the input buffers, where speed requirements are 
less severe: each input buffer maintains a service list for each priority level for each output. 

Each VC has a timestamp which is the time when that VC last sent a cell across the crossbar (as in the definition 
of Ideal Round Robin in the previous section). The time is just a global counter that is incremented each cell time. 

Algorithm PARR 

l. (Preselection) Each input preselects the VC at the head of the highest priority non-empty service queue for each 
output for which it has buffered cells. 

2. (Request) Each input sends to the arbiter the extended timestamp of each preselected VC that was not preselected 
in the previous cell time. Each extended timestamp is a request to send a cell from some input to some output. 

3. (Arbitration) Initially matching is empty. Repeat r times: 

(a) If an unmatched output has any requests from unmatched inputs, it grants the request with smallest extended 
timestamp. 

(b) If an unmatched input receives any grants, it accepts the grant with smallest extended timestamp. 
(c) Accepted grants are added to the matching. 

Because the timestamp of a preselected VC is sent to the arbiter only if the VC was not preselected in the previous 
cell time, extended timestamps of preselected VCs must be stored in the arbiter. The extended timestamps form a 
matrix, with at most one entry per pair of input and output links. 

It has been suggested that not all priority levels need round robin service, for example we might wish to use first 
in first out (FIFO) scheduling for voice traffic in the input buffer controllers (see Morgan [1994]). In this case we 
should associate timestamps with voice cells in the FIFO queue, recording the time that each cell arrived, rather than 
with VCs. This would make PARR emulate FIFO queueing across the input buffers at the voice priority level, while 
still providing round-robin service at other priority levels. The arbiter need not even know which service discipline 
is used at the input buffers for each priority level. 

4 RELATED WORK 

Karol et al. [ 1987] showed that under a simple uniform traffic model, if each input buffer is a single FIFO queue, 
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then the queues saturate at a utilization approaching 2-v'2 ~ 0.586 for large switches due to head-of-line blocking. 
Much worse behavior is possible for other traffic models (Li [1988]). 

These findings have been taken as proof of the unsuitability of input-buffered switches. On the other hand, output
buffered switches become prohibitively expensive at high link speeds, since the switch fabric and output buffers 
need to operate at n times link speed, in an n x n switch. An input-buffered switch is cl:eaper to build, since the 
buffers need only run at link speed. 

Many switch designers have explored ways to avoid having buffers working at n times line speed (where n is the 
number of input links to the switch). Input-buffering is an approach that has been extensively studied. A number of 
authors have studied contention mechanisms that have reduced the impact of head-of-line blocking and raised the 
throughput close to I 00% under the uniform traffic model, see for example Karol et al. [ 1992], Obara & Yasushi 
[1989], and Tamir & Frazier [1988]. 

Recently a switch design has been proposed that eliminates head-of-line blocking by keeping in each input buffer 
a separate queue for each output buffer, as pictured in Figure 2. This architecture was used with the Parallel Iterative 
Matching (PIM) algorithm by Anderson et al. [1993] and with Iterative Round Robin Matching with Slip (SLIP) 
by McKeown & Anderson [1994], McKeown et al. [1993]. These algorithms, described more fully below, are the 
closest in spirit to FARR, and we use them as yardsticks for measuring FARR's performance. 

A number of other architectures work around the memory speed problems of output-buffering. The Gauss switch 
de Vries [1990] broadcasts each cell to all output modules. Each output buffer receives the cells inn small buffers 
(one per input link), which are drained at 4 times line speed into a single larger buffer. The Sunshine switch Gia
copelli et al. [1991] has a fabric that allows 2-4 cells to arrive at an output buffer per cell time, while cells that do 
not reach their respective output are recirculated. The Knockout switch (Yeh et al. [1987], and generalized by Eng 
et al. [ 1992]) has an interconnection network that can route cells to output buffers at a constant factor times line 
speed. 

None of these alternative switch architectures addresses the basic topic of this paper: achieving per-VC fairness 
in an input-buffered switch. 

4.1 Parallel Iterative Matching (PIM) and Iterative Round Robin 
Matching with Slip (SLIP) 

Parallel Iterative Matching (PIM) is the randomized algorithm implemented in Digital's Autonet 2 (AN2) switch. 
For a complete description, see Anderson et al. [1993]. Parallel iterative matching does not use VC priorities, nor 
does it provide fairness or performance guarantees. The basic algorithm is as follows. 

Algorithm PIM Repeat r times: 

1. Each unmatched input sends a request to every output for which it has a buffered cell. 
2. Each unmatched output randomly selects one of its requests, and sends a grant to that input. 
3. Each input that receives some grants selects one at random, and accepts that grant. 
4. Accepted grants are added to the matching. 

The biggest difficulty in implementing PIM is sufficiently fast generation of pseudo-random numbers for ran
domly selecting between requests. Anderson et al. describe extensions to PIM for real-time performance guarantees, 
including reserving bandwidth for preallocated frames, and statistical matching, in which the random selections are 
biased rather than fair in order to allocate bandwidth unevenly. 

Iterative Round Robin Matching with Slip (SLIP) eliminates the use of randomness, instead resolving conflicts 
with the aid of rotating priorities (see McKeown & Anderson [1994] and McKeown et al. [1993]). Simulations 
have shown that SLIP and PIM have similar performance on simple Bernoulli traffic models, while SLIP is easier 
to implement than PIM. 

The rotating priority is implemented by a counter a; associated with each input and a counter gi associated with 
each output. Lines 2 and 3 of Algorithm PIM are replaced by: 
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2' Each unmatched output j that receives some requests grants the request from the input i that is closest to Yi in 
cyclic order (i.e. Yi - i mod n is minimized). 

3' Each input i that receives any grants accepts the grant that is closest to a; in cyclic order. If the grant is from j, 
the assignments a; = (j + 1 mod n) and Yi = ( i + 1 mod n) are made. 

A second input-buffered algorithm described by McKeown & Anderson [1994] is LRU, where in Step 2, each 
output selects the request from the input that least recently sent that output a cell, and similarly for Step 3. McKeown 
and Anderson conclude that LRU is much more complex to implement than SLIP, with no performance gain, so we 
do not consider it further. 

5 IMPLEMENTATION AND COST OF FARR 

At most 2 extended timestamps need be sent from each input during each cell time: the first to replace the extended 
timestamp of a cell that was sent in the last cell time, and the second if a cell arrives on the input link and is imme
diately preselected in Step 1 of the algorithm. (If multicast is supported in the switch, more timestamps may need 
to be sent from each input- some implementations require 3 rather than 2.) Thus the number of bits entering the 
arbiter each cell time is 2n(log n + T), where Tis the size of an extended timestamp. In practice, Tis between 8 
and 10, so for a switch with 32 input and output links running at 1.2 Gbps, less than 1000 bits must enter the arbiter 
per cell time of 353 ns. 

Each of FARR 's input buffers is essentially performing the task of a shared-memory switch running PRR. So why 
should FARR be simpler or cheaper to build than a single shared-memory switch? The answer is that the price of a 
shared-memory switch does not scale linearly with throughput. Using current technology it is cost-effective to build 
an ATM switch running PRR with total throughput of up to 1-4Gbps, using only DRAM or SRAM buffers and a 
VLSI buffer management chip. Therefore an input-buffered switch running FARR makes fair prioritized switching 
cost effective at a much higher total throughput than is possible in a shared memory switch. 

An input-buffered switch running FARR has a very natural pipeline, consisting of three steps: 

I. Contention resolution to determine the set of cells to be sent. 
2. Setting up the crossbar to send the cells. 
3. Transmitting the cells. 

Each of these steps can therefore use a full cell time to complete. In addition, much of the queue manipulation at 
the input buffers can be done in parallel with contention resolution. 

FARR's contention resolution is designed for efficient parallel implementation- for each of steps 2, 3(a), 3(b) 
and 3(c), the step can be executed for each input (or output) in parallel. The basic operation of steps 3(a) and 3(b) 
involves finding the minimum of n T-bit numbers, and can be performed in combinational logic with clog n log T 
gate delays, where c is a small constant, for example using a tree of fast comparators. 

The number of timestamps that need be compared is small, since only the timestamp at the head of a service list 
is used in arbitration. The number of rounds of matching (r) is flexible, and should be maximized within the timing 
and cost constraints of the implementation. Beyond a certain point further rounds are unnecessary, when no more 
pairs can be added to the matching, i.e. a maximal matching has been found. In our simulations we use r = 4, and 
present evidence showing that using 3 rounds is as good as continuing until a maximal matching is found. 

We believe that a single-chip VLSI implementation of the arbiter is feasible for a 32 x 32 switch with 1.2 Gbps 
links, using current VLSI technology. 
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Figure 3 The general workload model. The dotted line denotes a VC entering input 1 and leaving output 3. 

6 EMPIRICAL EVALUATION 

To evaluate the performance of our switch algorithm FARR, we compared it in simulations with PIM, SLIP, and PRR 
under a variety of work loads, traffic types and switch sizes. The algorithms SLIP and PIM behaved very similarly 
under simulation, so the comparisons below use mainly PIM. We have not simulated algorithms that use FIFO input 
buffers, due to the detrimental effect of head-of-line blocking. 

The comparison with PRR is somewhat unfair, since PRR requires a more expensive output-buffered switch. Nev
ertheless, FARR is designed to emulate the performance of PRR. We are thus evaluating how close we can get to 
output-buffered performance in an input-buffered switch. 

6.1 Workload Modeling 

A source of frustration in the design of components for A1M networks is the lack of good workload models for very 
high bandwidth multimedia networks. Indeed, there are as yet no large high-speed networks from which empirical 
data could be gathered, and furthermore, as tools and applications for multimedia become available, network work
loads are likely to evolve. A case in point is the World Wide Web, which has in a short time become a significant 
influence on traffic carried by the Internet backbone. 

Given these uncertainties, one can hope only to make a reasonable estimate of the properties and relative pro
portions of the different traffic types. For this estimation we defer to the work of Morgan [ 1994], who suggests that 
future A 1M network may use I 0% of the bandwidth for voice traffic, 40% for video traffic, and the remaining band
width for data traffic. He suggests that voice traffic should be at the highest priority level, followed by video traffic, 
with data traffic having lowest priority. 

Our models of the sources for these basic traffic types are as follows. A voice source generates constant bit rate 
traffic at a rate of 64 Kbps, while a Bernoulli source generates Bernoulli traffic at a rate of I Mbps. A video source 
generates cells using the trace of MPEG2 frame sizes for a full length feature film. Each source starts transmitting 
from a random point in the film. For each frame, the video source sends sufficient cells to contain the frame, and 
spreads the cells out over the time till the next frame. Lastly, for a data source we use a packet train model, in which 
bursts of cells are interspersed with large gaps. The length of a burst is a geometric random variable with mean 12, 
while the inter-burst gap is chosen uniformly up to some limit, where the limit is such that the average bandwidth 
is I Mbps. 

The simulations we perform are on a single A1M switch. Because different VCs feeding into the same input can 
produce cells at the same time, we need to multiplex these VCs. In a real network this multiplexing is done by earlier 
switches in the network. In our simulations we place a PRR scheduler between each input and the VCs feeding into 
it (see Figure 3). The PRR scheduler simulates the interleaving of VCs by earlier switches in a real network. 

It is important to note that when we measure cell delays in the switch, we do not include delays inside the PRR 
filters at the inputs. This is because we are interested in the delay induced by the switch scheduling algorithm inside 
a switch, and the delays at other points in the network are not of interest here. 

In addition to the three basic traffic types, one simulation involves adding a file transfer after the other VCs have 
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been set up. A file transfer uses a Bernoulli source and absorbs all the available bandwidth. Its bandwidth is thus 
the minimum of the remaining bandwidth on the input and output links it uses. 

Our workload models are derived by selecting a set ofVCs each having one of the above traffic source types. We 
use the following models: 

vvd Our basic workload model, with 10% of the bandwidth voice, 40% video and 50% data. 
server A model with non-uniform work load, as might arise in a client-server environment. The first 4 input and 

output links are connected to servers, while the remaining links are connected to clients. The load on client
client connections is only 10% of the load on server-server or server-client connections. This is implemented by 
first constructing an instance of the vvd model, then randomly dropping 90% of the client -client VCs. A similar 
model was used in Anderson et al. [1993]. 

Bernoulli A model with 100% Bernoulli traffic. This gives a Bernoulli traffic model for which the load is ap
proximately uniform across the input and output links. 

f t After constructing an instance of the vvd model, an additional VC of type File Transfer is added with enough 
bandwidth to saturate some switch link. 

To generate an instance of the vvd or Bernoulli model, we set up a large number of VCs, with traffic types 
chosen according to the above distributions. The input link and the output link for each VC is chosen at random 
among all the links, subject to the condition that the VC does not enter and leave the same link, and does not increase 
the bandwidth through any incoming or outgoing link above 95%. VCs are added until the average link load reaches 
a threshold percentage p. The parameter p, a measure of the switch utilization, is varied in most of the simulations 
to determine the behaviour of the algorithms under varying switch loads. Notice that the actual load will vary from 
link to link. 

6.2 Simulations 

In most of the simulations we use a 16 x 16 switch. Although we expect that an input-buffered architecture is more 
cost-effective than output-bufferingonly when the total switch bandwidth is multiple gigabits per second (with cur
rent technology), there are difficulties in simulating such high bandwidths. In particular, VCs at reasonably high 
bandwidths of around I Mbps would only produce a cell every thousand switch cell times. Thus a simulation would 
have to run for a very long time to give statistically significant results for such VCs, and for VCs running at voice 
bandwidths the problem is much more severe. Therefore our simulations use link speeds of !55 Mbps. 

In our simulations we varied the workload model, the switch scheduling algorithm, the switch size, and the uti
lization parameter p. In each simulation, we measured the average and maximum queue sizes, as well as the aver
age and maximum delay of each traffic type. We ran each simulation for I 00000 cell times in order to overcome 
any initial transient. (We determined that 100000 cell times was sufficient by considering runs of 2()()()(), 5()()()(), 
I 00000, 200000 and 500000 cell times. The transient behaviour from the start of the simulation had ended well be
fore 100000 cell times.) To obtain as much statistical significance as possible, we ran each simulation at least 125 
times, or until every 5% confidence interval had width at most I 0% of the average for the statistic, whichever came 
later. Whenever we measured the average of a parameter, for example the delay on voice cells, we report the aver
age over all cells in all runs. Similarly, when we report the maximum value of a parameter, we mean the maximum 
over all cells in all runs. When the maximum values are plotted, they do not always produce smooth curves, since 
the values are determined by rare events. 

It is important to note that running a simulation 125 times over is not the same as running the same simulation 
for 125 times as long. The reason is that we set up a random configuration ofVCs at the start of a simulation, and 
these VCs stay constant during the run. By running the experiment many times over, we obtain values that are rep
resentative of all configurations of VCs, rather than just a single configuration. 

In the simulations presented below, whenever the model is not mentioned it should be understood to be vvd. 
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Figure 5 FARR outperforms other input-buffered algorithms on pure Bernoulli traffic. The first graph shows fair
ness of FARR, the second graph shows lower delays under high utilization. The traffic model is Bernoulli. 

Similarly the default switch size is 16 x 16, and we mention the switch size only when deviating from the default. 
We use a logarithmic scale when presenting average or maximum queueing delays or queue sizes. 

Per- VC Fairness The first simulation studies the effect that high-bandwidth VCs have on lower bandwidth VCs. 
In Figure 4 we show two algorithms (PIM and FARR) and two workload models (vvd and ft). The only difference 
between the workload models is that f t contains a single file transfer circuit that was added after forming a vvd 
configuration of VCs. Figure 4 shows the average delay on data cells from VCs other than the file transfer for PJM 
(the line pim_ft) and FARR (the line farr_ft). When we compare with average delays in the vvd model, we 
see that the file transfer has almost no effect on the maximum queueing delay of other data cells if we use FARR as 
the switch scheduling algorithm. This demonstrates that FARR insulates VCs from the behaviour of other VCs, as 
is the case for PRR. 

However, the file transfer causes PIM to greatly increase the queueing delay of some data cells in previously 
existing VCs. This is true also of other scheduling algorithms for input-buffered switches. 

Performance on Bernoulli traffic In the second simulation, we investigate the performance of FARR compared to 
PJM, SLIP and PRR on the Bernoulli workload model. The reasons for presenting data derived from this source 
are twofold: this source is quite close to the uniform Bernoulli workload model, which has often been used as a 
simple model for analyzing the performance of switch algorithms, and secondly, it demonstrates the importance of 
per-VC fairness. Our Bernoulli workload differs from the uniform Bernoulli workload in two ways: we model 
VCs, and the load varies somewhat from link to link due to the random selection of VCs. 

The first graph in Figure 5 shows that FARR simulates PRR very closely but PJM and SLIP both have maximum 
cell delays of up to a factor of 32 larger. The reason for this is that different inputs have different numbers of VCs. 
Algorithms such as SLIP and PIM that don't exhibit per-circuit fairness will create large cell delays on the more 
loaded inputs. This is similar to the effect described in Section 2. 

The second graph in Figure 5 shows that FARR, PIM and SLIP all achieve the same average cell delay for offered 
loads up to about 80%. However, above 80%, FARR starts achieving lower average cell delays than the other input
buffered algorithms. A possible explanation for this is that FARR favors more heavily loaded links, so there are more 
often cells available to be transmitted from the less loaded links. 
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Figure 7 Input queueing may give smaller maximum queues. FARR and PRR are shown on the vvd model (left) 

and the server model (right). 

Priorities for Different Traffic Types The next simulation shows the importance of using multiple priority levels in 

an ATM switch (see Figure 6). Both FARR and PRR respect cell priorities, and therefore have much smaller average 

queueing delay for voice and video cells than for data cells. In contrast, PIM does not use multiple priority levels, 

so voice and video cells are subject to large delays under high traffic loads. 

Input buffering may yield smaller maximum queue size The maximum queue size is an important measure of a 

switch scheduling algorithm, because an algorithm that has a larger maximum queue size requires larger buffers to 

avoid dropping cells. In the case that cell loss is tolerable at low levels, the maximum queue size is an indication of 

the buffer size needed to achieved a low enough level of cell loss probability. 

In many of our simulations we have noticed that the maximum queue size for input-buffered switches is smaller 

than that of an output-buffered switch.t There is a good reason for this: when there is "hot spot" contention at an 

output link in an output-buffered switch, the cells building up in that buffer are being received from a number of 

inputs. In an input-buffered switch, those cells remain at the inputs, and each input buffer holds a smaller number 

of cells than the output buffer at the overloaded link. 
Figure 7 shows that the maximum queue is significantly less for FARR than for PRR under two workload models, 

the vvd model and the server model. 
It is important to note that this phenomenon may not always occur. If for a particular workload the bottleneck of 

an input-buffered switch is the switch fabric, rather than an output link, then output-buffering may achieve smaller 

tBy an output-buffered switch we mean a switch with a separate buffer at each output link. The argument made here 

does not hold for a shared-memory switch, in which all output links shared a common buffer. 
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maximum queue size for that workload. This is a question that should be revisited once more detailed models of 
ATM network traffic are available. 

Scaling with Switch Size Since the advantages of input-buffering increase with larger switches, we studied how 
FARR scales to larger switch sizes. Simulations show that the average and maximum delay remains almost constant 
across different switch sizes. 

Crossbar Speedup We considered the effect of running the crossbar faster than the incoming and outgoing links. 
Although speeding up the crossbar cannot increase throughput or decrease queueing delays beyond that of an output
buffered switch, our simulations show that a crossbar speedup of 10% provides a distinct improvement in the per
formance of FARR, while a speedup of 20% gives performance which is extremely close to that of PRR. 

The Size of the Timestamps The size of the timestamp is a factor in the cost of implementing FARR: smaller times
tamps require less storage and simpler arbiter logic. Our simulations suggest that 8 bit timestamps are sufficient to 
achieve fairness in the vvd model. 

Number of Rounds Needed by FARR We investigated the effect of varying r, the number of rounds used by FARR. 
Increasing r will tend to increase throughput, while decreasing r makes implementing FARR easier and faster. 

Our simulations show that I round is inadequate, and that 3 rounds provides a substantial improvement over 
2 rounds. With 3 rounds the performance is very close to continuing FARR for as many rounds as are needed to 
produce a maximal matching. 

7 DISCUSSION 

We have presented a new algorithm, Fair Arbitrated Round Robin (FARR), for scheduling the crossbar of a high
speed input-buffered switch. Input-buffering is more cost-effective than output-buffering at the high speeds de
manded by the rapid growth of internetwork:ing, multimedia and ATM. Output buffering has the advantages of 
prioritization and per-VC fairness, when used in conjunction with Fair Prioritized Round Robin (PRR) schedul
ing. FARR gives the advantages of both approaches, providing the cost benefit of an input buffered switch, while 
respecting VC priorities and demonstrating per-VC fairness properties that have previously only been achieved in 
output-buffered switches. FARRis designed for efficient parallel implementation, and we believe that a single-chip 
VLSI implementation of the arbiter is possible for a 32 x 32 switch with 1.2 Gbps links. 

We have performed simulations using a variety of work loads, traffic types and switch sizes, measuring through
put, maximum and average queue sizes, and maximum and average queueing delays for each traffic type. The sim
ulations demonstrate the performance benefit of FARR over previous input-buffered switch algorithms such as Par
allellterative Matching (PIM) and Iterative Round Robin Matching with Slip (SLIP). Furthermore, FARR achieves 
similar performance to Fair Prioritized Round Robin (PRR) running on an output-buffered switch, and if the cross
bar is run 20% faster than line speed, the performance of FARR becomes almost identical to that of PRR. 
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