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Abstract 

The emergence of broadband technologies such as ATM gives rise to new developments in the 
domain of Virtual Private Networks (VPNs). In this paper, a target Broadband VPN (B-VPN) 
service is proposed, which combines the costs savings of classic VPN services and the powerful 
features of private corporate networks (service integration, statistical multiplexing, etc.), enhanced 
by the use of ATM. To reach this B-VPN service, some architectural issues related to the network 
supporting the B-VPN service are discussed. The traffic implications of architectural choices are 
then examined and from this discussion, some basic principles for a VPN architecture are drawn. 
Finally, target architectures are proposed. 

Keywords 
Virtual Private Network, Statistical multiplexing, Traffic control, Quality of service. 

1. INTRODUCTION 

Although VPN and corporate network services may appear nowadays as to be in competition, the 
emergence of broadband technologies such as ATM allows new possibilities to be foreseen for 
encompassing both types of services. This convergence is further motivated by two growing needs 
expressed by users. On the one hand, users of voice VPNs based on shared network resources 
wish for a better level of service integration and flexibility. On the other hand, users of private 
corporate networks expect to reduce their costs through resource sharing and greater flexibility of 
their network. 

The challenge for B-VPN services is to satisfY the needs of both types of customers, and 
possibly, to meet new requirements. In particular, while still providing for more classic functions 
such as voice services and PBX interconnection, B-VPN services should realise LAN 
interconnection and open the door to new high speed multimedia services (e.g., video). 

The basic feature of a VPN service is that it relies on a set of resources offered by a network 
operator to a customer with multiple sites spread over a wide area. These resources together with 
access equipment constitute the customer network, which may be compared to a real private 
network. The difference, however, is that the resources constituting the customer network are 
taken from a pool of resources shared between various users of the general infrastructure. The 

L. Mason et al. (eds.), Broadband Communications
© IFIP International Federation for Information Processing 1996



236 Session Seven Resource Allocation 

VPN customer has then the possibility to handle freely his end-to-end connections on his customer 
network, for instance by statistically sharing the bandwidth of his network between the different 
end-to-end connections. 

In Section 2 of this paper, a target Broadband VPN (B-VPN) service intended to meet both 
voice VPN and private network customer expectations is discussed along with the benefits for a 
network operator to offer such a service. Recognising that the B-VPN service should be offered 
via a customer network, referred to as VPN in the following and whose architecture is derived 
from that of private corporate networks, the different components of a VPN, namely virtual 
trunks, VPN nodes, and access equipment are introduced in Section 3. The traffic management 
issues related to some basic architectural choices are analysed in the subsequent section. Some 
possible VPN architectures consistent with the previous analysis are described in Section 5. The 
concluding section presents directions for future work. 

2. DESIGNING A BROADBAND VPN SERVICE 

As mentioned above, the design of a B-VPN service has to take into account the expectations of 
both voice VPN and private network customers. As a matter of fact, the main requirements of 
those customers are currently related to four major items. Specifically, a target B-VPN service 
should offer user-friendly operation of customer network and cost savings, while offering the 
same level of Quality of Service (QoS) and security as in real private networks. Taking into 
account such considerations, a minimum set of functions may be considered as a definition for a 
basic B-VPN service. 

Global bandwidth allocation 
A VPN service requires the prior design of a VPN to support the various end-to-end connections 
of the VPN customer. Specifically, this consists in allocating a certain amount of network 
resources, notably a global bandwidth, to a particular VPN customer. This global bandwidth 
should be managed as dynamically as possible and may be evaluated, in a first step, by taking into 
account the volume of traffic between customer sites. 

Free handling of end-to-end connections 
Several end-to-end services should be offered to the customer in the context of the B-VPN service 
(voice, video, data transmission, etc.), so that all usual applications of a private corporate network 
could be available. Service integration notably increases the statistical gain, since traffic is no 
longer partitioned on a service basis. The operation of the corresponding end-to-end connections 
should remain under the control of the customer, exactly as if the VPN were a real private 
network. In particular, if the network operator is involved in the operation of end-to-end 
connections, the response time of the network should be very short, so that the user is unaware of 
the network operator's intervention. 

Statistical multiplexing of end-to-end connections 
To optimise the utilisation of the VPN and since the various applications supported by a VPN may 
have different characteristics in terms of bandwidth as well as QoS, it would be highly desirable to 
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perfonn statistical multiplexing of end-to-end connections. For instance, the end-to-end 
connections of a VPN may use different ATM transfer capabilities (1.371, 1995). Moreover, in the 
context of a VPN over ATM, statistical multiplexing should be applied not only to the end-to-end 
connections within the VPN (dynamic bandwidth sharing of the global bandwidth) but also 
between several VPNs (dynamic adjustment of the global bandwidth). 

Enhanced management 
A VPN service has to provide the user with the usual management features of a private network. 
Basic functions, such as supervision of end-to-end connections and homogeneous representation 
of the VPN, should be provided. In particular, the homogeneous representation of the VPN should 
allow the user to ask for precise modifications of the VPN (bandwidth, QoS, topology, etc.). In 
addition, this basic set of functions may be enhanced by more sophisticated options. For example, 
a B-VPN service may provide for private numbering, which is essential once voice is concerned, 
and Closed User Group (CUG) facilities. 

3. HIGH LEVEL ARCHITECTURE ISSUES 

To offer the target B-VPN service outlined in the previous section, two possibilities may be 
envisaged. The first one is based on an overlay network and consists in introducing special 
equipment dedicated to the VPN service on the top of the ATM infrastructure. This solution may 
be attractive if a large number of customers subscribe to the VPN service. But it presents the 
major disadvantage of being a dedicated VPN solution, that is, reusing the VPN overlay network 
for other services may be difficult. 

The second possibility is an integrated solution. The components of the VPN are network 
elements of the general ATM infrastructure, except perhaps the service multiplexers at network 
edges. Although attractive, this solution may raise some technical difficulties due to the increase of 
complexity in network elements (e.g., specific traffic control functions, management facilities, 
etc.). However, the capabilities of ATM are fully exploited and the costs are consequently 
reduced. This is why only the second solution will be considered in the following. Note that the 
architecture of a VPN should actually be derived from that of a private corporate network, since 
the target features of a B-VPN service are very close to those of a private corporate network (see 
Figure I). Such a VPN is composed of virtual trunks, VPN nodes, and the access equipment. 

Vtrtual Trunk 

- End-to-end connection 

Figure 1. Architecture of a VPN. 
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Virtual trunk 
The virtual trunk is the logical entity used to describe the transport of information between two 
VPN network elements. Specifically, cells belonging to end-to-end connections, namely Virtual 
Channel Connections (VCs), are transported over virtual trunks. The bandwidth of a virtual trunk 
is the amount of bandwidth allocated to the VPN customer between two VPN elements. From a 
functional point of view, this means that the virtual trunk, similarly to the Virtual Path Connection 
(VP), is at a higher level than the VC. 

In ATM networks, a virtual trunk may be composed of a part of a VP, a VP, or several VPs, as 
shown in Figure 2. In the first case, only a subset of the VCs within the VP are used for the VPN, 
other VCs may be used by other VPNs or for other services. However, a VPN relying on VPs 
seems easier to operate, since the VP is a standard A TM entity commonly handled in current ATM 
infrastructures (e.g., the European ATM Pilot). As a consequence, only this solution will be 
examined in the following. The virtual trunk bandwidth is equal in this case to the aggregate 
bandwidth of the VPs constituting the virtual trunk. 

The concept of virtual trunks is introduced only for convenience, notably to associate with a 
unique entity the resources allocated to the VPN at the access or between two nodes (access 
virtual trunks and inter-node virtual trunks). At any time, the bandwidth allocated to the virtual 
trunk should not be exceeded by the aggregate traffic of all customer's end-to-end connections. 

Figure 2. Examples of virtual trunks. 

VPNnodes 

VPN nodes may switch or cross-connect the end-to-end connections supported by the virtual 
trunks. These nodes are the originating or terminating points of virtual trunks and represent 
basically the splitting points of VPN traffic. VPN node functions are supported by usual network 
nodes (VP cross connects, VC switches, VPNC cross connects, etc.), possibly enhanced with 
specific traffic control and management functions. Note that, for each VPN, only a limited number 
of physical nodes will be seen as VPN nodes. Moreover, the VPN nodes of a particular VPN may 
be different from those of another VPN. 

Access equipment 

The main function supported by access equipment is to multiplex several connections on the VPN 
access trunk. In addition, such equipment may host the mechanisms required for the control of 
individual connections, especially in the case of end-to-end control via private signalling and/or 
when the end-to-end connections of the VPN are statistically multiplexed. Finally, the access 
equipment may implement interworking functions so that non-native ATM services may be offered 
by the VPN service. The access equipment is typically composed of a service multiplexer or an 
access switch. Unlike the architecture discussed by Walters (1991), it is assumed in this paper that 
the access equipment belongs to the VPN and is operated by the VPN service provider. This is 
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probably the best way of further providing optimised outsourcing facilities (i.e., management of 
the customer network by the service provider). 

4. TRAFFIC CONSIDERATIONS 

4.1. Controlling End-to-end Connections 

Each ATM end-to-end connection should be established between the user and the access 
equipment via the negotiation of a traffic contract as specified in I.371 (1995). The connection is 
subsequently policed at the input of the access equipment according to the declared traffic 
parameters. For a non-native ATM service, some service parameters are declared at connection 
establishment. The connection is then policed at the service level via specific actions and service 
parameters are mapped onto ATM layer parameters via an Inter Working Unit. 

4.2. Controlling the Virtual Trunks of a VPN 

At the establishment of a VPN, each virtual trunk is assigned a global bandwidth. To protect other 
customers (in particular users of other VPNs) from excess traffic on a particular VPN, the 
bandwidth of each virtual trunk should be controlled by the network. Two cases have to be 
considered. 

Access Virtual Trunk 
The bandwidth of the access virtual trunk is implicitly controlled by the Connection Admission 
Control (CAC) function implemented in the access equipment. Indeed, when multiplexing all the 
end-to-end connections onto the access virtual trunk, the access equipment may use a buffering 
capability and a CAC algorithm to prevent any buffer overflow. The traffic control functions 
performed on individual connections (e.g., policing at access equipment input) together with the 
CAC further limit the load so that the bandwidth allocated to the access virtual trunk is not 
exceeded. 

Internode Virtual Trunks 
For the same reasons as for access virtual trunks, internode virtual trunks have to be controlled 
within the ATM network. In fact, congestion problems arise in the case of a "Y" structure, where 
the peak bandwidth of the output virtual trunk is less than the aggregate peak bandwidth of the 
input virtual trunks, and where the network does not take into account the bandwidth limitation of 
the virtual trunks at the establishment or the activation of the end-to-end connections. In this 
context, buffer overflow may occur at the output of the VPN node, possibly leading to QoS 
degradation for all the connections multiplexed in the output buffer. As suggested by Walters 
(1991), a special function, referred to as output policing, should be implemented at the output of 
the VPN node. 

However, the suitability of such a solution should be questioned from a VPN user view point. 
Indeed, while the service is designed to allow free handling of the individual end-to-end 
connections, VPN users expose themselves to sudden QoS degradation of their communications, 
without any prior indication from the network because output policing mechanisms freeze out 
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excess traffic with respect to virtual trunk capacities. In fact, it seems to be more desirable to 
provide the user with complementary mechanisms in order to prevent such situations. Two 
possibilities may be envisaged for this purpose : 
1. The instantaneous cell rate of a virtual trunk is not known by VPN nodes. In this case, VPN 

nodes are aware only of the allocated peak bandwidth of the virtual trunk and has to 
implement output policing. The end-to-end connections are freely handled by the VPN users 
without any prior authorisation by the VPN nodes. To avoid any QoS degradation due to 
output policing, end-to-end signalling may be used between the different VPN sites before 
the establishment of a new end-to-end connection to check whether the requested resources 
are available. Thus, each access equipment of the VPN has an image of the traffic 
configuration within the VPN. Nevertheless, the overhead due to the exchange of such 
messages between VPN sites may be significant and the response time of such a mechanism 
may be very large, leading to poor performance. Moreover, deadlock situations may occur if 
the traffic configuration is rapidly changing and such a mechanism is not adapted to elastic 
data applications, whose transmission rates are continually changing. 

2. The instantaneous cell rate of a virtual trunk is known by the VPN node. Since it is difficult 
to estimate the peak rate of an ATM connection via observation, the best solution is that the 
access equipment involved in the establishment or the modification of an end-to-end 
connection indicates the traffic parameters of this connection to the VPN nodes. Those VPN 
nodes check whether the peak cell rate increase is possible, given that the global bandwidth 
of each inter-node virtual trunk should not be exceeded. From a theoretical point of view, 
three possibilities may be envisaged to indicate the peak cell rate of a connection in an ATM 
network, namely network management, signalling (Q.2963, 1994), or Resource Management 
(RM) procedures. In particular, the ATM Block Transfer (ABT) capability based on RM 
procedures is perfectly adapted to the in-call renegotiation ofthe peak cell rate of a 
connection. 

Note that in the case where the instantaneous cell rate of a virtual trunk is known by the VPN 
node, the need for output policing disappears, since the network can prevent any overflow of the 
global bandwidth of a virtual trunk. 

4.3. Quality of Service of End-to-End Connections 

Impact of Traffic Shaping on the End-to-end CD V of VCs within a VP 
In earlier studies, it has been recognised (e.g., Boyer et a/., 1992) that traffic shaping is 
unavoidable for efficient usage of the network. The shaping function may actually be performed at 
the output of the access equipment (Boyer and ServeL 1995) or by the transit network, either as 
an associated function of the UPC or within the network node via the implementation of special 
queuing disciplines such as Fair Queuing, see Golestani (1994), Parekh and Gallager (1993), and 
Roberts (1994). The impact of traffic shaping by the network has to be carefully examined from a 
QoS point of view namely cell dispersion (Guillemin and Monin, 1992) affecting the end-to-end 
connections. Cell dispersion is also referred to as end-to-end Cell Delay Variation within the 
standardisation bodies (1.371, 1995). 

As a matter of fact, when several end-to-end connections (typically VCs), in particular real time 
connections (supporting for example voice communications), are multiplexed onto a VP, traffic 
shaping may result in a significant increase in cell dispersion on the end-to-end connections. This is 
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due to the fact that the only entity known by the network is the VP and cell spacing can only be 
performed at the VP level with no regard to the VCs. 

To prevent problems due to traffic shaping by the network, two solutions may be envisaged. 
I. Some VPs should be dedicated to real time end-to-end connections and contain only this type 

of connections; other VPs should contain non delay-sensitive connections (e.g., supporting 
data applications). To avoid the potential inefficiency of this partitioning, dynamic bandwidth 
sharing mechanisms, such as resource management procedures, may be used to share a global 
bandwidth (typically the peak bandwidth of a virtual trunk of a VPN) between the different 
VPs. Note that the cells of the different real-time end-to-end connections within a VP should 
be interleaved in such a way that cell spacing should not adversely disturb the time structure 
of a VC. Moreover, such a VP may have stringent requirements on the end-to-end CDV 
through the network (pseudo-synchronous VP). 

2. The second solution is to take into account the shaping function within the access equipment 
as in Boyer (1995). In this case, cells of real-time and non real-time end-to-end connections 
should be interleaved in such a way that cell dispersion objectives are met for real-time 
connections, given that the VPs supporting the different end-to-end connections may be 
altered by CDV within the network, which may perform traffic shaping (in particular cell 
spacing). This solution is the most attractive since the number of VPs to be managed is 
minimum, but may entail difficulties for building up a VP within both access equipment and 
VPN nodes if VPs are terminated within the network. 

Terminating a VP within the network 
Consider several VCs multiplexed onto an end-to-end VP, which is then supported by a VP-based 
network. The only entity known by the network is the VP, which is offered a QoS in terms of 
CLR and cell dispersion (say, "fyp). With regard to cell dispersion, it can easily be shown that the 
magnitude of cell dispersion affecting a particular VC within the VP through the network is equal 
to "fyp. Taking into account the prior multiplexing of VCs onto the VP, resulting in a cell 
dispersion of magnitude 'Ymux for the VC considered, the end-to-end CDV affecting the VC is 
equal to "iVP+"fmux· It thus appears that the VC multiplexing scheme plays a critical role with 
regard to cell dispersion for the VCs of a VP. In particular, depending on the VC multiplexing 
scheme, "fmux may take large values, incompatible with cell dispersion requirements for real time 
connections. In any case, the value of "fmux should be carefully evaluated for any multiplexing 
scheme. 

Let us now considered the reference configuration depicted in Figure 3, where VPs are terminated 
within the network. The previous discussion applies for each segment of the VPs. In particular, the 
end-to-end CDV on a VC is increased by the quantity "fswitch, which is the magnitude of cell 
dispersion introduced by the VC switch. In particular, "fswitch may be of the same order of 
magnitude as "fmux and should not take too large a value in order to be compatible with the end
to-end CDV requirements for real-time connections. This emphasises the need to evaluate 
carefully the increase in cell dispersion when multiplexing several real-time connections on a given 
VP. 

Moreover, if the VC switch is operated by a network operator different from the one operating 
the multiplexer, each incoming VC has to be policed at the VC switch access. The traffic 
parameters to be controlled (e.g., the peak cell rate by taking into account the associated CDV 
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tolerance 't for a given VC) should be determined. The CDV tolerance 't may depend on the CDV 
affecting the VP, the CDV experienced in the multiplexer, and the initial CDV tolerance 'to 

declared in the traffic contract negotiated between the user and the operator of the multiplexer. 
The initial CDV tolerance and the CDV altering the VP are known through the traffic contracts. 
Moreover, the CDV introduced by the multiplexer may be evaluated or at least upper-bounded. 
Consequently, at the set up of a VC, the access equipment should replace the CDV tolerance in 
the traffic with another CDV tolerance computed on the basis of the original CDV 'to, the CDV 
tolerance of the VP, and the CDV introduced by the multiplexer. 

It thus turns out that terminating a VP within the network requires the development of new tools 
in terms of signalling and further investigations with regard to traffic and congestion control, 
which have not so far been addressed within the standardisation bodies. 

VP I 

VP2 

'f-lp VP3 

Figure 3. Terminating a VP within the network. 

5. POSSIBLE ARCHITECTURES OF A VPN 

In view of the above discussion, two architectures are proposed for supporting a VPN. The first 
one relies on end-to-end cross-connected VPs. In the second proposal, VPs are terminated within 
the network and VCs are individually switched (or cross-connected). 

5.1. VP-based architecture (Access Switching) 

General description 

Virtual trunks are composed of several VPs (a VP per destination site) and VPN nodes are VP 
cross-connects (see Figure 4). End-to-end connections (VCs) are controlled at the input of access 
equipment and multiplexed on the relevant VP depending on their destination. End-to-end 
connections are not further seen by VPN nodes. If N is the number of sites of the VPN customer, 
each access virtual trunk is then composed of (N-1) bidirectional VPs (fully meshed architecture). 
N (N-1) bidirectional VPs are thus required to connect N sites. These VPs are said to be end-to
end in the sense that they are not terminated within the network (VP trails). 
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Figure 4. VPN based on end-to-end VPs. 

Bandwidth Sharing 

Virtualll\lllk 

VP 

-- End-I<H:nd connection 

The different VCs within a given VP share the transmission capacity of the VP. Dynamic 
bandwidth sharing may be achieved at the connection level through the set-up and release of end
to-end connections, and for a given configuration of end-to-end connections, via statistical 
multiplexing procedures, for instance by using the ATM Block Transfer (ABT), Available Bit Rate 
(ABR), or Statistical Bit Rate (SBR) transfer capabilities. Specifically, ABR and ABT procedures 
consist in dynamically negotiating the traffic parameters of a connection. The set-up and release of 
end-to-end connections require specific procedures (e.g., signalling facilities). 

Since the number of VPs per virtual trunk in this type of architecture may potentially take large 
values, it seems highly desirable to share dynamically virtual trunk bandwidth between VPs. As a 
matter of fact, static bandwidth allocation may lead to significant waste of network resources and 
to prohibitive cost for the customer. Such a dynamic bandwidth sharing mechanism may rely on 
RM procedures at the VP level or Network Management procedures. The former are faster than 
the latter and are well-adapted to relatively unpredictable traffic fluctuations between VPN sites. 
Network Management procedures may be used when traffic fluctuations are known in advance 
(e.g., periodic traffic fluctuations with a calendar). 

Connection Admission Control 

At the establishment (or modification) of an end-to-end connection (namely a VC), a traffic 
contract is negotiated explicitly or implicitly between the VPN user and the service provider. This 
connection is subject to CAC in the sense that: 
I . the access equipment checks whether it can support this new connection, namely that the 

peak bandwidth of the access virtual trunk is not exceeded and that the peak bandwidth of 
the relevant VP (i.e., the VP between the originating and corresponding sites) is not 
exceeded. These actions require a CAC local to the access equipment. 

2. possibly, the peak cell rate of the VP intended to support the new end-to-end connection may 
have to be renegotiated, given that the allocated bandwidth of each virtual trunk containing 
the end-to-end VP should not be exceeded. This may be achieved via a bandwidth sharing 
procedure (RM or Management) and amounts to performing a global CAC at the VPN level. 
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Advantages 

This architecture may support the target B-VPN service outlined in the previous section and meets 
the requirements stated above. Specifically, a QoS may be guaranteed for each end-to-end 
connection and optimal bandwidth sharing between connections may be achieved . Only minor 
enhancements of standard network elements are needed. Moreover, cell dispersion on end-to-end 
connections is limited, since the VPs are end-to-end and the end-to-end connections pass through 
only one VC multiplexing stage. 

Limitations 

The major drawback of the VP-based architecture is the need for a large number ofVP identifiers, 
which may be critical in a large network. Since the support of RM procedures by cross-connects 
may be needed for efficient operation of a VPN, a VP cross-connect should take into account the 
virtual trunk level when operating the network through RM procedures. Indeed, it should check 
that the sum of the peak cell rates of the VPs managed by an RM procedure does not exceed the 
value of the peak bandwidth allocated to the virtual trunk. This principle slightly increases the 
complexity of the bandwidth management within the cross-connects. 

5.2. VPNC-based Architecture 

General description 
A virtual trunk is composed of one VP and a VPN node is a VC switch or a VC cross-connect 
(see Figure 5). The access equipment controls and multiplexes end-to-end connections (VCs), 
regardless of their destination, onto the access virtual trunk, which is composed of a single VP. 
This VP-virtual trunk is terminated at the input of a VPN node. As shown in Figure 6, each VC is 
then independently switched or cross-connected toward different output VPs (inter-node virtual 
trunks). 

Vinual trunk 
- End-t.o-end connection 

Figure 5. VPNC based VPN. 

Bandwidth Sharing 
As mentioned in the previous section, dynamic sharing may be performed through set-up and 
release of end-to-end connections and via statistical multiplexing procedures. Concerning the set
up and release of end-to-end connections, two possibilities may be envisaged. An end-to-end 
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connection may be established and released on-demand by using network public signalling, thus 
reflecting the customer's time-dependent needs in terms of connections and resources. Another 
possibility consists in pre-establishing (by means of Network Management or Signalling) a pool of 
VCs and operating them through resource management procedures. While not used, the pre
established VCs are dormant (i.e., assigned a zero bit rate). When needed, a VC is activated via an 
RM procedure, which allocates to the VC the requested bandwidth. 

Connection Admission Control 

In the on-demand signalling solution, a mechanism should check whether the establishment of a 
new connection is possible, namely that the bandwidth of each virtual trunk (i.e., a VP) along this 
connection is not exceeded. This mechanism does not require any enhancement of standard 
network elements, since any standard switch or cross-connect should perform such a CAC 
function. In the pre-established VC case, such a verification has to be performed at each activation 
of a dormant connection. This action is part of standard RM procedures (e.g., ABT) and does not 
require any enhancement of the switches. 

Limitations 
The major drawback of the pre-established VC solution is that a huge number of VC identifiers 
(VCis) should be reserved for each customer. Approximately, for each VPN user, a VC should be 
pre-established between this particular user and each of his potential destinations. 

The on-demand signalling option requires the implementation of signalling capabilities within the 
access equipment and the availability of VC switching facilities. In this case, special management 
functions are required within a VC switch in order to recognise a VC as a VPN end-to-end 
connection and to route it to the appropriate virtual trunk. As a matter of fact, for reliability 
purposes in a public network, there are always several routes between two sites. If no additional 
functions are implemented within the switches (such as recognising that a VC belongs to a VPN), 
then it is quite possible to set up end-to-end connections outside the virtual trunks, which may 
entail complex network-dimensioning problems. Actually, a VC belonging to a VPN should be 
routed along virtual trunks in order to consume the bandwidth reserved for the VPN. An easy 
solution to this problem consists in reserving some VCis for the VCs belonging to a VPN, but this 
solution, however, presents the same drawback as the pre-establised configuration, that is the 
reservation of a large number of VCis per VPN. Other solutions may be envisaged, but at the 
expense of an increased complexity of the switches and establishment procedures (e.g., use of a 
data base). 

In conclusion, it turns out that in the signalling solution, enhanced signalling facilities are 
requested for establishing or modifying end-to-end connections. Furthermore, the set-up delay 
may be inappropriate in the case of connectionless traffic. The pre-established solution is relatively 
simple in terms of network element enhancements and seems quite easy to operate, but it 
consumes a large number ofVCI values. 

6. CONCLUSION 

A possible solution to offer the target Broadband VPN service described in this paper is to choose 
a VPN architecture integrated into the general ATM infrastructure, possibly by introducing 
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additional network elements such as service multiplexers at network edges. From traffic and QoS 
considerations, two VPN architectures have been introduced, one relying on end-to-end VPs and 
the other one on VPs terminated within the network and switched VCs. 

Some traffic and congestion control functions should be thoroughly described and analysed, for 
instance RM procedures to activate or deactivate end-to-end connections, multiplexing schemes in 
access equipment to meet delay requirements for real-time applications, etc. Furthermore, for a 
given architecture, a management system should developed. These issues will be addressed in 
further investigations. 
In fact, the final choice of a VPN architecture depends on the evolution of the general ATM 
architecture, in particular the location of VC switching, given that the traffic issues raised in 
Section 4 may apply not only to VPN but also to any ATM network. Notably, the increase of cell 
dispersion in multiplexing stages (switches or multiplexers) should be kept rather low. The 
feasibility of multiplexing schemes compliant with stringent CDV requirements may play a crucial 
role in the choice of the general architecture for future ATM networks. 
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