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Abstract 
A traffic management framework, which couples the usage parameter control (UPC) and connection 
admission control (CAC) functions in an ATM network, is described. The method incorporates an open
loop rate-reservation control mechanism to guarantee cell loss performance for high priority traffic and a 
feedback adaptive control mechanism for efficient utilization of the available network resources. A novel 
traffic control strategy, called a credit-based controller (CBC), is introduced to mechanize the dual goal 
of UPC and CAC. The CBC allows a user to send cells as untagged and tagged, or as untagged only. 
Untagged cells are protected in the backbone network nodes, whereas tagged cells are selectively discarded 
upon the onset of congestion. The amount of tagged traffic a user is allowed to send is governed by a 
CBC parameter, a, which is adaptively adjusted according to the traffic load in the network. 
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1 INTRODUCTION 

The high link speed, the diverse quality of service requirements and the widely different traffic characteris
tics render traffic management in ATM networks a relatively complex task. For example, at the link speed 
of 600 Mb/s, a 53 byte ATM cell needs to be transmitted in about 0.7 p.s. Cell processing schemes used 
in ATM networks must, therefore, operate at a comparable speed. This fast processing speed can only 
be achieved by simplifying the processing schemes. Also, the large propagation delay-bandwidth product 
in high speed networks render reactive control impractical. For this reason, preventive rate-based control 
strategies are likely solutions for cell-level congestion control in ATM networks. Network control has to be 
administered at the call and cell levels using Connection Admission Control (CAC) and Usage Parameter 
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Figure 1 An ATM Network Partition 

Coontrol (UPC), respectively. CAC restricts the number of on-going calls admitted into the network, 
while UPC ensures that the on-going calls obey the connection establishment agreement. 

The network must provide satisfactory Quality of Service ( QoS) for different connections. These re
quirements are usually measured in terms of end-to-end cell loss rates, cell delay and delay variation. An 
effective congestion control scheme should be able to provide both guaranteed QoS and best effort QoS 
for users in order to achieve an economical and efficient use of the network resources. It is also desirable 
to allow a user to make cell loss rate and cell delay tradeoffs. 

Broadband traffic is in general unpredictable. Because of this, it is not always possible to completely 
characterize, e.g., a VBR source, by using just a few traffic parameters. Moreover, the derivation of 
flexible and robust control strategies that incorporate both traffic parameters and QoS requirements is 
not a simple task. In the formulation of a flow /congestion control framework, we must strive for (i) 
eimplicity, (ii) efficiency, (iii) flexibility, and (iv) robustness. 

Following the above design principle, we propose a congestion control structure consisting of an open
loop rate-based control mechanism to offer cell loss rate guarantee and a closed-loop adaptive control 
mechanism to provide best effort service. This combination enhances network resource utilization. 

The proposed control structure offers the following salient features: 

e Simplicity in implementation. 
e Efficiency in network resource utilization. 
e Flexibility in allowing effective tradeoff between cell loss and cell delay performance. 
e Robustness in that noncompliant users cannot interfere with guaranteed services. 

Au ATM network is a mesh connection of multiplexers and switches. For the purpose of investigating a 
framework for traffic management, we consider a network partition consisting of a tandem connection of 
boundary and internal nodes (see Fig 1). 

Traffic sources with large peak rates (say, larger than 1/10 of the ATM link capacity), high burstiness 
(ratio of mean to peak rate smaller than, say, 1:10) and long burst lengths (say, larger than a few hundred 
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cells) require large buffer spaces. It is generally believed that the transmission and control of this type 
of sources require much more dedicated network resources (Lau and Li 1993, Roberts 1991]. For sources 
with long bursts, resource reservation on a burst basis appears to be attractive (Doshi and Heffes 1991, 
Turner 1992]. In our work, we assume bursty sources, but with mean to peak rate ratios greater than 
1:10. 

We assume that the different input flows at a network access point are statistically independent. One 
implication of this assumption is that the network cannot assume that individual users will act in the 
best interest of the network or other users. For the connection-oriented services to be efficient, we assume 
that the holding time of a connection is much longer than the setup time, which is roughly equal to a 
round-trip end-to-end propagation delay. 

The traffic management structure is comprised of a set of control functions: (i) a connection admission 
control ( CAC) performed at an access point based on the information sent from all the nodes along the 
route, (ii) a usage parameter control (UPC) performed at the access point, (iii) an adaptive adjustment of 
the UPC parameters at the access point, based on feedback control indications from the output buffers of 
all the relevant nodes, and (iv) measurements at the ingress and egress ports of switch nodes supporting 
the connection. 

The paper is organized as follows: In Section 2, we briefly describe the credit-based controller (CBC) 
for traffic regulation. Connection admission control, buffer dimensioning and usage parameter control 
based on the credit-based controller are discussed in Section 3. The information provided in sections 2 
and 3 completely defines the open-loop control. In Section 4, the issues on adaptive adjustment of the 
weighting parameter of the UPC and the selective cell discarding mechanism are discussed. In Section 5, 
we compare the performance of the proposed control structure with those of related work reported in the 
literature. Finally, concluding remarks are given in Section 6. 

2 CREDIT-BASED CONTROLLER 

The core element in the proposed traffic management structure is the credit-based controller described in 
(Ren and Mark 1995]. The CBC, consisting of a data buffer and a credit counter, is a UPC device whose 
parameters also serve as the basis for connection admission control. Cells waiting to be sent are stored in 
the data buffer. Cells can be sent untagged by consuming positive credits, if any, or tagged by borrowing 
credits when the credit level is too low. A source (user) has the option of sending only untagged cells 
(if cell loss guarantee is desired) or untagged and tagged cells (if best effort). Credits, which represent 
permits for cell transmission, are accumulated at the rate A, up to a maximum value H. In general, the 
sending of an untagged cell consumes l units of credit where l is proportional to the cell length. For fixed 
size cells, as in ATM networks, l = 1. 

Let A be the arrival rate and p be the peak cell rate. The minimum spacing between two successive cells 
sent by the CBC is 1/p (p > .X). When credits are consumed faster than it is accumulating, the credit level 
will eventually diminish to below 1 unit. At this time, the user can choose one of two options: (i) delay 
sending until enough credits have accumulated and then send as untagged cells or (ii) send as tagged cells 
immediately if borrowing is still permitted. Sending a tagged cell will consume a, (0 ::; a ::; 1), credits. 
The tagged cells may be discarded in the backbone network when congestion is imminent. The value of 
the parameter a is adjusted adaptively according to the traffic load (perhaps measured) along the route 
of the end-to-end connection. When the traffic load is low, a will be set to a small value and only a small 
amount of credit is consumed by sending a tagged cell. In contrast, if congestion is imminent, a will be 
adjusted progressively to approach 1. The credit level will eventually be driven to the negative limit L 
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Figure 2 A Flow Chart of the CBC Operation 

(ILl is the maximum borrowing power) if the user continues to send tagged cells. When the credit level 

reaches the negative limit L, sending tagged cells is suspended until the credit level becomes greater than 

L +a again. 
At connection establishment time, the counter value X is set to 0. The CBC then operates as follows: 

1. (data buffer non-empty) If 1 :'0 X :'0 H, the cell at the head of the queue is transmitted every 1/p 
slots; if L +a :S X < 1, depending on the option the user chooses, either the cell at the head of the 

queue is tagged and transmitted every 1/p slots or the cell is delayed and transmitted as an untagged 

cell later when X > 1. 
2. (data buffer empty) If the elapsed timeT since the last cell transmission is at least 1/p slots, the 

arriving cell is considered for transmission as in step 1; otherwise, it waits until T 2: 1/p slots. 

3. (update of X) Whenever a cell is considered for transmission, X is updated as min( X+ >.T, H). 

Following the transmission of an untagged cell, X is decreased by 1; following the transmission of a 

tagged cell, X is decreased by a. 
4. (negative limit) If a user persists in sending tagged cells when a> )..jp, it will eventually drive the 

credit level to L. When this happens, a tagged cell can only be sent when X 2: L +a. This effectively 

constrains the long term maximum transmission rate of the tagged cells to min(>.ja,p). 

A flow chart portraying the operation of the CBC is shown in Fig. 2. 

Remark 1: If a user chooses the delay option when the credit level becomes zero, the CBC emulates the 
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behaviour of a buffered leaky bucket combined with peak-rate regulation. The burstiest traffic pattern 
of the untagged traffic transmitted from the CBC is a periodic on/off process with burst length 

b = Hf(p- >.), (1) 

silence period 

s=Hf>. (2) 

and peak rate p. By properly dimensioning the buffers and performing admission control, t.he cell 

loss/delay performance of the untagged cells can be guaranteed, as will be shown later. 

Remark 2: The long time average rates of the untagged traffic and the total traffic (including the 

untagged and tagged cells) are bounded by>. and min(p, >.fa), respectively. The peak-rate of the total 
traffic can never exceed p. The burst length of the untagged cells is bounded by b. Moreover, the 
bursts of a full length b are interleaved by silent periods (with respect to the untagged cells) whose 
lengths are at least s. In particular, when a = 1, if the send option is chosen, the burstiest pattern of 
the total traffic is again a periodic on/off process with burst length 

b = (H- L)f(p- >.), (3) 

silence period 

s=(H-L)j>. (4) 

and peak rate p. Compared with the case where the delay option is chosen, the two burstiest traffic 
patterns have the same average rate >. and the same burstiness factor d = >.jp. The only difference is 
that the burst and silence lengths are extended by a factor of ( H- L) /H. If we consider the untagged 
traffic alone, it is a periodic on/off process with burst length b, peak rate p and silence period length 

b + s- b. 
Remark 3: When the credit level is less than 1, the CBC gives the user the flexibility to choose either 

the delay option or the send option. When a user chooses the send option, the credit level may move 
towards the negative limit. The value of a determines the speed of the movement. As the values of a 
changes from 1 to 0, we obtain a spectrum of control strategies. At one end of the spectrum is a = 1 
where sending a tagged cell consumes the same amount of credit as an untagged one. To restore the 
credit level so that cells can be sent without being tagged, the CBC needs to suspend sending for some 

time interval. However, by choosing the send option, the user can get earlier access to the network. 
The send option can be particularly useful for delay sensitive services. When a becomes smaller than 
1, a cell stream with average rate larger than >. can be sent to the network through the CBC. As a 
decreases, the constraint becomes loose. At the other end of the spectrum is a = 0, where sending 
tagged cells does not have any effect on the credit level. The only limit on sending tagged cells is 
the peak-rate constraint p. Therefore, the weighting parameter a provides us a tuning device between 
the system constraints and the service flexibility. In our control framework, a is adaptively adjusted 
based on the measurement/estimation of the network loads to enhance network efficiency. Users can 

choose the delay option when the services are loss sensitive and a is large, or choose the send option 

if services are delay sensitive and a is small. In general, when a is not very large, tagged cells are very 
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likely to get through the network without being dropped. By exploiting the opportunity of sending 
tagged cells, users are able to send bursts of VBR traffic quickly and economically. 

3 ADMISSION CONTROL, BUFFER SIZING AND USAGE 
PARAMETER CONTROL 

Because of the diversity and uncertainty associated with integrated services, traffic modeling is a rela
tively difficult problem. Restrictions imposed on the number of the parameters permissible in the traffic 
descriptor makes traffic characterization even more ambiguous. Thus, real-time Connection Admission 
Control (CAC) and Usage Parameter Control (UPC) based on traffic models may not be viable. In order 
t.o avoid the ambiguity in traffic characterization, we choose three parameters .X, H and p in the CBC 
as the basis for contract negotiation between the users and the network. Given the values of these three 
parameters, the worst traffic pattern of the untagged traffic can be easily identified. When a connection 
request. is accepted, the network is obligated to satisfy Quality of Service (QoS) requirements for com
pliant connections. Excess loads arising from noncompliancy are regulated by the CBC. Since the worst 
traffic pattern is solely determined by the parameters A, Hand p, uncertainty and ambiguity of the traffic 
characteristics do not impose adverse effect on CAC or UPC. 

The worst traffic pattern of the untagged cells outputted from the CBC is a periodic on/ off stream 
which can be completely characterized by the triple (p, .X, b), where b is the burst length defined earlier. 
To explicitly specify the amount of information contained in a burst, we use b' = pb to represent the 
number of cells in a burst. 

When a user requests a connection, it estimates the three parameters (.X, p, H) for the CBC based on 
performance requirements, cost considerations and a knowledge of its traffic characteristics. The three 
parameters are then submitted to the CAC unit and are converted to the parameter triple (A, p, b'). 
The CAC then chooses a route for the connection and sends a connection_request to nodes along the 
route to ensure that the suggested parameters are acceptable by all the nodes. A decision at a node is 
made by taking into consideration the CBC parameter values for all existing connections and the new 
connection_request as well as the nodal resources. If a decision to accept is made, the connection_request 
is forwarded to the next node along the route and the nodal resource for the new request is reserved. 
The process is repeated until the connection_request reaches the destination node where a connection_ack 
is sent back to the user. If the connection_request is denied at any node, a connection_deny message is 
directly sent back to the user and all the reserved network resource for this request is released. The CAC 
may suggest a set of new parameter values for the user. The user can renegotiate the parameter values 
with the CAC or wait and resubmit a new connection request later. 

Next, We derive the conditions for connection acceptance. First, we consider only the untagged traffic. 
We assume that all users will take the delay option since this requires the most network resources. If a 
user claims it will take the send option, the procedure to be described later can be modified accordingly to 
accept more calls. To simplify the CAC procedure, we assume that the connection acceptance decision is 
made solely based on the cell loss performance. The cell delay performance can be bounded by the buffer 
size under an FCFS discipline. Consider the fluid flow model for a multiplexer at the access point with 
buffer size B and link capacity c. The inputs to the multiplexer are a number of independent periodic 
on/off fluid flows, with the ith flow characterized by (.X;,p;, b:J. In [Bensaou, Guibert and Roberts 1990], 
a fluid-flow queue fed by the superposition of multiple on/off sources with generally distributed on and 
off periods has been analyzed using the Benes result. An upper bound of the cell loss rate in the buffer is 
derived. The results are applied to our periodic on/off sources case. The accuracy of the approximation 
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Figure 3 Cell Loss Rate vs. Buffer Requirement I 

to this particular case has been examined in [Roberts, Bensaou and Canetti 1993] and is found to be 
very good. However, the computation includes a numerical integration which is rather CPU intensive and 
apparently cannot be performed in real time for CAC. Fortunately, we can do numerical computations 
off-line and deduce guidelines for CAC and buffer dimensioning. 

In the sequel we examine two numerical examples. To simplify computation, only homogeneous source 
cases are considered. In the first example (Fig. 3), the traffic intensity is fixed at 0.8, and the burst factor 
d, given by d = >.jp, is fixed at d = 0.2. The channel capacity cis measured by the number of sources it 
can accommodate under peak rate assignment. Thus, c = 10 indicates that the peak rate of any source 

is 1/10 of the channel capacity. For c = 10, N = 40 sources can be multiplexed onto the output link. For 

a link speed of 600 Mbjs, this is interpreted as multiplexing 40 sources, each of which has a peak rate of 

GO Mb/s, an average rate of 12 Mb/s, a burst length of b' cells per burst and a silence length of 4b. It is 
noted that the buffer size is measured in terms of the number of bursts with length b'. A larger c actually 
means multiplexing more sources with a lower peak rate. We plot the relationship between the cell loss 

and the buffer size requirement in Fig. 3 for different combinations of c and N. The solid line corresponds 

to the case of N = 40 and c = 10. To achieve a loss rate lower than 10-8 , a buffer size of about 12b' is 
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Figure 4 Cell Loss Rate vs. Buffer Requirement II 
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required. As N increases and c decreases, the buffer requirement increases first. It attains the maximum 
of about 17b' at N = 240 and c = 60. This corresponds to multiplexing 240 sources each of which has a 
peak rate of 10Mb/sand an average rate of 2 Mb/s on a 600 Mb/s ATM link. The buffer requirement 
then decreases as N increases further. This observation is in keeping with our intuition that, for a given 
b', the buffer size requirement for the periodic on/off sources will be bounded by Nb'. When N increases 
starting from N = 1, the buffer requirement increases initially. However, for sufficiently large N, the 
superposition of N sources tends to be smoothed out because of the law of large numbers, which requires 
a smaller buffer size. Thus, the buffer requirement attains the maximum at moderate value of N. It is 
also noted that, in general, the buffer size requirement is not very sensitive to the different combinations 
of c and N for modest c's (N's). For small and large values of N, the buffer requirement decreases. 

A second example being considered represents the case of burstier sources (with burstiness factor 
d = 0.1) but smaller utilization, p = 0.6 (see Fig. 4). For a loss rate lower than w-8 , the buffer requirement 
attains a maximumof10b' at N = 90 and c = 15. This represents the case ofmultiplexingN = 90 sources, 
each of which has peak rate 40 Mb/s, average rate 4 Mb/s, burst length b' and silence length 9b. It is 
noted that in a fluid flow model, only the cell loss at the burst level is accounted for, while the micro 
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dynamics inside the bursts are ignored. Considering the cell loss at the cell level, the buffer size should 
be augmented by about a few tens of cell spaces, a buffer size required in an M/D/1 queue with the 

same utilization. Again, we observe that the buffer size requirement is not very sensitive to the different 

combinations of c and N except for very large c's (N's). 
Buffer dimensioning and CAC are closely related. We can either dimension the buffer size and perform 

CAC based on the buffer size or determine the CAC procedures and choose a suitable buffer size. Suppose 

we take the former approach, i.e., we fix the buffer size B based on the maximum queueing delay at a 
node (which is bounded by the buffer size under an FCFS discipline). Suppose user i, with parameters 

(>.;,p;, b:J, requires a connection from a network operating on the conditions specified in Fig. 4. CAC at 
the multiplexer can be performed by checking the following conditions: 

e the peak-rate p; is at most 1/10 of the link capacity c: lOp; ~ c, 
e the burst length (in cells) is at most 1/10 of the buffer capacity B: lOb: ~ B, 
e the total utilization (including the new connection) is lower than 0.6: 2:; >.;fc = p ~ 0.6, 
e the burst factor d; is larger than or equal to 0.1: d; = >.;fp; 2: 0.1. 

If all the above conditions are satisfied, the connection can be accepted by the multiplexer at the access 
point. Otherwise, it is rejected. It is very easy for the CAC unit to check these conditions in real-time. 

Because each output buffer of an internal switch node can be viewed as a multiplexer, CAC in an 
intermediate node can be performed in the same way by using the CBC parameters. In an intermediate 

node, the CAC outlined here is somewhat conservative, as the smoothing effect of the queueing on the 

sources has been ignored. To utilize the network resources more efficiently, as suggested in [Ren, Mark and 
Wong 1994], an approach of characterizing the smoothing effect needs to be developed for the periodic 

on/off sources. A connection is considered accepted only when it is accepted by all the nodes along its 
route. If the connections are accepted following this procedure and the selective cell discard mechanism 

(discussed later) works properly, the loss rate of untagged cells will be guaranteed. 
Returning to the numerical examples, suppose the buffer size of a multiplexer/switch node is 1,800 cells. 

For the first example, each source can send a burst up to 100 untagged cells at peak rate at utilization 
0.8; while in the second example, a source can send a burst of 180 untagged cells at utilization 0.6. If a 

user wishes to send a longer burst with guarantee, it can still do so by requesting a >. larger than the 

source average rate. 
Because CAC is performed by using the parameters of the CBC, usage parameter control of untagged 

cells can be performed efficiently by restricting the input traffic to conform to the traffic pattern deter
mined by the CBC parameters in real-time. 

The control of tagged (low loss priority) traffic is realized by properly setting L for the CBC. In 
conjunction with the selective cell discarding, the impact of tagged cells on untagged cells can be made 
minimum. The selection of L should strive for an effective tradeoff between flexibility and controllability. 
For simplicity, we consider the case L = -H. With this value of L, if a user chooses the send option, it 
can double the burst length to 2b' when a = 1, which signifies a potential congestion in the network. The 
silence period is doubled accordingly (see (3) and (4)). If all the users send traffic following the burstiest 

traffic pattern, the loss rate over all (untagged and tagged) cells can be evaluated from Figs. 3 and 4. 
Because the burst length is doubled, the buffer size should be scaled by 1/2. For the first example, the 
maximum total loss rate 3.5 x 10- 5 is attained when N = 160 and c = 20 for a buffer size 9b' (here b' 
is the burst length of the total traffic in cells). The untagged cell loss rate is guaranteed to be smaller 
than 10-8 by the selective cell discarding mechanism at each node. Because half of the cells in a burst 

are tagged ones, by ignoring the loss of untagged cells, the loss rate of tagged cells is approximately 

7 x 10- 5 . Under the parameter setting L = -H, a rather flexible transmission is possible for all users. 
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For instance, a user who has underestimated its network resource requirement at the connection setup 
stage can send a substantially larger/bnrstier traffic to the network if the network is not heavily loaded 
(when a is small). The only performance degradation caused by this user to the untagged traffic from 
other users is a slight increase in the queueing delay. Also, for cost consideration, a user may reserve 
less network resources than it really needs to take advantage of the low cost transmission of tagged cells. 
The network adaptively adjusts the parameter a for different connections so that the network resources 
unused by the untagged cells can be fairly shared by all the existing connections. If a stricter loss rate is 
required for the tagged cells, the absolute value of the negative limit can be set smaller. 

4 ADAPTIVE ADJUSTMENT OF WEIGHTING PARAMETER AND 
SELECTIVE CELL DISCARDING 

The performance of untagged cells can be guaranteed by the CAC and the UPC by considering the 
worst case traffic pattern. Under normal operating conditions, users probably will generate traffic which 
is substantially better than the worst traffic pattern. Also, it is very unlikely that the network will 
always operate in a high utilization for the untagged cells alone. These two factors in general will lead 
to underutilization of the network resources. Because of the unpredicability of the user behaviour, any 
guaranteed service relying on sending tagged cells appears impossible. However, the network resources 
unused by the untagged cells provide an economical vehicle for applications which can tolerate certain 
degree of cell loss. If CAC is performed following the example in Fig. 3 and the untagged cells actually 
constitute a utilization of 50%, to attain a total utilization of 70%, the utilization contributed by the 
tagged cells should be 20%. In addition, to prevent users from overbooking the network resources when a 
great uncertainty exists in the source traffic characteristics, it is necessary to allow the users to use more 
network resources than they claimed at the connection setup stage, at the risk of a potentially higher 
cell loss rate. The objective of adaptively adjusting the weighting parameter a is to allow users to have 
enough network resources when the network traffic load is low and receive a fair share when the traffic 
load is high. 

We argue that any sudden surge of the network traffic load occurs only when relatively large connections 
(with large rates and long burst lengths) are accepted into the network. There are several reasons that 
support this argument: First, the traffic from a single user only constitutes a small fraction of the total 
traffic; a short surge which is relatively large with respect to the traffic source is small compared with the 
high link capacity and is likely to be absorbed by well dimensioned buffers. Because all the users behave 
independently, it is very unlikely that several short surges from different sources will overlap. Secondly, 
the higher layer flow control protocols should limit a long life surge from entering the network. Finally, 
the CBCs further regulate the input traffic: The peak-rate of the total traffic is restricted top and so long 
as a is greater than A, sending untagged cells at peak rate p will push the credit count to the negative 
limit. This will not only reduce the rate of sending tagged cells, but also have a negative effect on sending 
untagged cells. Based on these arguments, adaptive adjustment of a can be targeted on the congestion 
from medium term to long term. 

Suppose the individual output buffers of switches and multiplexers are equipped with adaptive con
trollers, each with the responsibility to measure/monitor the local traffic behaviour. The measured param
eters are then filtered and converted to control information for adjusting a. A simple approach is to use a 
multiplicative increase/ additive decrease algorithm tailored from the additive increase and multiplicative 
decrease algorithm in [Chiu and Jain 1989) to update a. In particular, an adaptive learning mechanism 
[Narendra and Thathackar 1989] could be attractive in this application. The updating of a is essential 
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only when a connection is accepted or an existing connection is terminated when the traffic load is high. 
Because the holding time of a connection is much longer than the propagation delay and the sudden surge 
caused by other factors is negligible, the negative effect of propagation delay on the adaptive control is 
limited. Furthermore, because acknowledgment of acceptance of a new connection takes one end-to-end 
propagation delay, controllers usually have enough time to send the updated a to most users sharing 
the same output buffer. Therefore, the CBCs can react quickly to sudden surges caused by accepting 
new connections. Oscillations seem to be unavoidable due to the long propagation delay in a wide area 
network [Fendick, Rodrigues and Weiss 1992). However, because adjusting the values of a virtually does 
uot affect the performance of untagged cells, the control structure is rather robust to oscillations in the 
adjustments of a. Alternatively, feedback signals for adjusting a can be sent from the local controllers 
periodically. As indicated in [Faber, Landweber and Mukherjee 1992), the update period should be at 
least a round-trip propagation delay, which is in the range of 50ms for a continent-wide ATM network, 
to ensure that the effect of the last update is seen by the controllers. 

Because of the presence of CAC and UPC, sending untagged cells alone will not cause network con
gestion. However, the sending of tagged cells is only loosely controlled. A temporary overload may occur 
iuside the network. When congestion occurs at a node due to excessive tagged cells, it becomes necessary 
to selectively discard tagged cells to protect untagged cells. A threshold-style space priority mechanism 
can be adopted at the multiplexers and the output buffers of intermediate switch nodes. The major ad
vantage of the mechanism is simplicity and good protection of untagged cells [Bala, Cidon and Sohraby 
1990, Elwalid and Mitra 1992). For example, the mechanism may discard tagged cells when the buffer 
occupancy exceeds the threshold B1 (B1 < B). All incoming cells are accepted if the buffer occupancy 
is less than B 1 and untagged cells are discarded only if the buffer is full. Service to cells already in the 
buffer is provided on an FCFS basis. Hence, resequencing is not necessary. The threshold B 1 controls 
t.h" tradeoff between the delay of untagged cells and the loss rate of tagged cells. By suitably choosing 
the threshold B 1 , the mechanism can provide a good protection for untagged cells while achieving a 
reasonably low loss rate for tagged cells. 

By instituting different limits for borrowing, the CBC can handle more than one class of tagged cells. 
However, this can lead to multiple loss priorities. The selective cell discarding algorithm can be easily 
modified to handle multiple priorities. The tradeoff is between the increased fairness and the increased 
complexity. 

5 COMPARISON WITH RELATED WORK 

The work described here has been motivated by related works reported in the literature. The tagging 
and selectively discarding of excess cells have been proposed, e.g., in [Eckberg, Luan and Lucantoni 
1990). Using the UPC parameters as the basis for contract negotiation is proposed in [Eckberg, Luan and 
Lucantoni 1990). The idea is further explored in [Kvols and Blaabjerg 1992, Roberts, bensaou and Canetti 
1993], where numerical results of the periodic on/off queues are obtained by using the approach developed 
in [Bensaou, Guibert and Roberts 1990]. Nevertheless, our proposed traffic management framework is 
unique. In this section, we compare our work with the leaky-bucket and eqnivalent bandwidth approaches. 
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5.1 Leaky-bucket and its variants 

The leaky-bucket mechanism is a very popular rate/burst control scheme. As mentioned before, the CBC 
is similar to a leaky-bucket if a user only chooses the delay option. There are numerous variants of leaky
buckets. One of the generalized leaky-bucket approaches considered in the literature tags cells when the 
token pool is empty (corresponding to the zero credit in the CBC) and the data buffer is full [Eiwalid and 
Mitra 1991]. However, the CBC is different from the generalized leaky-bucket in that it lets the tagged 
cells consume credit in a controlled manner - it allows the credit level to go negative but requires a 
positive credit level before the user is allowed to send untagged cells again. Thus, the CBC provides a 
more flexible way for users to tradeoff between the delay performance and the loss performance while 
giving a better regulation on both the tagged cells and the untagged cells. The worst case total traffic 
pattern outputted from the CBC is easily predicted. Moreover, the parameter a in the CBC serves as a 
tuning parameter between the system controllability and the service flexibility. By adaptively adjusting 
a to match the traffic load inside the network, an efficient tradeoff could be achieved. These properties 
are not shared by the leaky-bucket and its variants. 

5.2 Equivalent bandwidth approach 

An approach of congestion control has been developed by [Guerin and Giin 1992]. in [18] based on 
the concept of effective bandwidth [Guerin, Ahmadi and Naghshinch 1991]. UPC is performed by leaky
buckets and peak-rate regulators. One major advantage of the equivalent bandwidth is that the equivalent 
bandwidth of Markov modulated on/off sources can be simply computed from a few traffic descriptor 
parameters and the equivalent bandwidth of multiple sources is additive. Thus, CAC based on the equiv
alent bandwidth can be performed in real-time. However, estimates of the equivalent bandwidth makes 
use of Markovian property in the source traffic. In particular, the concept cannot be straightforwardly 
extended to the periodic on/off process. Furthermore, because of the tradeoff between access delay and 
efficiency, the equivalent bandwidth of a source traffic is not easily controlled by a UPC device. Therefore, 
when users try to fully use the network resource regulated by the UPC, a significant increase of the cell 
loss rate is observed in the multiplexer (see examples in Fig. 6 and Fig. 7 of [Guerin and Giin 1992]). In 
contrast, the CAC proposed here is solely based on the parameters of the UPC device. This completely 
eliminates the uncertainty and ambiguity in the source traffic. In the proposed control structure, the 
UPC can strictly limit the output traffic to stay in the range specified by the UPC parameters. Thus, 
well-behaving users are protected. The excess cells sent by misbehaving users are either blocked outside 
of the network by UPCs or are tagged as low priority cells. We feel that the decision to fully use the 
network resources reserved by the UPC belongs to the user. A disadvantage in CAC based on the UPC 
parameters is a lower utilization if the users do not make full use of their reserved network resources. 
This problem is overcome by allowing other users to send tagged cells. 

6 CONCLUDING REMARKS 

We have proposed a new end-to-end traffic management framework for an ATM network. The core element 
in the control structure is the credit-based controller (CBC) for implementing the UPC and the use of 
the CBC parameters as the basis for decision-making by the CAC. The scheme has potential to satisfy 
all four traffic management goals: simplicity, flexibility, efficiency and robustness. 
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Further work will he directed toward understanding the performance of the CBC and the dynamics of 
adaptive feedback control. 
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