
22 

Experiences using Corba to build 
telecommunications applications 

Do van Thanh a and Jan A. Audestad b 

aEricsson AS c/o Center for Technology at Kjeller, P.O Box 70, N-
2007 Kjeller, Norway. Phone: 47 63 814570, e-mail: dvt@unik.no 

hTelenor AS, P.O. Box 6701 St.Olavs plass, N-0130 Oslo, Norway. 
Phone: 47 22 779952, e-mail: Jan-Arild.Audestad@s.hk.telenor.no 

Abstract 

In the framework of the SANDRA project at the Center for Technology at Kjeller, a TINA 
Distributed Processing Environment (DPE) is realised using a CORBA-implementation. 
This DPE is intended for the design and implementation of telecommunications applica
tions. Ideally, the environment must be able to support all types of telecommunications ap
plications but for the time being, focuses are primarily directed to mobile applications. Tel
ecommunications applications are usually distributed, soft real-time and at the same time, 
data-intensive applications. This puts severe requirements on the platform. This paper iden
tifies two problems encountered when using CORBA, namely the lack of stream interface 
and integration of database. Each problem is described thoroughly and a solution is pro
posed. 
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1 INTRODUCTION 

The main goal of the SANDRA (Services And Network Database Research Activity) 
project at the Center for Technology at Kjeller is to try out the concepts and principles of 
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TINA (felecommunications Information Networking Architecture) [TINA-C 94-1] in the 
specification, design and implementation of telecommunications applications. Since there 
are many types of applications which are very different such as multimedia, interactive, vir
tual, etc., the project will, in the first phase, concentrate only on mobile applications. As a 
case of study, Universal Personal Telecommunications (UPT) [CCITT F.850], [ITU-TS 
F.851] will be designed and implemented in a TINA-compliant manner. A COREA-imple
mentation [OMG 91-1], ORBeline, from PostModem Computing Technologies, Inc. is 
used as TINA-DPE (Distributed Processing Environment) [TINA-C 94-2], [TINA-C 94-3]. 

The paper starts with a description of the SANDRA's DPE. Then, in the following chap
ters, the design and implementation of stream on CORBA and the integration of database 
are carried thoroughly. 

2 THE SANDRA'S DPE 

The SANDRA's DPE consists of two sites, one at the Center for Technology at Kjeller and 
one at Telenor Research & Development at Trondheim. Each site consists of several SUN 
workstations running SunOS or Solaris and communicating with each other through TCP/ 
IP on Ethernet. The two sites are then connected by an ATM-based Supemet. ORBeline is 
installed in every machine to form a Distributed Processing Environment. Computational 
objects on different machines can then interact with each other to realise service. To pro
vide persistence storage, an Oracle database is used at the Kjeller-site while ClustRa, a net
work database developed by Telenor is used at the Trondheim-site. 
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Figure 2.1 The SANDRA's Distributed Processing Environment. 
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3 STREAM INTERFACE 

According to the TINA-C Computational Modelling concepts, a computational object may 
have two types of interfaces, namely operational interface and stream interface [TINA-C 94-
2]). The interactions that occur at an operational interface are structured in term of invoca
tions of one or more computational operations and responses to these invocations. A stream 
interface is an abstraction that represents a communication endpoint that is the source for 
some information flows and a sink for some other information flows. When objects interact 
via stream interfaces, the information exchange occurs in the form of streams flows be
tween objects. 

Stream interface is particularly important in telecommunications because the most basic 
and ultimate service of telecommunications is naturally to offer communications, i.e. to es
tablish a connection between two or more endpoints for information flows. The information 
flow can be voice, data, graphic, etc. As shown in figure below, a stream can be used to 
represent a telephone connection between two users. The signalling necessary to initiate the 
establishment can be represented by operations. 

Figure 3.1 Example of using stream paradigm to model telephony connectivity. 

Unfortunately, the OMG CORBA does not support stream interface. In SANDRA project, 
it is agreed that TINA principles and concepts should be followed as far as possible but it 
is also important to be able to implement telecommunications applications on the realised 
platform. 

The stream concept must therefore be designed, implemented and added on the platform 
such that computational objects may have stream interface and that it is possible to estab
lish a stream between two or several computational objects. In the following paragraphs, 
the specification, design and implementation of stream will be carried. Difficulties encoun
tered will also be discussed in details. 

3.1 Specification and limitation of the stream implementation 

As specified by TINA-C. it should be possible to establish a stream between two or more 
computational objects. A stream is unidirectional and is a sequence of bit. A computational 
object may have one or more stream interfaces. Further, it should be possible to bind inter-
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nally two stream interfaces belonging to a same object. A stream can be released by the 
source, the sink or a third object called Communication Session Manager (CSM) [TINA-C 
94-3] which will be discussed later on. 

~ 
~ 

Figure 3.2 Binding two stream interfaces belonging to the same object. 

Due to the limitations of the existing interprocess communications mechanism, some im
portant quality of service parameters of stream such as bandwidth, throughput, bit error 
rate, etc. and the synchronisation between stream can not be implemented. This has howev
er minor consequence for mobile applications. 

3.2 Design of the stream 

As defined by the TINA-C Connection Management Architecture [TINA-C 94-3], the bind
ing of stream interfaces have to be done explicitly. The object that provides the service for 
binding stream interfaces is the CSM (Communication Session Manager). A client object 
can specify the references of the interfaces it wants to be interconnected plus the character
istics of the connection, e.g. QoS parameters. As shown in figure below, a stream between 
two objects A and B is initiated by a request from a client object which can be any arbi
trary telecommunications service, to the CSM. The CSM will then communicate with both 
A and B through operation interface to establish a stream. Our design approach is different 
from the TINA-C Connection Management Architecture. The reason is simply because no 
real telecommunications network exists under our DPE. However, this will not have any 
impact on the applications which only interact with the CSM. 

Figure 3.3 Objects involved in the binding of stream interface. 

Both A and B encapsulate the functionality necessary to realise stream. Most of the func
tionalities are common for both sides but there are also some specific for the source and 
some for the sink. The next question is how to design those functionalities such that they 
are efficient and also easy to re-use by the service designer. 

It is observed that it is more practical to gather all functionalities together although some 
will not be used at one side. 
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One alternative is to design a base object type, Streamtype. All objects having stream in
terface will inherit from Streamtype. This can be depicted using OMT notation [Rum
baugh et al. 91], as follows: 

Figure 3.4 Streamtype as supertype for all objects with stream interface. 

This alternative has some major disadvantages. First, an object can not have several 
stream interfaces. Consequently, it is neither possible to bind internally two stream inter
face belonging to the same object. Another disadvantage is related to the implementation 
and installation. The functionalities encapsulated by Streamtype is tightly coupled to the 
underlying communication mechanism in use. Any modification inside Streamtype may re
quire recompilation and relinking of all inheriting objects, i.e. all objects with stream inter
face. 

A better solution is to use the group concept defmed in TINA-C Computational Model
ling Concepts. Streamtype is defined as a component of a user-defined group. A user-de
fmed group contains one or more Streamtype objects and zero or more other user-defined 
object types. 

The policy statements of the group are: 

• Stream objects are visible outside the group. 

• other objects may or may not be visible outside the group. 

• interaction between Stream objects or between Stream object and other object are 
not visible outside the group. 

• All the objects of the group reside in the same cluster (the cluster concept is de
fined in the TINA-C Engineering Modelling Concepts, [TINA-C 94-3]). 

• Stream objects must be deleted if all other objects are deleted. 

Figure 3.5 Streamtype as group of objects. 

By this way, greater flexibility is achieved. A designer can define as many Stream types 
and user-defined types as necessary. Another advantage is the independency regarding the 
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implementation, i.e the implementation of Streamtype may be modified without affecting 
other objects. A computational model for the user-defined group is as follows: 

Figure 3.6 Computational model of a User-defined group having stream. interface. 

The Streamtype object has two stream interfaces: one with objects outside the group and 
one with objects inside the group. 

The Streamtype object has also two operational interfaces: 

• The first interface is with the CSM and permits the establishment or release of a 
stream. This operational interface may have the following operations: 

For external stream binding: 

* Ext_prepare ( •• ) : to the necessary local management before the establisment of 
a stream connection with object outside the group 

*Ext_ establish( •• ): to establish a stream connection with object outside the group 

* Ext _release( •• ) : to release a stream connection with object outside the group 

For internal stream binding: 

* Int_prepare ( •• ) : to the necessary local management before the establishment 
of a stream connection inside the group 

* lot_ establish( •• ) : to establish a stream connection with object inside the group 

* Int_release( •• ) : to release a stream connection with object inside the group 

• The second interface is with any user-defined object inside the group and permits 
the transfer of data between Streamtype and the user-defined object. This operation
al interface may have the following operations: 

* send() : to send data to the stream 

* receive() : to receive data from the stream 

The design of a stream interface can now be completed with the design of the CSM. To 
support stream, the CSM must have two operations, bind and unbind. These two opera
tions must have the following input parameters: 
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• Connectiontype specifying the type of connection: point-to-point or point-to
multipoint 

• Source specifying the source of the stream 

• Sink specifying the sink(s) of the stream (which can be one or more) 

• QoS specifying the required quality of service 

As example, bind and unbind can be specified in ODL [TINA-C 95-1] as following: 

Attribute short bind (in cnt Connectiontype, in Streamtype Source, in Streamlist Sink, in 
Quality QoS) 

Attribute short unbind (in Cnt Connectiontype, in Streamtype source, in Streamlist sink, 
in Quality QoS) 

Cnt, Streamlist and Quality are necessary structures which are defined by typedef. 

3.3 Mapping to CORBA 

Since the COREA-implementation, ORBeline, is used as DPE, the design must now be 
mapped to CORBA in order to be compiled and implemented. The most obvious problem 
between TINA and CORBA is the difference in concepts between ODL (Object Definition 
Language) and IDL (Interface Definition Language) [OMG 91-1]. As its name tells, IDL is 
a language used to describe the interfaces that client objects call and object implementa
tions provide. Unlike ODL, IDL does not permit the specification of objects. They are in
stead defmed through the operations that may be performed on them and the parameters to 
those operations. 

This introduces some inconveniences. An object may have several interfaces with several 
other objects. Some objects may for instance assume multiple server roles in different inter
faces. Some other objects may assume the client role in one interface and the server role in 
another one. The definition of such a complex object is not confined at one place but dis
persed at several interface definitions. In a sense, an object does really take form only at 
implementation phase and in a programming language. 

The mapping to programming language is quite cumbersome. For each interface defined 
in IDL, several programming language objects are generated by the IDL compilation. To re
alise a computational object, the programmer must combine all those programming lan
guage objects. It is nevertheless not evident how those objects should be combined, by in
heritance or by composition, to realise the object specified in the TINA-C Computational 
model. In fact, the combination depends on the specification of each object. 

Another difficulty concerns the concept of group which does not exist in CORBA. The 
mapping of a TINA-C group must be done directly to a programming language structure. 

To clarify the situation, let us now review the computational model for stream and identi
fy all the interfaces. It is worth noticing that only operational interfaces are actual since 
stream interface does not exist in CORBA (and is going to be implemented here!). There 
are four operational interfaces: 

• csm: interface between the CSM and any object requesting connections. The 
CSM is the server and the other objects are the clients 



312 Part Eight Platform Functionality - 1 

• streamctrl: interface between the CSM and the Streamtype. The CSM is now 
the client and the Streamtype is the server 

• streamdata: interface between the Streamtype and any user-defmed object. The 
Streamtype is the server and the user-defined object is the client. 

• <user_ name>: interface between the user-defmed object and any other objects. 
The user-defined is the server and the other objects are the clients. 

For each interface, the IDL compilation generates two C++ classes, class xxx for the cli
ent side and class xxx_impl for the server side. Let us now examine the mapping of all ob
jects to a C++ structure. 

The CSM assumes the server role at the csm interface and the client role at the streamc· 
trl interface. Four classes are generated at compilation: class csm, class csm _impl, class 
streamctrl and class streamctrl_impl. The object CSM is mapped to a user-defined class 
CSM which inherits from class csm _impl. Since CSM is a client of streamctrl, it just 
calls the operations of streamctrl. 

The Streamtype assumes the server role at the streamctrl interface and the server role at 
streamdata interface. Four classes are generated at compilation time: class streamctrl, 
class streamctrl_impl, class streamdata and class streamdata_impl. The object Stream· 
type is mapped to a user-defined class Streamtype which inherits both from class 
streamctrl_impl and class streamdata_impl. 

The <user-defined> object assumes the server role at the <user_ name> interface and the 
client role at the streamdata interface. Four classes are generated at compilation: class 
<user_name>, class <user_name> _impl, class streamdata and class streamdata_impl. 
The object <user_defined> is mapped to a user-defined class <user_defined> which inher
its from class <user_ name> _impl. Since <user_ defined> is a client of streamdata, it just 
calls the operations of streamdata. 

The <user_ defined> group having stream interface can be mapped into a class 
<user _group> having as members, several Stream type classes and several 
<user_ defined> classes. The members of the class <user _group> can be either public or 
private, dependently on the policy defined for the group. 

An overview of the mapping is shown in figure 3.7. 

3.4 Implementation of the stream 

The implementation of the stream will only be described briefly because it is very technolo
gy-dependent and our implementation is far from being the most optimal. To achieve maxi
mum efficiency, two cases must be considered: first, stream between objects residing on 
the same host machine and stream between objects residing on different hosts. Read and 
write calls are used in receive() and send() methods of the class streamdata _impl. 

For stream between objects residing at the same host, the UNIX pipe mechanism is used. 
A pipe is created by the CSM and the file descriptors for writing and reading and are 
passed respectively to the streamctrl_impl of the source and the one of the sink. 

For stream between objects residing at different hosts, the connection-mode service of the 
Unix Transport Interface [SUN 90-1] is used. The local management, connection establish
ment and connection release phases are encapsulated inside the class streamctrl_impl. The 
data transfer phase is encapsulated in the class streamdata _impl. 
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Figure 3.7 The mapping of the stream computational objects onto C++ objects 

4 INTEGRATION OF DATABASE 

Nowadays, many advanced telecommunication services, besides to be real-time applica
tions need to access and process large amount of data. One typical example of such applica
tion is UPT which needs a good deal of information related to the user in order to process 
UPT numbers and establish a connection to the correct terminal. It is crucial for this type 
of applications that the access time is kept relatively low and within a certain reasonable 
range. The validity of the data (for ex. at least at 95% of cases) is another important con
straint. 

Traditionally, service data is held in the main memory of the local exchanges in order to 
fulfil the real-time requirements. As the number of services as well as their complexity in
crease, the amount of data increases and there will not be enough space in the main memo
ry. It is necessary to store the data in a DBMS. 
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Another important aspect which justifies the need of DBMS is that the same piece of data 
is often used by several applications. The question is now how to incorporate the DBMS in 
the design and implementation process. 

To use an Object DBMS is straight forward because ODBMSs have been developed to 
store object. However, the ODBMS is an unmatured concept and there is not yet consensus 
about the criteria for an ODMS. 

Since Relational DBMS has been here for a long time and the products are more mature, 
it is decided in the SANDRA project to integrate a relational DBMS into the DPE platform. 

4.1 Mapping objects into tables 

In relational database, information are stored in tables. The types used in the tables are 
mostly of primitive types such as character, integer and not of complex structures as in a 
object. Only data can be stored and not behaviour. It is necessary to transform the object 
structures into table-oriented structures. This problem is sometimes referred as the imped
ance problem. 

One object type to be stored into the database is mapped onto one table. Each primitive 
attribute will become one column in the table. If the attribute is complex, additional table 
must be added. The primary key column is the unique instance identifier. Each instance of 
the type is represented by a row in this table. 

4.2 Inheritance 

Inheritance of object types that should be persistent is solved by having a table for the su
pertype. All tables for subtype will refer to the table of the supertype. 

4.3 Designing the persistent object 

It is worth noting that persistence is a characteristic which can also be inherited. A persist
ent object type is defined and all persistent will inherit from the base type. Here again, the 
group concept is most suitable. The PersistentType is defmed as group of four objects: Ab
stractObject, ObjectAttribute, PersistentManager, PersistentAttribute. 

AbtractObject is an abtract representation of the persistent object 

ObjectAttribute represents the attributes to be stored in the database in object datastructure 

PersistentAttribute represents the attributes in ObjectAttributes but using the types of 
the database. 

PersistentManager converts ObjectAttribute into PersistentAttribute. It also communi
cates with the RDBManager to store the data into the database. 

The RDBManager handles the interface against the DBMS. 
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PersistentType 

ObjectAttribute 
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Figure 4.1: The base object type for persistent object 

The objects which must be persistent can inherit from PersistentType. Only what is specif
ic to the object must be programmed. 

5 CONCLUSION 

Our proposal concerning the stream interface and the database integration has been imple
mented and tested. The results of the stream implementation are quite satisfactory for mo
bile applications which focuses only on the mobility management and not the quality of the 
connection. Concerning the database integration, only simple tests are carried and it is diffi
cult to predict how it will work with large amounts of data. We believe however that the 
bottleneck will probably lie on the DBMS side more than our implementation. 

Generally, CORBA has proven to be a very powerful platform for design and implementa
tion of distributed applications. However, in order to be fully accepted as a DPE for tele
communications services, many enhancements must be added. Only the design of stream in
terface and the integration of database are presented in this paper. Other important features 
such as support of mobility, concurrence transparency, trading, advanced transaction mecha
nism and graphic user interface, etc. are left for further work. 

6 REFERENCES 

[CCITI F.850] CCITI Draft Recommendation F.850. Principles of Universal Personal Tel
ecommunication (UPT). The International Telegraph and Telephone Consultative 
Committee (version 4) 1992. 

[ITU-TS F.851] ITU-TS Draft recommendation F.851. Universal Personal Telecommunica
tion (UPT) - Service Description. International Telecommunication Union-Telecom
munication Standardization Sector, (Version 9) 1993 (April 30). 

[OMG 91-1] Object Management Group, Inc. The Common Object Request Broker: Archi
tecture and Specification, Document No. 91.12.1, Revision 1.1, ISBN 0-471-58792-3 



316 Part Eight Platform Functionality - 1 

[Rumbaugh et al. 91] James Rumbaugh, Michael Blaha, William Premerlani, Frederick 
Eddy and William Lorensen, Object-Oriented Modelling and Design, Prentice Hall: 
Englewood Cliffs, N.J., 1991. 

[SUN 90-1] Sun Microsystems, Network Programming Guide, Part No. 800-3850-10, Rev. 
A, 27 March 1990. 

[TINA-C 93-1] TINA-C, How to Use Logical Framework Architecture, Document No. 
TB_A.MH.001_1.0_93, december 1993. 

[TINA-C 93-2] TINA-C, Information Modelling Concepts, Document No. 
TB_Al.EAC.001_1.0_93, december 1993. 

[TINA-C 94-1] TINA-C, Overall Concepts and Principles of TINA, Document No. 
TB_MDC.018_1.0_94, 17 February 1995. 

[TINA-C 94-2] TINA-C, Computational Modelling Concepts, Document No. 
TB_A2.HC.012_1.2_94, January 1995. 

[TINA-C 94-3] TINA-C, Engineering Modelling Concepts, Document No. 
TB_NS.005_1.2_94, december 1994. 

[TINA-C 94-3] TINA-C, Connection Management Architecture, Document No. 
TB_JJB.005_1.5_94, March 1995. 

[TINA-C 95-1] TINA-C, Object Definition Language, Document No TINA-C 
TR_NM.002_1.2_95, 7 April 1995. 

7 BIOGRAPHY 

Do van Thanh received a M.Sc. degree in Electronical Engineering and Computer Science 
from the University of Trondheim, The Norwegian Institute of Technology, Norway in 
1984. He is currently pursuing a Ph.D at the University of Oslo, Center for technology at 
Kjeller, UNIK. He is a senior engineer at Ericsson, Norway, where he is working in the 
area of broadband communications. He joined Ericsson in 1991 after having worked seven 
years for Norsk Data, a minicomputer manufacturer in Oslo. He is currently leading a 
joined research project between Ericsson, Telenor and UNIK on mobile and personal com
munications. 

Jan A. Audestad is a senior advisor to Corporate Management of Telenor and part-time Pro
fessor in Distributed Systems at the Norwegian University of Science and Technology. He 
has thirty year research experiences in telecommunications, covering Satellite Systems, 
land Mobile Systems (GSM), Intelligent Networks, Security and Telecommunications Poli
cy. He has chaired a number of standardisation and research groups in ITU, ETSI and 
Eurescom. 


