
35 
VisLink: Breaking the communication 
bottlenecks 

D. Carrolf, E Claytona, I. Crakanthorpa, F. Crawford', J. Crawford' 
and T. Tsunekawah 

aANSTO, PMB 1, Menai 2234, Australia 
{davidc, ejc, ian,frank,jc}@ansto.gov.au 

bFujitsu Limited, Makuhari Systems Laboratory, Chiba City, Japan 

Abstract 
With the widespread use of supercomputers and high performance computing, the ability of 
scientists to undertake numerical modelling in more detail and larger scale has been made 
possible. However, this greater detail has resulted in the generation of large volumes of data 
which can only be analysed through visualisation and similar techniques. 

This visualisation is usually performed on specialised graphics workstations, which leads to 
the need to transfer large data volumes from the computational engine to the visualisation 
workstation. Unfortunately, the growth in network bandwidth, at least to the desktop, has not 
kept pace with the growth in data requiring transfer. 

VisLink is a software package designed to overcome this network bottleneck. It consists of 
separate modules, that may be run on different machines across a network, which obtain data, 
either from files or through a number of library calls, and passes the transferred data into 
AVS (Application Visualisation System) for final display. 

This presentation describes the use of VisLink in a high performance computational 
environment. We describe in detail the three main components, namely the VisLink A VS 
module, and two components running on the supercomputer, namely the Reducer program 
and VisLib, a collection of Fortran and C callable routines to pass data between the 
calculation and a graphics workstation. 
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1 INTRODUCTION 

Visualisation has many depths of application in scientific calculation: 

Post-Processing 

Traditionally, there is analysis of the result of a calculation by display, after the calculation is 
completed. This is termed post-processing. This analysis cannot be used to affect the 
calculation. Using VisLink to display output files is an example of such visualisation. 

Tracking 

If information can be provided during the calculation which can be updated immediately as 
the calculation is being executed we can then track the work. Depending on the partial results 
being presented a decision can be made to terminate the calculation and restart with new 
parameters. Note that the flow of information is fundamentally one way, from the calculation 
on a supercomputer to the graphics workstation. Using subroutine calls available from VisLib 
allows us to perform this tracking. 

Steering 

Finally, if an interactive two way connection can be made which will allow a user to view 
results from a calculation in progress, then use this information to interact and change 
parameters within the running application, we have the ability to steer calculations. 

At this stage, VisLink has the capability to perform the post-processing and tracking 
functions. 

2 THE APPLICATION 

2.1 Data Handled by VisLink 

The problems VisLink can be used for are best defined by the data that can be imported into 
the system. The A VS application uses a flexible field structure as the basis for most of the 
data it handles, and VisLink provides an extension to this structure. 

In A VS, a field is a set of data defined on a grid in real space, usually of two or three 
dimensions, though not exclusively. This grid may be uniform (that is, with equally spaced 
orthogonal dimensions), rectilinear (with orthogonal dimensions, but not necessarily evenly 
spaced) or irregular (where the grid consists of points arbitrarily placed in the space). At each 
of the grid points, a field has data that may be scalar or vector, and one of any five data types. 
These types are bytes, short integers, integers, and single and double-precision floating point 
numbers. The vector length and data type is the same for the whole field. 

At any time, the outputs of VisLink are these A VS fields, used to send data into an A VS 
network to allow further processing or visualisation in one of many different ways. However, 
a greater structure is imposed on the data to allow larger problems to be addressed. VisLink 
uses the same three types of grid structures, normal, rectilinear and irregular, but each grid 
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may have up to six fields defined on it. Each field may have an independent data type and 
vector length, or even dimensionality. It is thus possible for a field to be defined on only a 
subset of the dimensions of the overall grid - allowing for a situation such as atmospheric 
modelling, where data is needed for the three-dimensional atmosphere, and the two
dimensional surface of the Earth. VisLink ensures that such situations can be kept consistent, 
including any reductions on the data. 

Whilst VisLink can only handle data defined on the first three physical dimensions, it 
introduces a temporal dimension that is otherwise not well supported in A VS. Both the data at 
the grid points, and the location of the grid points themselves, can change over time. Each 
timestep is identified by an integer, and has a value associated with it (which may be one of 
the five standard data types). Also, the user is not constrained in their travel along the time 
dimension, but may start at any point, travelling forward or backward by increments. If the 
data is to be read from files on the remote machine, different time steps may be stored in a 
single large file, or multiple small ones. 

Further extensions to normal A VS data handling includes greater flexibility of data types 
being able to be read from disk. 

All these extensions have been designed to be easily applied by current AVS users. 
Normally data is read from files on the local machine, as defined by an ASCII Definition 
File. VisLink can read this standard format, and allows appropriate extensions to the 
description to be added as required. 

2.2 The Structure of VisLink 

The individual parts of VisLink are: 

• Vi sLink/ A VS 
• Reducer, and 
• VisLib. 

The core system is comprised of the first two points, the VisLink A VS panel, a Graphical 
User Input for the application, and the program Reducer. Reducer runs on the host containing 
the data, and can 'reduce' the data (by cropping or subsampling, for example) before passing 
it across the network to the VisLink panel. In addition, there is the VisLib library of function 
calls. These are compiled into a user's program, allowing data to be sent to Reducer, and 
thence the VisLink panel, during the actual calculation. 

If VisLib is being used, then the definition of the data, and the times when the data is to be 
transmitted, is under the control of the program calling the library. A limited amount of 
steering has also been implemented in the current stage of the project, allowing the user of the 
VisLink panel to send information about the temporal axis back the program. For example, 
the program could be written so that if the user requests every second timestep using the Time 
Stride dial, only alternate ones could be sent over the network (or perhaps even calculated). 
Note that whilst VisLink will provide this information, it is left to the programmer to take 
advantage of it if they so desire. 

If VisLib is not being used, and thus the data to be visualised is stored in files on the remote 
machine, then VisLink uses an ASCII Definition File to allow the user to define the data. As 
explained above, this is an extended version of the standard A VS file used by its Read Field 
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module. The time at which data is retrieved from the remote host is completely up to the user 
of the panel. 

2.3 The VisLink Panel 

The A VS application allows the user to fit a number of modules together into a data flow 
network. The VisLink panel is such an A VS module which allows the user to specify the 
source of the data that will be used in the visualisation, as well as specifying ways to reduce 
the data or step through the temporal axes, and a number of miscellaneous functions. 

Each instance of the module can have eight outputs into an A VS network. These are an 
integer representing the current timestep, a floating-point number for a user-defined timestep 
value, and up to six fields with data defined for the timestep. As explained in the previous 
section, these fields are not independent of each other, but are defined over the same grid in 
physical space. However, more than one VisLink module can be used simultaneously, and 
they may be connected to the same, or different, Reducers, and even different remote 
machines. 

Figure l One of the two possible layouts of the VisLink Panel. 

A discussion of the different components of this panel and how they are used will give an 
idea of the application's capabilities. 

Data Definition 

Most of the panel will not accept user input until the data definition has been received. This is 
done in one of two ways. If the user wishes to read data already stored on the remote 
machine, then they select 'Files' from the two radio buttons in the top left-hand corner, and 
select an ASCII Definition File with the appropriate control. This definition file contains a 
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description of the data and the filenames in which it is stored. Alternatively, if the user is 
reading data from a program using VisLib, then that option is selected, and the panel must 
wait until a connection to the VisLib program is made for the definition to be read. 

The Host 

The Host control specifies the address of the machine from which data is to be read. It can 
take an optional TCP/IP port number that helps locate the Reducer program if the default 
ports are not being used. Default port numbers may be set up for individual users, or the 
machines on which the programs run. 

Physical Parameters 

When the definition is received, the physical dimensions of the space on which the data is 
defined are shown on the three sets of dials on the right hand side. The three rows correspond 
to the three coordinate dimensions. If, for example, only two dimensions were defined, as in 
Figure 1, then the third dimension will not display a range of values, or be changeable by the 
user. 

In each dimension the user can specify the start and end values, to crop the data between 
certain array values, and a stride. For example, if the stride was set to three, then every third 
point would be taken. 

Normally these dials refer to the coordinate space of the data. For rectilinear fields the 'Use 
Real Space' button allows the user to perform cropping based on the real space. For example, 
if the data was defined on a space from -0.5 to 0.5, the user could specify a crop between 0.1 
and 0.4. It is infeasible to do this for irregular fields in the general case, because of the 
arbitrary mapping between the coordinate and real space, which may indeed be of two 
different dimensions. It is also not needed for uniform grids, as the two spaces are equivalent. 

The remaining button concerned with the physical parameters is 'Chain', which is a toggle 
that determines if the strides of each dimension are kept equal. 

Data Reduction 

Apart from the physical cropping and subsampling, there is only one other method of data 
reduction currently implemented by VisLink. This is the conversion of double precision 
floating point numbers to single precision, as requested by the user with the 'Convert to 
Single' toggle button. 

Temporal Parameters 

The temporal dimension is handled in much the same way as the physical one, with three 
dials representing start, end and stride. However the user can also specify a direction to travel, 
either forward or backward, with another set of radio buttons. Cases where there is no 
temporal dimension, or when the last time step is not known, are also handled by 
manipulating the dials accordingly. 

When reading data using VisLib, these dials may be used to provide timestep information 
back to the program, at the discretion of the programmer. 
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Running 

Two buttons are provided to allow the user control over the execution of the VisLink 
application: Run and Pause. When reading from stored files these buttons work as expected -
hitting Run will load the first timestep across the network and then out to the A VS net, and 
then subsequent timesteps in tum. When the Pause button is hit, this progression is 
temporarily halted. Note that for files the data is double buffered in the VisLink panel - while 
the A VS network is still working on the current timestep, VisLink will be loading the next 
one. 

When reading data from VisLib, the buttons work a little differently. The Run button 
indicates that any timestep available to be read from the user's program will be brought across 
the network. If Pause is on, then the data is brought across, but not passed on to the A VS net 
immediately. 

Controlling Reducer 

The remaining buttons on the panel allow the user to control the Reducer program. If the user 
has permission to do so, the 'Start Reducer' button will remotely start Reducer running. If 
VisLink is connected to a Reducer, then the 'Stop Reducer' button will halt it's execution. 

2.4 Reducer 

The functions of the Reducer program are invisible to the VisLink user. All that is required is 
for Reducer to be running, and that it can connect to both the VisLink panel and the VisLib 
program if needed. Reducer can either be started explicitly on the machine with the data to be 
visualised, or started remotely from the VisLink panel, if the appropriate permissions have 
been set. 

In normal operation, Reducer simply responds to remote instructions sent to it, either in 
response to user commands from the VisLink panel, or from VisLib functions that may be 
running. 

2.5 VisLib 

VisLib consists of a library of eighteen subroutines that can be called from either C or 
Fortran. A program that uses the library is divided into stages. In the first stage, or header, the 
library is initialised, the structure of the data to be visualised is defined and any non-time
dependant data - referred to as static data - is given. Subsequent stages are called the 
timesteps, and in each timestep the time-dependent data must be given, as well as a command 
to define the end of the timestep. This allows the data to be sent into the A VS network in 
synchronisation. There are also miscellaneous functions, such as saving data to a file or 
closing down the library when required. 

A program running with VisLib is not dependent on the other components of the VisLink 
application. If VisLib does not connect to a Reducer, then the program continues running, and 
will start transferring data whenever the connection is made. Indeed, Reducer can be started 
and stopped whenever necessary. This allows a user to observe only the data they want -
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when they are present at their terminal, or during an interesting stage, without slowing down 
the calculation at other times. 

The two main goals addressed in designing the VisLib functions were to provide as simple 
an interface as possible, and to minimise the connection time between Reducer and VisLib. 
The first goal means typically only ten to fifteen lines of code need be added to an existing 
program to implement VisLib, and the program does not have to keep track of the status of 
VisLib or the VisLink panel. The second goal is to minimise disruption to the running time of 
the calculation in progress. 

The ability of the user to save data to files is provided if they wish to retain some stages of 
the calculation. This has an advantage over the other methods of saving this data, in that the 
format of the file is such that it can be read by VisLink later. An ASCII Definition File 
corresponding to the data definition provided in the header can also be saved. One use of 
saving files might be to only save intermediary stages if Reducer is not present - so that stages 
not seen immediately can be reviewed later. 

Here is a short summary of the available commands: 
• Vislnit, VisTinit 

Initialises the library, and the time axis if desired. 
• VisFid, VisLabel 

Initialises each of the fields, including optional labelling of vectors. 
• VisRGrid, VisiGrid, VisData 

Defines the rectilinear grid, irregular grid and field data, as necessary. When the 
appropriate data is static, these commands are called once, in the header. When dynamic, 
they must be called once per timestep. VisData is called for each field defined. 

• VisTValue, VisTNext 
These commands control the time axis during the different timesteps, if desired. 

• VisGo 
This command signifies the end of a timestep. 

• VisSave, VisRSave, VisiSave, VisDDFSave 
Allows the program to save field data, grid data (rectilinear or irregular) and the ASCII 
File corresponding to the current Data Definition. 

• VisMessage 
Allows the programmer to send short messages to the A VS user. 

• VisPause, VisState 
Allows the programmer to control execution based on the state of the A VS panel. 

• VisQuit 
Closes the library, including the connection to Reducer. 

3 DATA REDUCTION METHODS 

One of the original requirements for the VisLink project was the reduction of data volumes, 
to allow access to large stores of data across a network. While network speeds are increasing, 
so are data volumes, thus to allow real-time visualisation, the volume of data to be transferred 
across the network often has to be significantly reduced. 

VisLink currently only implements a limited number of simple reduction techniques, 
including data cropping and sub-sampling. For example, for three dimensional regular data, if 
only every second value is transmitted in each dimension, this will result in an eight-fold 
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reduction. A further technique implemented is the conversion of double precision floating 
point data to single precision, again providing up to a two-fold reduction in the data 
transferred. 

While the present reduction methods are fairly simple, VisLink could easily be extended to 
allow more advanced data reduction and compression methods, including lossless methods 
such as Lempel-Ziv (LZ77) compression, or lossy methods such as JPEG and MPEG. The 
disadvantage with these methods is that some knowledge of the data may be required before 
they can be implemented. Encryption methods could also be implemented if necessary. 

Finally, one other step that VisLink takes to reduce data transfer is to minimise 
transmission of 'static' data, i.e. that which doesn't change between time steps. This may 
include grid coordinates, or field data itself. 

4 FUTURE WORK 

This can be divided into two phases. The next stage is to complete the three visualisation 
stages of post-processing, monitoring and steering, by providing a feedback mechanism to the 
calculation. This will allow users to vary input parameters and vary the course of a 
simulation. 

After this will come an extension in both data types and also output devices. For example, it 
may be suitable for image transmission, by replacing the field input concept of A VS to an 
image. At the other end of the process, MPEG output may replace the geometry viewer of 
AVS. 

5 CONCLUSION 

We have described a simple procedure which enables us to break the communication 
bottleneck between supercomputers and graphics workstations. The ability to monitor a long 
running calculation by checking in, observing some output from that calculation and deciding 
whether to continue the work has been a positive outcome from this work. 
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