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Abstract 
This paper presents a new semantic model for real-time LOTOS, based upon a notion of 
timed obseiVations. The novelty of the model is explained, as is its value. It differs from the 
usual operational models in that it permits an abstract, property-oriented view of processes. 
It differs from earlier denotational models in that it describes a wider variety of behaviours. 
It supports an alternative, more abstract approach to specification, and a uniform theory 
of refinement for timed and untimed processes. 
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1 INTRODUCTION 

The formal specification language LOTOS is an international standard for use in Open Sys
tems Interconnection; it is a powerful tool for the formal description of communicating 
systems. However, the standard language makes no provision for explicit timing infor
mation. Real-time systems, whose communicating behaviour is dependent upon precise 
timing constraints, cannot easily be modelled within the existing framework. 

An enhanced version of the language has been proposed [JTC94] which includes a treat
ment of timed behaviour. This language, E-LOTOS, is defined by means of an operational se
mantics. As yet, no denotational semantics has been proposed, although an earlier enhance
ment of the LOTOS standard was the subject of a study by the present authors [BDS95]. 

In this paper, we show how the timed component of the language can be given a denota
tional semantics. An important feature of this semantics is its ability to model processes 
that may accelerate to infinite speed. Although such processes can never be implemented 
in isolation, they can be used to describe parts of a design, representing untimed require
ments in full abstraction. 
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We show also how this semantics can be used in the specification and refinement of 
timed processes. The semantics of a process is a set of observations, representing its 
behaviour in every possible execution. It is ideal for the formal description of requirements, 
such as 'the process must perform action a within 10 seconds'. Such specifications may 
be refined to processes, which may in turn be refined through the elimination of process 
nondeterminism 

The paper begins with a brief introduction to the language of TE-LOTOS, the timed part 
of the E-LOTOS extension. This is followed by an introduction to timed observations. To 
produce a denotational model that is faithful to the original language definition, these 
observations must contain more than a simple record of actions performed. 

The need for additional information is explained by exhibiting canonical examples of 
processes that require it. Once the final structure of an observation is established, the 
denotational model is introduced. For reasons of space, our presentation is limited to a 
representative set of semantic equations. 

The remainder of the paper is an exposition of refinement and specification. We show 
how the model supports a uniform theory of refinement for both timed and untimed pro
cesses. We show also how the denotational model supports the formalisation of require
ments through a high-level specification language. The paper ends with a brief discussion 
of the issues raised 

2 TilE lANGUAGE OF TE-LOTOS 

2.1 Processes and actions 

In the language of LOTOS, entities called processes are used to describe the behaviour of 
systems as they evolve, communicating and cooperating through shared actions. Actions 
may be external, in which case they require the simultaneous cooperation of every process 
involved, or they may be internal. 

Internal actions are represented by a single action name i , and require no further co
operation or agreement. Unlike the internal events of CSP [Hoa85], internal actions may 
influence the behaviour of enclosing processes: systems in which the current process is 
merely a component. It is as if the identity of the action is hidden, but not its occurrence. 

The language has been extended: a timed interpretation has been given to each of the 
standard operators; a delay operator has been introduced; time bounds have been added 
to action prefix [LLdF+94]. The resulting language is called TE·LOTOS, and forms the timed 
part of the proposed LOTOS extension. 

We now describe the features of that language. For the remainder of this section, we will 
assume that a is an external action, A is a set of actions, and that P and Q are processes. We 
will assume also that d-, d+ and d are time values- non-negative real numbers-and that 
t denotes a time variable. 

2.2 Sequencing 

The simplest process is stop, a process that can perform neither internal or external ac
tions. It is used to represent the end of a pattern of communication. Another atomic 
process, exit, represents a more successful conclusion: it is used to signal termination 
and to pass data to subsequent processes. 
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The external action prefix a { t in d- .. d+} ; P can perform a at any time between d- and 
d+. If a occurs before d+, the process behaves as P; otherwise it behaves as stop. The time 
bounds are optional: the default values are 0 and oo; the action remains available until it 
occurs. 

The internal action prefix i{ t in d- .. d+} ; P can perform i at any time between d- and 
d+. The environment of the process has no control over the time at which i is performed. 
Again, the time bounds are optional: the default values are 0 and 0; the action must occur 
at once. In both versions of action prefix, the variable t is used to record the relative time 
at which the action occurs: measured from the time at which the action was first made 
available. 

The delay Wait (d) ; P will wait for timed before behaving asP. The choice P [] Q will 
behave either as P or as Q. If the first action involves P, then any subsequent behaviour is 
due to P, and similarly for Q. 

The enabling process P » Q will behave as P until this process signals termination. 
The action of termination is concealed, appearing to the environment as i . The disabling 
process P [> Q behaves as P until the first action of Q. At this point P is disabled and 
all subsequent behaviour is due to Q. Should P terminate (before Q begins) the disabling 
process terminates immediately, and Q is discarded. 

It is important to note that the internal action i can be used to resolve a choice or to dis
able a process, precluding the need for additional operators to model timeouts, interrupts, 
and internal choice: such operators are required in Real-time CSP [DS95]. This feature 
simplifies the operational definition, but complicates the denotational model. 

2.3 Concurrency and abstraction 

In the parallel composition P I [ A ] I Q, components P and Q evolve separately but must 
cooperate upon every action from set A; they must also cooperate upon termination. No 
additional delays are introduced by parallel combination; we assume that all shared re
sources are made explicit in the process description. 

The abstraction hi de A in P behaves according to the description of P, except that every 
action from the set A is replaced with i. Once an action is hidden, it will occur as soon as 
the process is ready to perform it; we assume that all timing constraints are made explicit 
in the process description. 

These two assumptions are called the assumption of maximal parallelism and the as
sumption of maximal progress, respectively. They are part of the model of computation 
underlying both TE-LOTOS and the various flavours of real-time CSP. If they failed to hold, 
then this would indicate that important constraints have been omitted from the process 
description. 

2.4 Full TE·LOTOS 

The language described above is a subset of full TE-LOTOS, which includes value-passing 
and process instantiation. Although important, these features are largely independent of 
the construction of a timed denotational semantics, and they will not be presented here. 
Of course, the extension of this work to a data-inclusive model will involve considerable 
effort. 

For reasons of space, we will employ an abbreviated syntax for process definitions: the 
statement P : : = Q introduces a process P whose behaviour is described by Q. 
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3 TIMED OBSERVATIONS 

We will associate each process with a set of timed observations. The form of an observation 
is dictated by two simple considerations: we must be faithful to the operational definition 
of the language given in [U.df+94], and we must be able to determine the observations of 
a process from the observations of its components. 

3.1 Traces and refusals 

A timed observation will record the times at which actions occur. Each action is labelled 
with a time value. The set of all timed actions, TA, is the cross product [0, oo) x (~ u {i ,c5}) 
where ~ is the set of all external actions and c5 is a special action representing termination. 

The first component of a timed observation is a timed trace: a sequence of timed actions. 
The presence of the timed action (t,a) in a trace will indicate that action a occurred at 
time t, during the current observation. The set of all timed traces, IT, is the set of all 
possibly-infinite sequences over TA. 

Traces alone are not enough to characterise the behaviour of a process. For example, the 
processes i ; a ; stop [] i ; stop and i ; a ; stop give rise to the same set of timed traces, 
but are quite different: the first process can refuse to perform action a, the second cannot. 

To distinguish between such processes, we add a second component to our observations: 
a timed refusal set. This records the actions refused by the process during the current 
execution. For example, in the observation (((1, a), (2, b)), { (3, c)}), we see that action a 
is performed at time 1, action b is performed at time 2, and action cis refused at time 3. 

As an internal action is encapsulated within the current process-it cannot be shared-it 
makes no sensetorecordits refusal. The setoftimedrefusal sets is thus IJli(TA\[0 oo)x {i} ). 
With this notion of observation-timed traces and timed refusals-it is possible to construct 
a fully-abstract model for a restricted subset of TE-LOTOS: a proof is given in [BDS95]. 

3.2 Instant recursion 

The denotational semantics for real-time LOTOS given in [BDS95] prohibits the use of pro
cesses in which a recursive call is possible without delay. Such processes are problematic. 
They are capable of performing an infinite number of actions in a finite time; such behaviour 
is dearly unimplementable. 

However, these 'instant recursions' are useful in the constraint-oriented approach to 
specification, as described in [Tur93]. They can be used to specify constraints upon the 
sequencing of actions without introducing unwanted timing information. For example, we 
might wish to specify that actions b and c are performed alternately, starting with b. This 
leads naturally to the process 

Property : := b; c; Property 

which is able to do exactly this, and nothing else. 
This process has no semantics in the model of [BDS95], as there is no tin;le delay before 

the recursive call. The addition of an arbitrary time delay is not a satisfactory solution. The 
process would then include an extra constraint: a bound upon the rate at which b and c 
actions can occur. This is an over-specification, and makes it more difficult to reason about 
the design. 
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However, an appropriate delay is introduced when this process is combined with another 
that expresses timing constraints upon the actions concerned. If Timing is defined by 

Timing : := b; Wait (1) ; Timing 

then the occurrence of Property in the parallel combination 

Property I[ {b} ]I Timing 

must delay for at least one time unit between consecutive recursive calls: the unimple
mentable behaviour can never occur. 

In a constraint-oriented specification of any size, we must be able to address each concern 
separately. We should express each constraint as a different process, and then combine 
these processes in parallel to produce a complete description. It is thus desirable that 
processes such as Property are included in our denotational model. 

Furthermore, such processes are part of the language of TE-LOTOS; they are used in many 
existing specifications. For these reasons, we would wish to formulate a denotational model 
in which instant recursions are given an adequate semantics. 

3.3 Spin 

The canonical example of an instant recursion is the process defined by 

Spin ::=a; Spin 

This process is capable of performing as many copies of a as its environment will permit. 
In particular, it is capable of performing infinitely many copies of the external action a at 
anytime. 

We would expect the set of timed traces associated with this process to include the fol
lowing trace 

((0, a), (0, a), (0, a), (0, a), (0, a), ... ) 

in which infinitely many copies of a are observed at time 0. This behaviour is clearly 
unimplementable, but will be eliminated by placing Spin in parallel with any process that 
delays a. 

However, if the action a is hidden within Spin, this behaviour is impossible to prevent. 
Indeed, the assumption of maximal progress means that this is the only trace that will be 
observed. Figure 1 is a time-action graph for the process hi de a in Spin: the progress of 
time is recorded from top to bottom, and the occurrence of actions is recorded from left 
to right. It is easy to see that this process can never evolve beyond time 0. 

The presence of such internal activity must be recorded if our semantics is to be adequate 
with respect to the operational definition of the language. However, recording every internal 
action produces a semantics that can distinguish between processes that are essentially the 
same: only the first internal action may influence the behaviour of an enclosing process, 
see [BDS95). 

Instead, we add a time value to each observation, representing the time at which an 
infinite sequence of internal actions-a divergence-has taken place. If no divergence is 
present, then we add the special value cp. 
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Figure L hi de a i n Spi n 

As an example of a possibly-divergent process, consider the effect of hiding a within a 
choice: 

hide a in (b; stop[] Wait (2) ; Spin) 

In any observation extending beyond time 2, either b is performed before time 2, or the 
process reaches time 2 and diverges. Typical observations include 

• ( (), 0, cp), in which the choice has yet to be resolved. The process might have diverged, 
but the observation ended before this could happen. 

• ( ((1, b)), 0, cp), in which the choice is resolved in favour of the left-hand component, 
and divergence is avoided. 

• (((2, i )), 0, 2), in which the choice is resolved by the first internal action of Spin at 
time 2. The process then diverges, but subsequent internal actions are not recorded. 

This notion of observation is enough to model instant recursions. However, it is not enough 
to distinguish between these and another variety of problematic process. 

3.4 Zeno 

The language of TE-LOTOS admits the construction of processes that are not instant recur
sions, but can still lead to divergence. A canonical example is the process Zeno, defined 
by 

Zeno : :.; Zeno(l) 

Zeno(k) ::=a; Wait (rk) ;Zeno(k + 1) 

This is ready to perform a single copy of action a. If this action occurs, the process delays for 
time 0.5 and is then ready to perform another. After the second copy of a, the subsequent 
delay is only 0.25, and so on. 

We would expect the set of timed traces associated with this process to include the fol
lowing trace 

((0, a), (0.5, a), (0.75, a), (0.875, a), (0.9375, a), ... ) 
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; 

0.5 

-----------------· 

Figure 2. hi de a in Zeno 

in which infinitely many actions are observed before time 1. This behaviour is clearly 
unimplementable, but will be eliminated by placing Zeno in parallel with any process that 
delays a. 

As before, divergence will occur if this action is hidden. However, this process differs 
from Spi n in that only one action is performed at any instant of time. Figure 2 is a time
action graph for the process hi de a in Zeno: it is quite different from the graph shown in 
Figure 1. 

Furthermore, a context exists which will distinguish between Zeno, which diverges on 
the approach to time 1, and i ; Wait (1) ; Spin, which diverges at time 1. We have only to 
consider the parallel combination of each process with the testing process 

Test ::=Wait(l) ;w; stop 

If the action w is outside the set ~. then the process 

hide~in(Test 1[~]1 (i;Wait(l) ;Spin)) 

may perform w at time 1. In contrast, the process 

hide~in(Test 1[~]1 Zeno) 

can never perform w. It is unable to reach time 1. 
The presence of processes like Zeno in the language of TE-LOTOS means that we must 

enhance the divergence component of our observations. We include a value of d0 if the 
process diverges at time d precisely, and a value of d< if it diverges on the approach to 
time d. 

3.5 Timestop 

There is another form of process that defeats even this enhanced form of timed observation. 
This form arises only with the addition of selection predicates: arbitrary constraints upon 
the times at which actions are available. These are included in the language of full TE
LOTOS, described in [U.dF+94]. 

The use of selection predicates can lead to processes that are unable to make progress 
in time. A canonical example is provided by 

Time : := a{t} [t > 1] ; stop 



390 Part Eight Real-time and Stochastic Systems 

Figure 3. hi de a in Time 

In this process, the selection predicate [ t > 1] insists that a may be performed at any time 
t beyond time 1, but not at time 1 itself. 

If a is hidden within Time, then the assumption of maximal progress tells us that it 
should occur as soon as possible. The process cannot perform a at time 1, so it must 
occur at some time k greater than 1. But whatever value of k is chosen, a could have been 
performed sooner-at time 1 + k/2, for instance. 

This contradiction has a strange effect upon the semantics of the process. In the oper
ational definition of the language, no further transitions are possible: it is as if time itself 
has stopped. The action-time graph for hi de a in Time is given in Figure 3. If we are to be 
faithful to the definition, then we must mirror this effect in the denotational semantics. 

To do this, we add a time value to our timed observations. This will record the time at 
which the observation ends. Every observation of the process hi de a i n Time will end at 
or before time 1: the set of all observations of this process is described by the following 
comprehension: 

{((),X,cp,e) I e.;;1} 

where 0 denotes the empty trace. No actions may be performed, any action may be refused, 
no divergence is possible, and every observation must end at or before time 1. 

For the remainder of this paper, we will consider a timed observation to be a four-tuple 
(s,X, d, e) in which 

• s is a timed trace, 

• X is a refusal set, 

• d is the time at which the process diverges, and 

• e is the time at which the observation ends. 

If Ill denotes the set of all non-negative real numbers, then a timed observation is an element 
of the Cartesian product 

IT X IP(TA\i) X (lll0 u1Jl<u{cp}) X (lllu{oo}) 

It is perfectly acceptable for an observation to last forever. 

; 
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4 A DENOTATIONAL SEMANTICS 

In this section, we show how each process in the language of TE-LOTOS can be associated 
with a suitable set of timed observations. We define a semantic function 'D by structural 
recursion upon the grammar of the language. For reasons of space, we present only the 
parts of the definition that correspond to stop, action prefix, choice, concurrency, and 
abstraction. 

All trace, refusal, and divergence information must be recorded before the end of the 
observation. In the semantic sets below, we will assume that this is the case: that is, 

(s = 0 vends" e) A (X= 0 v endX" e) A (d = cp v d" e) 

where 'end' denotes the supremum of the time values mentioned in a trace or refusal set. 

4.1 Sequencing 

The atomic process stop can perform no actions, so the only trace associated with this 
process is the empty trace 0. It can refuse any action, so any refusal set is possible. It will 
never diverge or stop time. 

'D[stop] = {(s,X,d,e) Is= 0 Ad= cp} 

The semantics of the action prefix a { t in d- .. d+} ; P is given by 

{(s,X,d,e) Is= 0 A a r/:. a(X t [d-,d+]) Ad= cp 
v 
3 ta: [d-, d+]; (Sp,Xp, dp, ep) E 'D[P[ta/t]] • 

s = Wa. a)} - (Sp t L + ta) A 

a r/:. a(X t [d-, taD A X t [ta. oo) = Xp + ta A 

d = dp + ta A e = ep + ta} 

In an observation of this process, it may be that no actions have been performed. In this 
case, no divergence is possible and the action a cannot be refused at any time during the 
interval [d-, d+]. The 'a' operator extracts the set of actions that are mentioned in a refusal 
set, and the 't' operator restricts a refusal set to a particular time interval. 

Otherwise, action a must occur at some time ta between d- and d+. The rest of the 
observation is derived from some observation (sp,Xp, dp, ep) of P, starting at time ta. We 
add the constant ta to each time value in this observation, and restrict the trace sp to external 
actions: any internal action beyond a can have no effect on observable behaviour. 

The semantics of the internal action prefix i { t in d- •• d+} ; P differs in that any obser
vation with an empty trace cannot extend beyond time d+: 

{ (s,X, d, e) I s = 0 A d = cp A e < d+ 
v 
3 t;: [d-,d+]; 3(sp,Xp,dp,ep} E 'D[P[ttft]) • 

s = ((t;, i)}- (Sp t L+ t;) A 

X t [t;,oo) =Xp+ t; A 

d = dp + t; A e = ep + t;} 

In both cases, the behaviour of the process after the action occurs may depend upon the 
instantiation oft. We substitute ta or t;, the actual time of occurrence, for any free occur
rences oft in P. 
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The semantics of the choice P [] Q is more concise: 

{ (s,X, d, e) I (s,X, d, e) E :D[P] " ((),X t [0, begins), QJ, begins) E V[Q] 
v 
(s,X,d,e) E V[Q] A ((),X t [O,begins),QJ,begins) E V[P]} 

An observation of this process must be either an observation of P or an observation of Q. 
Until the first action occurs, at time begin(s), any action refused must been refused by both 
components. 

4.2 Concurrency and abstraction 

In the parallel combination P I [ A ] I Q, the two components evolve together, cooperating on 
actions in A and performing other actions independently. If sis a trace of this combination, 
then the restriction s t A must be such that 

s t A = Sp t A = SQ t A 

where Sp and SQ are the traces observed of P and Q: every shared action is recorded exactly 
once. 

No internal action is recorded ins, unless it is the first action to occur. Other independent 
actions are interleaved: 

s t (~\A) E Sp t (~\A) Ill SQ t (~\A) 

where 'Ill' respects the order of occurrence of actions in each component trace and '\' 
denotes set difference. The combination of these conditions is written ass E Sp I [A] I SQ. 

The parallel combination will refuse any shared action that is refused by either compo
nent: 

XtA = XptAuXQtA 

and independent actions that are refused by both components 

X t (~ \ A) = Xp t (~ \ A) n XQ t (~ \ A) 

where Xp and XQ are the refusals observed of P and Q. The combination of these conditions 
is written as X = Xp I [A] I XQ. 

Each element of the semantic set corresponds to a pair of matching observations of P 
and Q. Shared actions must occur at the same times, and the two observations must end 
simultaneously. The semantics of P I [A ] I Q is the following set of observations: 

{(s,X,d,e) l3(sp,Xp,dp,e) E V[P]; (sQ,XQ,dQ,e) E V[Q] • 
d = min{dp, dQ} " 
s t [0, d) E (Sp I [A] I SQ) t [0, d) " 
X t [O,d) = (Xp I[A]I XQ) t [O,d)} 

A parallel composition will diverge as soon as either component does so. If this happens 
at time d, then the trace and refusal information beyond d is not reliable. The constraints 
that determine these parts of the observation apply only on the interval [0, d). 
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An observation of the abstraction process hi de A in P corresponds to an observation of 
P in which every action from A occurs as soon as possible. These observations are easy to 
identify. We regard the refusal information at any instant as being subsequent to the trace: 
if the actions in the trace are performed, then the actions in the refusal may be refused. 

If (sp,Xp, dp, e) is an observation of Pin which every action from A occurs as soon as 
possible, then the whole of A could be continuously refused: that is, 

(Sp,Xp U ([0, e) X A), dp, e) 

is also an observation of P. 
To produce a trace of the abstraction process from Sp, we remove any actions from A 

that appear. If an action from A appears first, then we replace it with a single copy of i, 
recorded at the same time. We write 'hideAinsp' to denote the result. The semantics of 
hide A in Pis given by 

{(s,X, d, e) I 3(sp,Xp, dp, e) E V[P] • 
(Sp,Xp U ([0, e) X A), dp, e) E V(P] A 

s t [O,d) = (hideAinsp) t [O,d) A 

X t (~\A) ! [0, d) = Xp I (~\A) t [0, d) A 

Sp I A is stable => d = dp A 

Sp t A spins at d..=> d = min{d.,,dp} A 

Sp t A zeno at dz => d = min{dz,dp}} 

A fresh divergence is introduced if the observation of P records a 'spin' or 'zeno' behaviour 
before dp, the time at which it would have diverged anyway. The predicates 'is stable', 
'spins at', and 'zeno at' are easily defined in terms of the number of actions appearing in 
the trace. As before, trace and refusal information is determined only until divergence. 

4.3 Recursion 

To give a semantics to a recursively-defined process, we associate each process definition 
with a function upon the semantic domain. As an example, consider the right-hand side of 
the recursive definition P : : = a ; P. This is a syntactic function that takes the symbol P and 
produces a process. It corresponds to the function that takes a semantic set and prefixes 
every observation with an occurrence of a. 

The semantics of a recursively-defined process is constructed by repeated applications 
of the corresponding function. If this is to be well-defined, then a unique fixed point must 
be determined within the semantic domain. The fixed point theory of [DS95) and [BDS95) 
is not enough here; we take the approach of [MRS95), employing a space of dominatings 
processes. 

The semantic domain S is the space of all sets of timed observations that satisfy certain 
healthiness conditions: that is, they must be convex with respect to information content; 
any action that may not be performed may be refused; at any point during an execution, 
the remaining observation is implementable. The range of the semantic function is a strict 
subset of this space. 

The subspace S4 of all sets that describe deterministic behaviour until divergence is a 
dominating subspace for S. For any set s E S, there is a set s4 E S4 such that 
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where ~;;; denotes the standard nondeterminism ordering. Furthermore, for any function f 
on S, there is a function fd on Sd such that 

for any argument x. 
Although S is not a complete partial order, it has a directed property: any chain with an 

upper bound has a least upper bound. The dominating subspace sd is a complete partial 
order, and so every function fd must have a least fixed point. Consequently, any function 
dominated by fd is bounded above, and must itself have a least fixed point. 

5 APPUCATIONS 

5.1 Refinement 

A process P is said to be a refinement of another process Q if and only if every observation 
of P is a possible observation of Q. If this is the case, then P is an improvement upon Q: 
it will never perform an action forbidden by Q, refuse an action permitted by Q, or diverge 
when Q would not have done so. 

We write Q ~;;; P to indicate that P is a refinement of Q, where 

Q ~;;; P $> V(s,X, d, e) E V[P] • 3d' I d' .s; d • (s,X, d', e) E V[Q] 

For any observation of P, there must be an observation of Q with the same trace and refusal. 
If divergence is recorded in this observation, then P must diverge no sooner than Q. This 
relation may be extended to untimed processes by removing the timing information from 
an observation. 

Using this notion of refinement, we may investigate whether a process P meets the con
straint of process Q. Equivalently, we may test to see whether Pis a suitable implementation 
of Q; if this is the case, then we may replace Q with P without adversely affecting the be
haviour of the system. 

For the purposes of refinement, there is no need to distinguish between zeno and spin 
processes, although it is easy to do so. Interestingly, a process that appears to stop time 
may be a trivial refinement. In the limiting case, a process that has no observations at all, 
such as 

hideaina{t}[t>O]; stop 

is a trivial refinement of every process. This corresponds exactly to the 'magic' programs 
of the sequential refinement calculus [Mor90]: programs that achieve a false postcondition. 
It is always possible to refine a program or process beyond the point at which it may be 
implemented. However, such refinements are easy to detect. 
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5.2 A specification language 

Even with a theory of refinement, the use of processes as specifications is sometimes less 

than satisfactory. As an example, consider the requirement that the action a may never be 

performed within 10 seconds of the action b. To express this requirement as a process, we 
may write 

Constraintl: :=a; Wait (10) ;b; Constraint1 

However, this is an over-specification. It requires that a is initially available, that a and b 
alternate, starting with a, and that b is necessarily available 10 time units after a. 

To obtain a fully-abstract specification, we must permit multiple copies of the same ac

tion. We must also take care not to insist that the actions are available; we do this by 

including a process Chaos that may block either action. 

Constraint2: := (AllowA [] AllowB) I[ {a,b} ]I Chaos 

AllowA ::=(a;AllowA) [> (Wait(10) ;i ;Constraint2) 

AllowB: := (b; AllowB) [> (Wait (10) ;i ; Constraint2) 

Chaos : := (i ; a; Chaos) [] (i ; b ; Chaos) [] (i ; stop) 

Although this process describes the requirement exactly, it is too complicated for practical 

use. 
The denotational model offers an alternative approach. We may define a separate lan

guage of specifications similar to that presented in [Dav93]. This would be based upon 

simple predicates such as 'a at t' which insists that action a is performed at time t, and 

'a ref t', which insists that it is refused. We define 

a at t (s,X, d, e) ¢>a E oc(s t [t, t]) 

a ref t (s,X, d, e) ¢> a E oc(X t [t, t]) 

Using such a language, the requirement that a may never be performed within 10 seconds 
of b may be expressed as 

'v't1,t2: [O,oo) • a at t1 A bat t2 =>I t1- t2I;;.IO 

A process P will meet the requirement if every observation of P satisfies this predicate. 
The satisfaction of a requirement is another example of observation refinement. A pred

icate such as the one above characterises a set of acceptable observations: if this set is 
refined by the semantic set of P, then P meets the stated requirement. The truth of such an 

assertion may be checked using first-order predicate logic, or by model-checking techniques 

based upon the operational semantics. Thus we may use the operational and denotational 

models together in reasoning about real-time processes. 

6 DISCUSSION 

We have presented a denotational semantic model for real-time LOTOS, based upon timed 

observations. This model complements the existing operational semantics for the language, 

supporting a theory of refinement and a new approach to specification. Furthermore, it pro

vides an alternative view of the language operators, increasing our confidence in operational 
definition. 
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The language of TE-LOTOS includes processes that are potentially divergent, and yet 
are useful in constraint-oriented specifications. We have been able to provide a useful 
semantics for these processes. This semantics allows us to reason about the possibility of 
divergence, and to eliminate divergent behaviour from an implementation. 

The definition of this semantics presents several opportunities for continued study. The 
proposed theory of refinement requires further investigation, and the specification lan
guage needs to be tested with a variety of realistic case studies. It would also be interesting 
to see whether the treatment of potentially-divergent behaviour could be applied to other 
real-time languages. 
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