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Abstract 
In this paper I draw on some examples of past knowledge-based design projects we developed 
to illustrate the shortcomings of traditional approaches for supporting knowledge intensive 
CAD in large design projects. Such shortcomings are amplified as one considers concurrent 
engineering, which requires to extend the use of knowledge to the entire life cycle of a product, 
thus introducing additional constraints. Current standard information technology cannot cope 
with the complexity of the problem. On the other hand, new approaches like agents, found in 
the domain of distributed artificial intelligence, could offer part of the desired technology for 
supporting knowledge intensive CAD, within larger knowledge management environments. 
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1 INTRODUCTION 

In the past we tried to improve design environments by introducing knowledge within the 
technical tools, thanks to artificial intelligence techniques like expert systems or blackboard 
architectures. I will use two examples we developed for medium-sized projects to illustrate such 
an approach. This was successful, but showed limits. Today, we realize that knowledge is not 
specific to the design steps in the life cycle of a product, and must be taken into account during 
the entire life cycle. In an even broader scope, we talk of managing corporate knowledge. From 
the experience we had with some R&D projects in this domain, I will indicate some of the 
problems one encounters, as well as some of the constraints one must face while trying to solve 
the knowledge management problem. From our experience we are inclined to conclude that 
traditional computer techniques are not adequate for addressing the problem of large knowledge 
intensive routine design projects. On the other hand, newer techniques developed in the domain 
of distributed artificial intelligence, namely those involving cognitive agents could overcome 
some of the difficulties. Some projects have already tested the feasibility of expressing 
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knowledge in such a way that it can be shared with other agents. It remains to be seen whether 
such an approach can scale up to actual industrial situations. The final answer to the question 
will probably be found in the domain of Business Process Engineering rather than Engineering 
Design. Of course, such conclusions are strongly dependent on the particular type of design 
one considers. 

We are more particularly interested in large routine design projects like designing chemical 
plants, nuclear plants, harbors, aircrafts, cars, or products of similar complexity. Such projects 
have in common the following characteristics: (i) they are big; (ii) they last a long time; (iii) they 
require a large number of cooperating people; (iv) they require intensive knowledge; (v) they 
draw on previous solutions. At UTC in the past, we have dealt with such projects, trying to 
develop better design environments for facilitating the task of the designers (Barthes, 93). In 
addition to large design projects, we have also been involved since 1990 in the problem of 
capitalizing industrial and corporate knowledge, which includes dealing with local knowledge, 
with knowledge attached to a product, and with strategic enterprise knowledge. 

2 EXAMPLES OF LARGE DESIGN PROJECTS (LESSONS LEARNED) 

In this section I recall some past experience with two medium-sized projects: the first one, 
EXPORT, consisted in developing a system for designing harbors (Monceyron, 92), the 
second one, ARCHIX, a project for designing the front wheel drive train of a car (Thoraval, 
91). For each project I briefly indicate its goals and results and mention the various types of 
required knowledge, and how it was taken into account. 

EXPORT 
EXPORT addressed the problem of the preliminary design of harbors. 

Designing harbors involves the cooperation of a number of specialists. It is done in several 
steps. The first step is of innovative nature and consists of defining the basic skeleton of the 
harbor layout. The rest of the work is mostly routine in nature1• Indeed, the overall process 
aims at finding a compromise among various situations: e.g., the more the harbor is offshore 
the less digging must be done; however, in that case, the price of breakwaters will be high; 
conversely, if the harbor is well inland, then the cost of constantly digging the channels will be 
high. Designing a harbor amounts to finding some initial feasible solution and revising it over 
and over again in order to improve various criteria set by different classes of users. 

During the phase of preliminary design, over a period of two years, one has to examine a 
number of possible solutions (up to 40) in order to select 2 or 3 possibilities that will lead to 
detailed design which in turn can last up to six years. 
A prototype design environment, EXPORT, was built. It used a blackboard architecture to 
integrate a number of independent software programs, each resolving some subproblem 
algorithmically (bathymetric interpolation, residual wave motion prediction, layout, internal and 
external constructions). EXPORT provided the user with strategic help for using the various 
software modules, for creating, analyzing, and handling a number of alternate designs at 
various levels of details. In addition, all the intervening experts (architect, chief engineer, civil 
engineer, economist, etc.) were allowed to bring in their personal views related to the 
corresponding data. The architecture of EXPORT is given on Figure l. 

1cf (Gero, 90) for a discussion about routine design by design prototype-instance refinement. 
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Figure l. General architecture of EXPORT 

EXPORT uses a considerable amount of data and knowledge in its various components. Data 
include for example terrain modeling, harbor geometry, breakwater geometry and structure, 
project wave information-a composite result of several years of observations, or results of the 
computation of the residual wave motion for each point of a grid of the harbor. The amount of 
needed knowledge is equally important. 

Where is the knowledge? 
In EXPORT the knowledge can be found at different levels: (i) within each specific tool; (ii) at 
the interface between the tools and the system; (iii) at the overall level of the designing process. 
Within each specific tool the knowledge may be of procedural nature (highly computational 
modules, e.g., for bathymetry or for computing residual wave motion) or expressed in rules 
(e.g., for optimizing breakwaters). At the interface between modules, the knowledge is 
typically related to the way one uses a particular module. For example, the residual wave 
motion module uses integral equations, a complex mathematical technique. To use the module, 
one must describe the harbor in terms of convex basins of uniform depth. This requires 
knowledge which in this case was included in a specific expert system using rules. Finally, the 
design process consists of modifying some parameten•, involving decisions like: "open the 
entrance by 5°." Such decisions follow from the experience of the designer and are outside the 
capacity of the system. Typically, they are not recorded anywhere. 

Thus, EXPORT contains a considerable amount of knowledge organized as rules or 
contained in procedures, distributed throughout the system. Unfortunately, this knowledge is 
not easily accessible, if at all. As a major consequence, it cannot be transferred easily to other 
persons implied in the design process. In particular, there is no provision for explanations, nor 
can the system be used as a self training tool. 

ARCHIX 
ARCHIX was an effort to develop a design environment containing expertise, coupled with a 
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solid modeler, for designing front wheel drive trains of cars. The problem in that case is to find 
the optimal dimensions of the various parts of the ensemble engine-gearbox-wheel system, 
given the radius of gyration, the width of the car, and the various possible options for the 
engine, gearbox, and tires. In addition, the tires deform under various driving conditions, and 
this is complicated by the motion of the moving parts of the suspension system (Figure 2). 

Figure 2. View of a front wheel drive train 

ARCHIX, like EXPORT, uses a lot of numerical data, complex algorithms-e.g., for 
computing the tire envelope, and knowledge of the design process. Interestingly enough, in the 
case we studied, the design tasks and the design steps were well defined and fixed, which led 
to wiring the design strategy within the design tool. The overall result was then that all 
knowledge is either in the algorithms for producing various numerical results (like the tire 
envelope), or in the wired in structure of the design process (implemented as rules), or in the 
user's head during the interaction with the system. Here again, the used knowledge is not really 
easily accessible, which limits the possibility of sharing it with other people. On the other hand, 
in ARCHIX, design choices can be recorded, giving some level of traceability. 

Conclusion 
EXPORT and ARCHIX are representative of a generation of similar projects: DICE (Sriram et 
a!, 92), DESIGN-KIT (Stephanopoulos et a!, 87), ANAXAGORE (Trousse, 93); which led to 
knowledge-based tools for designing a class of products or prototypes. In general, the 
prototypes performed satisfactorily; they also contained a great amount of knowledge. 
However, such prototypes can only be used by specialists, require expensive knowledge 
maintenance, and are isolated with respect to the rest of the manufacturing process. As a 
consequence, some prototypes were never put in production. 

3 CORPORATE KNOWLEDGE AND DESIGN 

Section 2 gave some examples of how knowledge has been included in the past in design tools. 
However, independently from design activities, companies are interested today in the 
management of their corporate knowledge. Precisely how to do it is becoming a very hot 
subject (Wiig, 93). 

The knowledge that one finds in a company can be organized at three different levels: local 
knowledge, knowledge attached to a product, strategic corporate knowledge. At each level, 
knowledge has several dimensions: technical, psychological, sociological, managerial, 
financial, legal, etc. With such a perspective, design is no longer the central focusing point, but 
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appears to be a simple producer and user of part of the enterprise knowledge. 

Figure 3 The ideal view of a central knowledge repository 

Thus, within this framework, design must be included in the overall knowledge management 
process. It can no longer be isolated from the other activities. For large projects in particular, 
the work is still mostly organized in a waterfall fashion as shown on Figure 3. Even in such a 
case a goal would be to build a central knowledge repository, a "Corporate Knowledge Vault," 
from which every concerned person could draw information at any stage of the life of the 
product. 

At UTC, we created in 1989 a special program, IliA, involving large industrial European 
companies for studying the problem of capitalizing corporate knowledge. Among the R&D 
projects that were developed, one of them was devoted to assessing the possibility of building 
"Corporate Knowledge Vaults" (Barthes, 94). Such projects were always conducted in 
industrial environments. The obtained results concerning knowledge management which have 
been obtained equally apply to design activities. Some of them are mentioned in the following 
section. The results, in tum, lead to propose new research approaches as indicated in Section 5. 

4 SOME PROBLEMS AND REQUIREMENTS RELATED TO 
INTENSIVE KNOWLEDGE ACTIVITIES 

Let me stress again that everything written in this section, when applying to design, concerns 
primarily large routine design activities. 

Nature and size of the knowledge 

The knowledge required on a large project is enormous. Some of it is explicit/. It is expressed 
in manuals, drawings, informal notes, databases, expert systems, video, etc. All the explicit 
knowledge cannot be economically structured as a single information system to be maintained 
by a central knowledge management department. An important part of the knowledge is 
implicit. (in particular, the knowledge required to use the written documentation resides in the 
user's head). Implicit knowledge requires to be identified-a non trivial task-reconstructed 
with the experts, recorded and maintained. Implicit knowledge is not only very expensive to 
formalize, but the resulting systems are very brittle. Indeed, our experience is that the life time 
of a poorly maintained knowledge-based application is less than two years. Finally, to carry on 
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the project, people use skills, which is the ability to apply their explicit and implicit knowledge 
in a particular contextualized situation. Capturing skills would require to add a representation of 
the context in which the corresponding knowledge was applied, and it is difficult to appraise the 
extent of the contextual information that must be recorded. Thus, a centralized corporate 
repository is not feasible. In the same fashion, ideal automated CAD systems-viewed as 
nicely organized and centrally structured systems-are a myth. 

The legacy problem 

Large engineering projects involve a number of specialists, using an even larger number of 
tools, computerized or not, developed over many years. A major constraint is to integrate such 
engineering tools even though some of them may be obsolete. Sometimes, when the project is 
not too complex, this can be done as with the EXPORT system presented in Section 2. One 
then can integrate numerical and symbolic approaches, using well known artificial intelligence 
techniques like blackboards. However, such architectures lack the ability to accomodate new 
tools dynamically, which prevents them from scaling up to really large projects. 

The role of people 

Humans are the main source of knowledge. Formalizing expert knowledge is expensive and 
must be limited to strategic cases. Consequently, humans will remain an intrinsic part of any 
system managing knowledge in an enterprise. People must be integrated within the system, 
which implies a number of consequences. In particular, care must be taken to build adequate 
man/machine interfaces using common sense knowledge (Lenat & Guha, 90), which is outside 
the reach of our traditional information system technology. 

Expert systems 

Expert systems have been thought to be a good means of recording knowledge and of 
distributing it to people who needed it. Our experience is that expert systems offer an excellent 
support for building tools using local knowledge, but are not appropriate to capitalizing product 
or enterprise knowledge. Indeed, most of the time the knowledge expressed in an expert system 
when compiled in terms of rules is difficult to interpret or to access without help from the 
expert. I know of an industrial company using two systems for the same knowledge: one for 
capitalizing the knowledge, another one-an expert system-for applying it. The two systems 
are maintained independently. 

Meta-knowledge 

A very important type of knowledge which must be recorded while conducting a project is the 
knowledge about the project itself. It concerns for example all technical annotations, including 
the various decisions that have been taken and why (design rationale), the errors, the ad hoc 
decisions resulting from necessity (e.g., lack of time). This sort of knowledge, rarely recorded 
in technical documents, makes the difference between a successful and an unsuccessful project. 
It plays a great role in the skills of the human specialists. In some domains like nuclear 
engineering, safety regulations enforce the recording of such decisions. Another meta-level type 
of knowledge which is almost never recorded, is the knowledge resulting from the project 
itself, i.e., the "lessons learned." In general, there is no provision in the global budget of the 
project-and no time-to organize and to record it. If the team that worked on the project is 
disbanded as it is often the case, then this knowledge is probably lost. The difficulty here is to 
define frameworks and to find adequate tools and methods for formalizing, recording, and 
maintaining such kinds of knowledge. 
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Global initial conceptual model vs. partial descriptions 

Many researchers believe that design, after an initial stage, evolves from a well defined unique 
conceptual model (which can have possible variations). In large projects, this is simply not 
true. A large number of design teams work on various aspects of the product to be designed, 
and, because of its complexity, they work on independent aspects, which are usually 
inconsistent with one another. Thus, the idea of a global, central database, where everybody 
would draw data and information for taking care of its part of the design, will be somewhat 
difficult to achieve. The reality of the process is that designers work independently, and from 
time to time meetings are held to try to reconcile the various viewpoints. Each team, working 
with a partial viewpoint manages its own partial description of the product. Thus, the design 
process in the case of large projects is a process of divergence/reconciliation (Barthes, 94). 
Current tools lack the possibility of handling linear and parallel versions, and multiple 
representations, simultaneously, and do not support the merging of distinct representations. 

The problem of standards 

Another approach to concurrent engineering design consists of promoting standards, allowing 
to share data and knowledge. This is proposed for example in the CALS initiative (Smith, 90). 
If the results of the CALS initiative are impressive in certain areas mostly dealing with data 
exchanges, it remains to be seen if sub-areas concerned with knowledge (e.g., CITIS) will 
bring the same kind of results. 

Inadequacy of traditional computer tools 

Remarks done in Sections 3 and 4 illustrate the inadequacy of the traditional programming tools 
for supporting intensive knowledge design systems. Indeed, even if we recorded knowledge in 
the past, such knowledge was difficult to share among the various actors having to deal with 
the product. 

5 A NEW APPROACH USING AGENTS 

Faced with the inadequacy of traditional computer tools for integrating knowledge in such a 
way that it is both used and shared, we tum to newer techniques. One of them, proposed in the 
domain of distributed artificial intelligence consists of building systems on top of cognitive 
agents. 

Agents 

Several projects are being developed to test the agent approach, e.g., PACT (Cutkosky et al, 
93), FIRST-LINK (Park et al, 94), NEXT-LINK (Petrie et al, 94), ATOS-1 (Jones et al, 95), 
ACORN (Coyne et al, 94), DIDE (Shen & Barthes, 94). The approach consists in developing 
agents that can support some limited aspect of the design process and contain the corresponding 
knowledge. Each agent is independent and can function by itself. The important feature of 
agent-based systems is that one takes a particular care of making the knowledge explicit and 
available to any other agent in the system. Special knowledge structures, called ontologies, are 
designed for different domains (mechanical engineering in PACT, FIRST-LINK, or DIDE; 
satellites in ATOS-1) to enforce a common understanding of the general and domain concepts, 
thus allowing the agents to communicate data and knowledge. Ontologies are designed and 
maintained using new languages, like Ontolingua, shared and transferred thanks to formalisms 
like KIF, supported by communication protocols like KQML or others. The ATOS-1 project is 
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interesting here since it solves the same sort of legacy problems than EXPORT with explicit 
modeling of the knowledge. It uses the concept of agent grouping in a facilitator, as was 
advocated in PACf. 

The agent approach is potentially a solution to some of the problems that were mentioned 
previously. Indeed, agents can record knowledge explicitly, as was just mentioned; they can 
encapsulate existing engineering tools; they are effectively modular and can accommodate new 
tools dynamically; they can support different models simultaneously and redundantly, recorded 
in different agents; agents can also be used to record meta-knowledge. Agents do have some 
problems. Indeed, agents architectures can suffer from coordination and conflict resolution 
problems. However, in large projects, conflicts can only be resolved by human interaction: 
thus, the problem is not so crucial and can be addressed by making sure that the underlying 
representation and mechanisms can support the process of "reconciliation." 

Agents have additional interesting properties: they can act as slaves when used as an 
encapsulation layer for traditional design tools, or they can become more active. Indeed, they 
can not only display communication and expertise, but they can also build dynamically models 
of other agents and of their expertise, models of the task being executed, and they can obtain 
information about the process supporting the task. Finally, humans can be easily included in an 
agent population by means of a proxy agent ensuring communications between the person and 
the rest of the system. 

The DIDE project 
At UTC, we started a project in 1992, called DIDE (Distributed Intelligent Design Environment) 
for the purpose of testing the possibility of developing open distributed design systems that 
could scale up for large applications. The project consists of defining and building independent 
cognitive agents, each one supporting a part of the design process. Some agents encapsulate 
traditional tools, thus taking care of the legacy problem (this is not always very easy to 
achieve), some agents contain more specifically knowledge (e.g., assembly procedures), some 
agents are specifically designed for interacting with designers, thus integrating humans in the 
global system. The number of agents is not fixed and can grow or shrink during a project. We 
can introduce new agents without stopping the design process, and without the user noticing it. 
This is important to test new tools, or to remove obsolete software, or simply when some agent 
breaks down. Some of the agents can be local, some others can be accessed through an external 
net. The project is based on a multi-agent software platform, OSACA, that we developed, 
which allows to create and to maintain a population of agents on a set of workstations. We use 
the DIDE prototype to test the feasibility of a distributed architecture, in particular, by 
interfacing with other projects concerning knowledge capitalization. We also plan to use DIDE 
to test the feasibility of the divergence/reconciliation approach that we advocate, and the 
possible scale up for large industrial projects. 

6 CONCLUSION 

In big projects, design is the result of compromises among people who in general do not 
understand one another and who pursue different goals and objectives. To the question "Can 
we build CAD systems that would include design and product knowledge for improving the 
design process and for distributing the knowledge to all persons who deal with the designed 
product during its whole life cycle?" we can answer that the traditional information technology 
does not seem to be powerful enough to allow it. On the other hand, new approaches like that 
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of agents developed in the domain of distributed artificial intelligence seem to have the power of 
answering part of the question. We need to do more work to prove or to disprove it. 

However, the answer does not concern solely the technical side of the problem and is not 
limited to the design steps of the life cycle of the product. It is related to the issues of a better 
management of corporate knowledge as a whole, and in an embedding of the design activities in 
the global production process. I.e., the question should actually be: how design can draw on 
organized knowledge management, rather than how can we organize knowledge for improving 
the design. Thus, the problem is more one of Business Process Engineering rather than one of 
Design. It is significant that the European Union has prepared a special program within 
ESPRIT IV to address such issues. 
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