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Abstract 
The ultimate goal of advanced computer-aided design technologies is to facilitate effective 
product design and manufacturing activities in industrial companies through the whole life
cycle of industrial products. A central means for achieving this long-term goal is turning 
various types of knowledge on industrial products, their manufacture, use, maintenance, and 
other life-cycle activities into a reusable resource for the company, and deploying the 
resulting life-cycle knowledge during product development and manufacture, particularly the 
early design stages. It is claimed that these two-knowledge capitalisation and knowledge 
deployment-are essential characteristics of a Knowledge-Intensive CAD environment. Based 
on this view, the paper will discuss some of the characteristics, issues, and challenges of 
knowledge-intensive CAD systems, and give a draft research agenda for future. 

1 INTRODUCTION 

The present industrial environment is characterised by increasing demands on product 
customisability, short and dependable order delivery, and reduced product life cycle. Faced 
with these pressures, companies throughout the world are investigating, assessing, and re
engineering their operations to eliminate unproductive work, to streamline the core processes, 
and to improve their performance by use of automation and information technology. 

Effective administration of information is a key ingredient in these activities. In the future, 
companies cannot survive solely by excelling the logistical management of the physical 
material flow through the various activities; they must also excel the logistical management of 
the various types of information flow. A key objective for the logistical management of 
information is reuse of existing information: ideally, all information created or learned should 
be made available to later use in a correct, useful, and timely fashion. 

What forms the motivation of this paper is that a "Copernican revolution" in the basic 
thinking about the organisation of company functions (and consequently, in the information 
technology supporting these functions) seems to be in progress. Many researchers in the field 
expect that the result will be a new paradigm making a complete departure from the Taylorian 
functional division of the operations of a company (Tomiyama eta!. 1995). 

The objective of this paper is to discuss information management issues for the new 
paradigm, leading to the concept of knowledge-intensive CAD systems. The structure of the 
paper is as follows: First, Section 2 looks at the change pressures that lead to progress towards 
the new paradigm. Next, section 3 will look at the information modelling issues raised by the 
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4 Part One Introduction 

new paradigm. Section 4 illuminates these requirements and issues further in relation to a case 
study. Finally, Section 5 concludes the paper with a draft statement of future work. 

2 PROCESS BASED PARADIGM 

To understand the requirements of the new paradigm, it is useful to first look at the qualitative 
changes in the competitive environment of industrial companies a bit further. 

Product lifetime Number of variants 

1970 1980 1990 1970 1980 1990 

Required delivery time Product complexity 

1970 1980 1990 1970 1980 1990 
Figure 1 Qualitative changes in the competitive environment of industrial companies. 

Some of the main qualitative changes in the competitive environment experienced by 
industrial companies are summarised in Figure l. As indicated, product life times are getting 
shorter; a product which used to stay on the market for ten years must now be replaced after 
five years or even less. At the same time, the number of product variants is increasing; more 
and more customers demand products tailored for their particular needs. The products are also 
more complex than before: increased demands on functionality, quality, durability, and 
environmental safety require more complex and integrated product designs where several 
types of engineering expertise are needed. Last but not least, customers require the delivery of 
the products to take place more rapidly. 

In general, time has become a central competitive factor, leading to the concept of time
based competition. A well-known example of the importance of time to market is illustrated 
in Figure 2. Taking somewhat pessimistic stance, it depicts two scenarios of failure in product 
development, namely (i) exceeding the planned development time by six months (but staying 
within budget), and (ii) exceeding the development budget by 50% (but making it in time). 
Assuming a total product life time of five years, the overall decrease of lifetime profits is in 
case (i) 30% and in case (ii) 5%. That is, given the choice, one should prefer spending more 
money to spending more time. 
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Product lifetime: 5 years 
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Figure 2 Time to market as a competitive factor. 
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6 Part One Introduction 

The above issues lead to a process-based view of the company. Instead on the functional 
division, the emphasis is on the business processes of the company, in particular the core 
process and its support processes • Figure 3 gives an overview of the resulting "big picture". 

For industrial companies, the core process is typically customer order satisfaction. It starts 
from the customer (who is the "king", therefore denoted by the crown in Figure 3) and ends in 
the shipment and successful installation of the product. Although not shown in Figure 3, the 
process continues after these steps to include using, servicing, renovating and eventually 
dismantling the product. The support processes are targeted at maintenance and improvement 
of the competence of the operative processes, and at holistic direction-setting for the whole 
company. They include new product development and production system development. 

The actual layout of the processes depends on the nature of the product and the business. 
Figure 3 uses a simple ABC-classification according to the degree of product variability: 

A-process The customer order satisfaction process of a completely standard product ("No 
new drawings required"). 

B-process The customer order satisfaction process of a non-standard configuration of the 
product made of standard modules ("New assembly drawings required"). 

C-process The customer order satisfaction process of a non-standard configuration of the 
product which includes non-standard modules ("New detail drawings required"). 

The A-process should be simple and efficient. Information flow should be unidirectional on 
the basis of parametric designs and product configurators. The C-process should provide 
enough flexibility to support all intended customer needs. The B-process covers the middle 
ground on the basis of "mass customisation" principles. 

The various process steps are performed by agents, such as the customer, sales personnel, 
product engineers, manufacturing engineers, and product developers. The different agents 
assume different viewpoints to the product. As indicated in Figure 3, customer's viewpoint 
focuses on the function and behaviour of the product; salesperson's on the capture and 
translation of customer requirements as a specification; product engineer's on the product 
structure; manufacturing engineer's on the manufacturing process; and product developer's on 
the optimal mapping of expected functional needs to a product platform and related modules. 

The core and operative processes are not limited within the scope of one company. Instead, 
they often involve other autonomous entities such as customers, suppliers, partners, 
subcontractors, service providers, and public authorities. Sometimes, the co-operation is 
dynamic and opportunistic, leading to the concept of a virtual corporation. 

3 KNOWLEDGE-INTENSIVE CAD 

The process-based paradigm emphasises the horizontal information flow between the various 
agents. This means that the "stone walls" between the various functions must be broken: 
Design will interact with later life-cycle stages to exchange information and knowledge; 
manufacturing will utilise design information to aid its decision-making. The interaction 
crosses the boundaries of a single company to its suppliers and partners. It also bypasses 
ordinary hierarchical levels of company administration (many of which will disappear). 

The concept of knowledge-intensive CAD is designed to address the issues of information 
exchange between various stages of the core and support processes a priori: the processes and 
their supporting tools are designed to support and take advantage of knowledge flow. 

An important ingredient of KIC is effective reuse of product information. Product data reuse 
may involve engineering data at many levels, starting from the functional specifications and 
overall design rationale and ending with individual product modules, components, and their 
technical and geometrical details. Table 1 gives a summary of possible reuse at various levels 
of product information organised according to the typical stages of product development. 
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Table 1 Reuse by levels of product data. 

Customer-seen 
functions 
Basic 
construction 

Modules and 
subassemblies 

Parts and 
components 
Production 
processes 

What does the product do? What qualitative or quantitative requirements 
are placed on its functions? What undesirable behaviours must be avoided? 
What are the basic physical principles of the product? What basic functions 
are needed to realise customer-perceived functions? What functional 
subsystems are required? 
What modules are required to implement the various subsystems of the 
product? What are their functional and structural properties (parameters)? 
How are the modules interfaced? 
Which parts are needed in the product? What requirements must they 
satisfy (geometric/materials/mechanicaVelectrical etc.)? 
Which production processes can be used to realise the product? Which 
resources (lines, cells, machines, tools, auxiliaries, etc.) can be used to 
implement the processes? 

Table 2 Reuse by process time scale. 

Operative data: 
customer 
delivery process 

Tactical data: 
product life
cycle modelling 
Strategic data: 
technology base 
management 

Support flow and sharing of product data through the customer order 
satisfaction process from marketing to after-sales operations. In other 
words, automate information flow to facilitate effective execution of the 
operative process. [Short term] 
Support the capture and sharing of product information covering the 
whole product life-cycle. In other words, deploy reusable information 
from support processes in operative process activities. [Medium term] 
Support the capture and reuse of information from one product to another 
by capturing generic product design and production data in a reusable 
form. In other words, deploy (core) competence to product development. 
[Medium to long term] 

What separates KIC from product modelling and knowledge-based CAD approaches is the 
special emphasis on the process paradigm. In particular, KIC addresses reuse across the 
different time scales of the core and support processes as summarised in Table 2. This raises 
significant challenges which are not typically the focus of other CAD research. In particular, 
two major issues are knowledge capitalisation and knowledge deployment. 

Knowledge capitalisation denotes methods and tools for collecting useful, reusable 
knowledge on products and their design and manufacturing processes. Generally, to make 
knowledge useful, some abstraction and transformation is needed. Any degree of automation 
of these tasks is a challenge to the present state of the art. Another challenge is user interface: 
designers should not be unduly burdened by knowledge capitalisation activities. Observe that 
knowledge capitalisation must cover all time scales--operative, tactical, and strategic. 

When applied to design information, knowledge capitalisation involves the following tasks: 

Design information created and utilised must be captured in a computer intelligible form. 
In other words, a design history or design trace must be extracted during the execution of 
the design process, resulting in a design rationale representation which preserves the 
design intent, reasoning, and decisions of the designer. 
A design trace or history may not immediately be useful as a basis of design data reuse. 
To make design knowledge reusable, it must first be abstracted and generalised in a 
reusable form-that is, it must be systematised. Multiple levels of abstraction and 
aggregation may be required. 
A full trace from a structural element of the product back to its justification in terms of 
customer-requested function, technical criteria, engineering knowledge, and like must be 
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8 Part One Introduction 

provided. The design data representation should be flexible enough to cater the inclusion 
of information in variable formats, including text, graphics, animation, audio, and video. 

Knowledge deployment denotes methods and tools for locating, accessing, and applying 
useful product knowledge during the design, manufacturing, or other life-cycle stages of a 
product. Some of the challenging tasks that arise are as follows: 

• Reusable knowledge must generally be modified and augmented to make it useful in any 
detailed context. Case-based reasoning is one instance of this paradigm. 

• User interface is critical: if locating and using reusable knowledge is more difficult than 
recreating the knowledge, little reuse will take place. A minimum requirement is a query 
utility that provides browsing and searching relevant information according to multiple 
criteria including the function, the behaviour, and the structure of the design object. 

• A distributed mode of operation poses special requirements to the implementation of the 
above tasks. Design data representations should be stored in a location-transparent 
manner; possible duplication of the same data should also be transparent. Concurrency 
control which maintains the integrity of the data must be included. User interfaces should 
employ tools and concepts of computer-supported co-operative systems, supporting 
various protocols for negotiation, decision making, etc. 
Knowledge deployment should be possible over all time scales relevant to product 
modelling. That is, operative process information (such as quality information) should be 
made available for tactical and strategic processes (such as product development). 

Specific problems and issues that must be addressed in knowledge capitalisation and 
deployment include the following: 

Level of abstraction Different agents need and use product information at different levels of 
abstraction and aggregation. For instance, producibility reasoning takes place at a lower level 
of abstraction than design; to permit producibility analysis during the early design stages, the 
abstraction gap should be bridged. 

Conceptual mismatch The concepts used by various agents can be genuinely different. For 
instance, the concepts to describe products from design viewpoint (functions, behaviours, 
structures) are different from those used from analysis or manufacturing viewpoint (features, 
geometry, manufacturing processes). 

Missing information Early design models are often incomplete and must be augmented with 
"default" information for analysis or producibility inspection. 

Background knowledge Background knowledge may be required to map between the 
various abstraction levels or fill the gaps of missing information. 

The above problems are paramount in the case that distinct autonomous entities need to 
share product information. Supporting dynamic and opportunistic co-operation in a virtual 
corporation is the worst-case scenario where hardly any simplifying assumptions are valid. 

4 CASE STUDY: LIFE-CYCLE ASSESSMENT (LCA) 

For a concrete example of the issues and challenges of KIC, let us consider the case of life
cycle assessment (LCA). While LCA may not be a traditional engineering activity routinely 
performed during product development, it is becoming increasingly important with increased 
concern about the environmental impact of industrial products and processes. 

The objective of LCA is to analyse the environmental performance of a product over its 
entire life-cycle from product development to manufacture, use, demolishment, and reuse 
(Alting 1995). Various factors may be selected for study, such as use of fossil energy, use of 
scarce raw materials, release of C02 and other harmful gases, or release of dangerous 

• 
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substances. LCA is most often performed as a comparison between two product alternatives 
fulfilling roughly the same function: "classical" often-cited examples include paper bag vs. 
plastic bag for groceries and steel vs. aluminium for sheet metal bodies. 

In principle, LCA should be comprehensive: energy use, C02 release, etc., of raw and 
auxiliary materials, production equipment, transportation, packaging, installation, and 
servicing should all be taken into account. This leads to considering the full sequence of life
cycle stages as indicated in Figure 4; in this example, the energy use and the C02 release over 
design, manufacturing, distribution, use, and demolishment/reuse are to be analysed. 

Figure 4 Product life-cycle assessment. 

To be comprehensive, LCA of these stages must take into account the energy uses and C02 
releases caused by the production of materials, equipment, facilities, etc., which are required 
directly or indirectly for the product. For instance, production equipment used for the 
production has its own life-cycle (of which production constitutes the "use" stage), and an 
appropriate portion of the life-cycle energy use and C02 release must be allocated to the 
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product. As indicated in the picture, the same argument can be applied recursively; for 
instance, some portion of the energy consumed by the production equipment used to make the 
transportation equipment which is used for transportation is to be allocated to the product. 

Of course, many branches of the recursion tum out to be insignificant; e.g., the energy used 
to produce the tires used by the truck used to transport the production equipment to the 
production site can probably be ignored. Unfortunately, in some cases many levels of analysis 
seem necessary. To assess comprehensively the energy use of steel material, for instance, the 
analysis should include all life-cycle stages of steel all the way from mining to reuse. 

Several characteristics of LCA are of particular interest from KIC viewpoint: 

1. Almost universally, LCA involves gathering information from several independent 
companies. For instance, to assess energy use, information from raw material suppliers, 
transportation companies, energy producers, etc. must be collected. Gathering such 
information is difficult because requested information may not be immediately available 
in a useful form. In fact, to give a comprehensive answer, these other companies should 
perform a LCA of their own! 

2. The "raw" information needed for LCA is often not available for business security 
reasons. For instance, to assess the release of harmful substances of integrated circuit 
production, yield rate is crucial information. Yet it typically is closely guarded sensitive 
business information of the chip producer which is not made available to customers. 

3. The information needed for LCA may not be known at the time when LCA should be 
performed. For instance, production processes may be unknown at an early stage of 
product development, making it difficult to determine their contribution to the 
environmental performance of the product. 

To solve these problems, one ideally needs some type of a co-operative arrangement 
involving all companies whose contribution is required. One highly speculative arrangement 
is an agent-based architecture, where each company is represented by means of an "intelligent 
LCA agent" which is prepared to answer to LCA-oriented "questions" posed by human LCA 
analysts or other LCA agents. Figure 5 illustrates the concept. 

Figure 5 A speculative LCA agent architecture. 
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Let us outline computational facilities which seem to be needed to implement the 
architecture. For this, we assume a hypothetical sequence of events during a LCA analysis: 

1. The LCA analyst needs to analyse the total C02 release caused by a product X. He or she 
poses the question to the LCA user agent using a syntax such as KQML. 

2. The LCA user agent retrieves the product structure from the company data base. For each 
product component, it further retrieves its production process model. 

3. The production process model can be used to compute the direct C02 release of the 
various processing steps. Moreover, it indicates the materials, suppliers, and resources 
required for the implementation of each process step. 

4. For every resource requirement, the LCA agent formulates a LCA query and forwards it 
to the corresponding LCA agent representing the material, service, or resource supplier. 

5. Each receiving agent processes the LCA query recursively as starting from step 2. After 
computing a reply, the agent forwards it back to the original agent. 

6. The LCA agent combines the answers to compute the total C02 release asked. 

There are difficult problems of LCA that we choose to brush aside here, such as the 
allocation problem: how should the contribution of a shared resource be allocated to the 
various products? Instead of these specific LCA issues, let us discuss the KIC issues: 

Level of abstraction The above process is obviously impractical: the process will never 
terminate. Some termination criteria should be included to weed out recursive branches whose 
significance is negligible. Not every nut and bolt should be studied in detail, but a simplified 
formula retrieved from a general LCA data base used instead. This requires some way of 
mediating a "point of view" to all agents participating in the LCA process. Moreover, the 
process as discussed assumes that the asking agent has perfect knowledge on the design and 
manufacturing process of the product. If these activities are performed in a different company, 
this is not likely to be the case. More realistically, a mapping from holistic product level to 
detailed manufacturing level should be performed on behalf of the asking agent. 

Conceptual mismatch The procedure makes the silent assumption that the LCA query is 
comprehensible to the receiver. This is by no means certain. For instance, suppose that a 
product uses "galvanised steel". From the viewpoint of the agent formulating the query, 
"steel" is bulk material. From the viewpoint of a steel maker, there are hundreds of variants of 
steel, each with different LCA characteristics. 

Missing information Another assumption is that the product is fully designed and a 
complete production model is available. This would preclude the use of LCA during product 
development when much of this information is not yet available. Somewhat more realistically, 
the LCA agent should be capable of deducing likely process requirements of the product on 
the basis of generic process models, and using these to compute LCA information and 
formulate queries. This means that the analyser must cross life-cycle stage boundaries. 

Background knowledge A related assumption is that the production process models include 
all relevant materials, services, and resources. A more reasonable assumption is that this is not 
the case: "self-explanatory" aspects of the processes are not detailed. Hence the LCA agent 
formulating a query should possess everyday knowledge to formulate the query. For instance, 
if personnel is required for implementing a process, the LCA agent should be able to deduce 
that they need transportation to come to work; therefore, the corresponding C02 release 
caused by their cars (or whatever) should be allocated to the product. 

There are no simple solutions known to the above problems. Any serious attack at them 
seems to require sharing common background knowledge involving all agents. This 
knowledge should give the agents the capability of mapping between different levels of 
abstractions and different conceptualisations of an entity or phenomenon. Another 
requirement is some type of a negotiation mechanism involving the agents whereby they can 
collectively construct the mappings between levels of abstraction and different viewpoints. 
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5 TOWARDS A RESEARCH AGENDA 

At first sight, the issues raised by the LCA example may seem fairly specific to the LCA case. 
Yet it is not so. Instead, the same problems appear repeatedly in knowledge-intensive CAD, 
and are likely to form critical issues in next generation systems aimed to support it. 

The problems and issues of knowledge capitalisation and deployment are very far-fetched 
and complex. They must be attacked at several fronts simultaneously, both from the practical 
and the theoretical perspectives. Some research topics for the future that represent various 
combinations of the practical and theoretical aspects are the following: 

Investigate design process modelling and capture from a pragmatic viewpoint using 
distributed mechanisms such as WWW (Virtual Corporation 1995). 
Investigate tools and methods for modelling and deploying common design knowledge. 
Investigate cross-functional problems such as translating captured design process 
knowledge to product configuration information. 
Investigate methods for providing feedback from operative to support processes, such as 
mapping and deploying captured information from manufacturing to design. 
Investigate the computational methods and issues required for realising some type of an 
agent-based infrastructure such as the LCA agent structure discussed in Chapter 5. 
Technical challenges to be tackled include knowledge representation and negotiation. 
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