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1. REACTIVE SCHEDULING 

Job-shop-scheduling is the task of assigning orders to resources on a shop floor 
considering several predefined hard- and soft constraints. The result is a detailed 
predictive schedule which fixes times and machines for all operations of all 
orders, usually visualised as a gantt-chart. The purpose of this schedule is to 
guide operation execution on the shop floor, to make sure that orders are finished 
before their due date, to decide when to start producing orders, and to detect and 
counteract on future bottlenecks. This schedule is subject to changes because 
external and internal events enforce rescheduling, e.g. delayed or shortened 
execution of an operation, machine breakdown or an additional high priority 
order. Creating a completely new schedule every time an event occurs would be 
time consuming and ignores already existing preparations, e.g. material move
ments. Moreover, scheduling algorithms tend to exhibit a chaotic behaviour: 
Slight deviations in the initial scheduling problem result in completely different 
schedules. This can lead to a phenomena called shop floor nervousness because 
every event enforces a new schedule. Many consecutive schedules, sometimes 
only viable for a short period of time put the result of rescheduling in question. 
Additionally, predictive scheduling can be time consuming especially when 
modern knowledge based strategies are used. Therefore, our goal is to repair the 
existing schedule with only minor changes to gain stability. 

R. Kerr et al. (eds.), Artificial Intelligence in Reactive Scheduling
© IFIP International Federation for Information Processing 1995



From reactive to active scheduling by using multi-agents 13 

Usually the complexity of this task is underestimated [1]. Simple shift-opera
tions do not consider the complex frame of technical and economical constraints 
of the problem. Relocating operations and still producing consistent schedules is 
sometimes even more difficult than predictive scheduling, which is proved to be 
NP-hard in most cases [2]. Recent research in reactive scheduling resulted in sys
tems which concentrate on repairing the schedule once for every event, e.g. [3-5]. 
The rescheduling cycle stops if a consistent solution is found. Additionally, they 
often do not cope with the great variety of different possible events, but concen
trate on a few ones like machine breakdown and additional high priority order. 
For example, very few systems handle the case of a premature terminated opera
tion intelligently. 

More problems arise if rescheduling is not fast enough. Because of the batch
like characteristic the system blocks all access to the schedule while it is busy 
with rescheduling. This blocking causes inaccessibility of important data, e.g. 
what to produce next on a particular Machine. Moreover, events can jam the sys
tem if they appear at a higher rate. 

2. ACTIVE SCHEDULING 

We are facing two conflicting requirements here: On the one hand, reschedul
ing has to be fast, as events can appear very often in highly dynamic systems. A 
constant stream of data e.g. gathered automatically from a system collecting 
shop-floor data may be used to keep the underlying data as exactly as possible or 
even predict more accurate times for operations currently in process. This 
increases the number of events dramatically. On the other hand, the schedule 
has to be good with regard to some predefined quality functions. That is, econom
ical goals like "low tardiness", "short work-in-process times" or "good utility of 
critical machines" have to be met. This is usually achieved by adding heuristic 
knowledge to the rescheduling algorithm combined with a balanced trade-off 
between fast and good rescheduling and also considering stability. As a result, in 
many cases schedule quality decreases slowly with every new event. The crucial 
problem here is the demand of global consistency of the schedule all the time. 
Once we give up this demand, we shed new light on the rescheduling problem. As 
a result, we formulate first hypothesis. 

Hypothesis 1: Global consistency is not the goal but the direction of rescheduling. 

All we need to do is make sure that the schedule can reach a consistent state 
and that effort is made to reach it. It is important to note that our initial goals for 
predictive scheduling are still viable for a partially consistent schedule. The 
schedule is consistent enough to satisfy our information needs. All we wanted to 
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know from the schedule can also be derived from the partially consistent sched
ule: Start times, bottlenecks, machine utilisation, control of due dates, etc. 

Imagine a human scheduler. If an event occurs, he tries to integrate it into the 
schedule, focusing on reaching consistency. After checking the event for plausi
bility he repairs broken constraints in the affected area. Then he looks for subse
quent effects. As long as events come in or are pending, the scheduler is busy 
integrating them. If the event queue is empty and the schedule is consistent, he 
can lean back and look what he can do to improve schedule quality even though 
no event forces this. This behaviour can be summarised to: 

Hypothesis 2: Rescheduling = checking + repairing + improving. 

He can even decide to improve the partially consistent schedule if remaining 
inconsistencies are either minor or in unimportant areas, e.g. far in the future. 
But this is only possible if we can distinguish between reacting to specific events 
(individually for each event type) and a general repair algorithm. Having a com
pletely different algorithm for each event would not allow such a distinction. One 
way to achieve this is using the buffer schedule strategy described in [5]. The 
basic idea presented there is that overlapping or new operations are placed in a 
buffer schedule (following the idea of the human schedulers "free hand"). The 
rescheduling algorithm tries to place operations residing in the buffer schedule 
back into the real schedule possibly by moving other operations into the buffer 
schedule. When the buffer schedule is empty we have constructed a consistent 
schedule. The latter is the general repair strategy whereas the initial decision 
about which operations go into the buffer plan is event specific. 

/* Active Scheduling Algorithm */ 
create initial schedule with predictive algorithm 
repeat infinitely 

while event queue not empty 
pick next event 
check for basic constraint violations 
apply event-specific reaction 

endwhile 

while schedule not consistent and event queue empty 
apply general repair strategy 

endwhile 

while schedule consistent and event queue empty 
improve schedule 

endwhile 
endrepeat 

Figure 1. Active Scheduling Algorithm 
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With this in mind, rescheduling can be viewed as a continuous process where 
we are always busy improving the schedule and integrate new events when they 
arrive. The system checks for every event if it violates basic constraints or if it 
makes it impossible to reach a solution. If this is not the case, the event is 
accepted and the new data is integrated into the schedule. The rescheduling 
takes care of this new data immediately. This behaviour can be called active 
scheduling (see fig. 1): 

Definition: Active scheduling = predictive scheduling + continuous rescheduling. 

3. MULTI-AGENTS 

The idea of active scheduling is further supported by issues investigated in 
DAI [6]. This research area is concerned with the cooperative solution of prob
lems in multi-agent intelligent systems with both computational and human 
agents. The central problem in DAI is how to achieve coordinated action among 
such agents, so that they can accomplish more as a group than individually. It is 
important to note that agents have two important features which make them 
ideal for use in active scheduling: First, an agent is intelligent in a way that it 
has knowledge of some kind (in our case knowledge of scheduling and quality 
functions) and has the ability to negotiate intelligently. Second, it is active, i.e. 
even if it does not have to serve a request (in our case reacting to an event), it can 
take initiative and play an active part in the system (in our case improving the 
schedule). Additionally, agents can be distributed and communicate asyn
chronously. Following the idea of the human scheduler, many schedulers are now 
busy with rescheduling, but each can deal with a different part of the problem at 
the same time. 

We can identify two sources of intentions in our domain: Orders and machines. 
Orders are "interested" in starting as lately as possible, but they want to be fin
ished before their due date. Machines are "interested" in good utilisation and in 
leaving small safety gaps before and after each operation. We avoided the com
monly used blackboard-style architecture because it is a potential bottleneck. 
Instead, we decided to split the schedule and distribute it among several inde
pendently running agents. Each order-agent knows on which machines its opera
tions are planned and each machine-agent knows its own schedule portion and 
predecessor and successor machines for each operation. 

Figure 2 demonstrates these relationships. The order with number 3 will be 
consecutively produced on machines M2, M12, M24 and M33• Only the start time of 
step 1 and the end time of step 4 are known to the corresponding order agent 0 3• 
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The machine agent M24, on the other hand, has only knowledge about step 3 of 0 3 

and the end time of its predecessor step on M12 and the start time of the succes
sor step on Mss· Of course, its local knowledge base contains also data for all 
other steps scheduled on M24• 

--~~step 1 I -
tm:i;za;;:i;i;tmm:::ms::~:::;::f§:~:i~Wf-1 

" 0 3 step 3 

Figure 2. The distributed schedule scenario 

Each agent acts concerning a hierarchy of intention levels (listed in descending 
priority): 

up-to-date data 
local consistency 
global consistency 
local optimization 
global optimization 

Each agent works on fulfilling its lowest unfulfilled level. If it is fulfilled com
pletely, it begins to work on the next level. The uppermost level, i.e. reaching a 
global optimum, is never fulfilled. Note that trying to fulfill a level can make 
work on lower levels necessary, e.g. if a machine agent M1 is reporting a sequence 
conflict to M2, M1 reaches global consistency (in its view), but M2 has to rearrange 
operations which may break its local consistency. 
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Distributing the schedule accomplishes two important results: There is no 
longer a central, globally consistent schedule. According to hypothesis 1 this is no 
problem. Second, agent communication can be about different intention levels at 
the same time. While, e.g. one agent is repositioning an operation due to the 
event "machine breakdown", two other agents may communicate about moving 
an operation from a bottleneck machine to an alternative machine to improve 
their throughput and therefore to improve global schedule quality. This complex
ity makes necessary a structured agent behaviour which we are currently inves
tigating. 

Note that the communication in different levels is completely different. Lower 
levels usually exchange update-information or inconsistency messages. In higher 
levels a complex cooperation takes place. Agents exchange suggestions for sched
ule improvement on which they both must agree. This communication must 
immediately be interrupted if a new event informs one of them about new data. 
Lower intention levels become active and the cooperation must start again if the 
lower levels are fulfilled later. This guarantees fast reaction to disturbances 
without neglecting the necessary steps to improve the schedule later. 

The system is also capable of integrating all kinds of algorithms for predictive 
scheduling. If a group of order agents is "unsatisfied" with the schedule they can 
decide to start a predictive algorithm. The result is integrated into the schedule 
by means of events, which makes sure that small deviations occurring in the 
meantime are respected, independent of how long the scheduling task may take. 

The various options for each agent to make changes to the schedule can easily 
introduce again the effect of shop floor nervousness which we discussed above as 
a drawback of conventional predictive scheduling. Our solution is to define areas 
in the schedule which are treated differently in terms of rescheduling activity. 
Operations which are going in production soon are not allowed to change their 
machine or sequencing anymore whereas operations far in the future may do this 
very often. This is a result of different "views" on periods of the time axe. The 
area around the current time controls the shop floor and gives instructions what 
operations to produce next. The time period for the next days gives a short-term 
prediction for an optimal sequence. The schedule area far in the future mainly 
calls attention to bottlenecks and acts as a long-term prediction. The human 
scheduler will certainly not see the entire schedule but only focuses on certain 
machines for the next days. But he will be able to predict the shop-floor load for 
the next weeks and counteract on upcoming difficulties early. 

Scheduling by hand is also integrated into the system. A user is treated as a 
special agent. If he wants to enforce certain decisions about a machine or time of 
an operation, he triggers an event which sets special operation attributes. The 
agents will respect these attributes when deciding on reordering operations. 
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4. IMPLEMENTATION 

The ideas presented here are currently implemented in a system called 
MARTIN (Multi-agent-system for active scheduling) which is still in the process of 
development. Only parts are implemented prototypically. We are using Prolog as 
the implementation language. A Prolog process can administrate many agents 
using cooperative multitasking. Process communication takes place with UNIX
sockets which allows a distribution on physical level, i.e. the system will run 
parallel on many computers. MARTIN will also become part of the Planner's 
Workbench, a tool to create and configure individual scheduling systems. 

We are currently focusing research on finding methods for improving the 
schedule. There seem to be two promising approaches: Game theory (cooperative 
and non-cooperative) and market theory. 
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