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Abstract 
Default reasoning is common-place in business, but most information systems provide only 
very limited support for default knowledge. While extensive research has been carried out 
on default reasoning in the artificial intelligence community, little work of any practical 
significance has addressed the modeling and implementation of default knowledge in 
commercial information systems. This paper surveys the main approaches to default 
reasoning within both the artificial intelligence and database disciplines, proposes a means 
of specifying defaults at the conceptual level, and suggests ways in which this specification 
may be implemented in relational database systems. 
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INTRODUCTION 

In the absence of asserted information, one might act on the basis of default assumptions. 
Although this practice is common in business, most database systems provide very limited 
support for default knowledge. While extensive research has been carried out on default 
reasoning within the artificial intelligence (AI) community, little work has been done on 
modeling defaults for application in commercial information systems. 

*On leave from Dept of Computer Science, University of Queensland, Australia. 

R. Meersman et al. (eds.), Database Applications Semantics
© IFIP International Federation for Information Processing 1997



424 Part Eight Object-role Modeling and Intelligent Systems 

This paper surveys the main approaches to default reasoning within both the artificial 
intelligence and database disciplines, proposes a means of specifying defaults at the 
conceptual level, and suggests ways in which this specification may be implemented in 
relational database systems. 

We do not aim to solve complex extension problems that have been studied in the 
literature. Instead, we place the burden of reasoning using default information squarely on 
the user/programmer. Since the status of any piece of information (i.e. whether it is default 
or not) is explicitly represented, rules using it and conclusions drawn from it can take this 
status into account. In this way, 'default' reasoning is mapped back to first order logic. 
While this approach may seem simple-minded when compared with many sophisticated and 
elegant proposals from the field of nonmonotonic reasoning, it has many practical benefits 
as illustrated by the following example. 

Suppose an information system contains data about invoices to be paid. An invoice has 
a status which is 'approved', 'disputed' or 'pending approval' where the default is 'pending 
approval' . The application is required to pay all outstanding invoices that are near to their 
due date. In order to avoid interests, the application will initiate a payment on any such 
invoice unless its status is 'disputed'. However, for invoices that have the 'pending 
approval' status it makes a difference whether this status was assigned by default or has 
been explicitly assigned. Indeed, for large amounts, one may well prefer not to pay such an 
invoice that has a default 'pending approval' status. 

The rest of this paper is structured as follows. Section 2 surveys various AI 
approaches to default knowledge; then section 3 overviews current approaches to defaults 
within commercial database systems. Section 4 proposes a means of specifying default 
knowledge at the conceptual level. Section 5 discusses how to implement this conceptual 
specification in a relational database system. A brief conclusion is then presented, followed 
by the reference list. 

2 APPROACHES FROM ARTIFICIAL INTELLIGENCE 

Often, an agent/user needs to make decisions without having access to all the facts that may 
pertain to the problem at hand. In such cases, the agent may resort to using defaults to make 
up the missing information (i.e. he or she may use some reasonable but unverified 
assumptions to arrive at a tentative conclusion). 

A traditional example considers the fact that Tweety is a bird. Suppose the 
information system deals with living animals but not dead animals. Without any further 
knowledge on Tweety, it is reasonable to assume, by default, that Tweety can fly. If later 
the agent learns that a default assumption is in fact not warranted, the agent needs to 
withdraw both the assumption and all conclusions that rely on it. 

In the 'Tweety' example, we may be told that Tweety is in fact a penguin, causing us 
to retract the earlier conclusion that Tweety can fly. Hence, when using defaults, learning 
new information may result in the retraction of earlier statements. Such a form of reasoning 
is therefore called 'nonmonotonic' in contrast with traditional first order logic where adding 
new facts never diminishes the set of logical consequences. 



Default reasoning in information systems 425 

Defaults and norunonotonic reasoning appear in many application areas. For instance, 
practical reasoning about the consequences of events and actions over time involves rules of 
thumb about expectations, but exceptions are possible (note the connection with the 'frame 
problem'). Also, in diagnostic systems, tentative diagnoses may be withdrawn when 
additional information becomes available. More generally, norunonotonic reasoning is also 
used by systems dealing with inconsistent information. In fact, inconsistencies arise almost 
inevitably when dealing with default information, as illustrated by another traditional 
example dealing with multiple inheritance. By default, Quakers are pacifists while 
Republicans are (also by default) not. Since Nixon is both a Republican and a Quaker, a 
naive deduction immediately leads to contradictory conclusions on whether or not Nixon is 
a pacifist. 

In the remainder of this section we will provide a brief overview of the main 
approaches to the use of default information in the AI field. It should be noted that we 
restrict ourselves to declarative theories that provide a formal semantics. More operational 
approaches can be found, for example, in work on 'truth maintenance systems' (Doyle, 
1979) that essentially deal with the same problem from a procedural point of view. 

Most norunonotonic reasoning systems (Ginsberg, 1987) that have been proposed 
present a method that attempts to extract one or more sets or plausible conclusions, often 
called extensions, from incomplete and/or inconsistent information. 

2.1 Inheritance nets 

Inheritance nets originated in an attempt to formalize semantic networks for knowledge 
representation. Nodes in a net represent concepts (either classes or individuals) while 
arrows define inheritance relationships. Positive ('Is-A') arrows correspond to implications 
(a ~ b) while negative ('IS-NOT-A'), crossed arrows represent negative implications (i.e. a 

~ -,b). From a set-theoretic viewpoint, an IS-A connection here is a disjunction of 
subsethood (~) and set -membership (e), in contrast to the 'is a' of conceptual database 
modeling which corresponds to proper subtyping (c). 

Figure 1 shows inheritance nets representing both the Tweety and the Nixon 
examples. The underlying intuition is that subclasses should override superclasses. Using 
the differential distance principle (Touretzky, 1984), which says that a positive path 
between concepts defines a subclass-superclass relationship (and vice versa), intuitively 
correct conclusions are obtained in both examples: tweety cannot fly (because 'penguin' 
overrides 'bird') and the status of Nixon's pacifism is ambiguous as both possibilities are 
plausible conclusions (there is no subclass-superclass relationship between 'quaker' and 
'republican', so there are two possible extensions). 

2.2 Default logic 

Reiter's default logic (Reiter, 1980) extends classical first order logic with so-called default 
rules of the form 
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can.fly 

bird 

quaker republican 

penguin 

nixon 

tweety 

Figure 1 Inheritance nets. 

where a. (the prerequisite), p (the justification) and y (the consequent) are logical formulas. 
In general, there may be more than one justification. A rule like the one above should be 
read as 'If a. holds and it is consistent to assume p then conclude y'. 

Note that default rules are not part of the logical language itself but should be 

considered as extra nonstandard rules of inference (e.g. modus ponens is a standard 
inference rule). 

A default theory then is a pair (D, W) where D is a set of default rules and W is a set 
of classical formulas representing undisputed facts and rules. Sets of plausible conclusions 
for default theories are constructed as fixpoints of an operator r that extends sets of 
sentences. Strictly speaking, this definition applies only to theories where default rules have 
no free variables. 

Intuitively, r(S) is obtained by consistently applying a maximal set of default rules, in 
addition to making classical deductions. Formally, if S is a set if sentences then r(S) is 
defined as the smallest set of sentences that satisfies the following conditions: 

1. w ~ r(S), i.e. undisputed information is included 

2. r(S) is deductively closed; i.e. r(S) cannot be further extended using standard 
inference rules 

3. If a. : p I y is a default rule, a. e r(S), and --,p ~ r(S), then y e r(S), i.e. r(Sl 
cannot be further extended using a default rule. 

Default theories may have no extensions, as illustrated by the simple theory 
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Indeed, if S were an extension of this theory, then p e S would imply that p ~ 1(S) = S 
since (3) above does not apply and there are no undisputed facts or rules that could 
introduce p (remember that l(S) must be minimal). Conversely, if p !1' S, then the default 
rule applies and thus p e l(S) = S, a contradiction. 

The following theory has two extensions: {win} and {lose}. Which extension is 
obtained depends on the order in which default rules are applied. 

( {: -.win , : ~l~se}, ljl) 
lose wm 

In many applications, default rules will be of particularly simple kind, where the 
justification is identical to the consequent. Such rules are called normal . A default theory is 
normal if all its default rules are normaL The tweety example can be written as a normal 
default theory: 

(bird : fly . {penguin --+ bird, penguin --+ -,fly } ) 
fly 

While it can be shown that every normal default theory has at least one extension, 
extensions are computationally intractable since it is not even semi-decidable whether a 
formula appears in some extension. Moreover, a simple encoding of intuitive defaults may 
yield unintuitive extensions, as is illustrated by the following example. 

( {employe~ : drinks , manager -: -.drinks}, {pete --+ manager, manager--+ employee } ) 
drznks --,drmks 

Here we get two extensions: one Where pete, being an employee, drinks and one 
where, as a manager, he doesn't. Clearly, the former extension is unexpected. Intuitively, 
the system is not capable of taking into account that the default rule about managers has 
priority over the one concerning employees. 

Reiter & Criscuolo (1981) remedy this defect by introducing so-called semi-normal 
defaults, but this results in unappealingly complex formulations. A more attractive 
alternative is to define some (implicit (Besnard, 1989) or explicit (Brewka, 1994)) ordering 
on default rules, in order to avoid unwanted extensions. 

2.3 Circumscription 

In default logic, one uses minimization in order to restrict the set of plausible conclusions 
that can be obtained from default rules. The same principle is applied more directly in the 
circumscription (McCarthy, 1980, 1986) approach to nonmonotonic reasoning. Essentially, 
the approach aims to minimize the extensions of certain 'abnormal' predicates in the models 
of classical logical theory. The following theory describes the tweety example: 
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Vx(bird(x) & -,abnormalBird(x) ~ flies(x)) 
Vy(penguin(y) ~ bird(y)) 
Vz(penguin(z) ~ abnormalBird(z)) 
penguin(tweety) 
bird(fred) 
not(penguin(fred)) 

Clearly, the above theory has a model where fred is an abnormal bird, and another 
one where he isn't (tweety is abnormal in all models). Hence we would like to restrict the 
models to those where the extension of abnormalBird is minimal (i.e. the ones where fred is 
a normal bird). Technically, this is accomplished by extending the above theory with a rule 
asserting that only birds that have a good reason to be so (e.g. penguins) can be abnormal. 

't/u (abnormalBird(u) ~ penguin(u)) 

In this extended theory, the predicate abnormalBird is said to have been circumscribed. In 
general, the circumscription with respect to predicate P of a theory T(P) (here considered as 
a conjunction of its sentences, parametized by the predicate P) is defmed as 

T(P) & 't/p-,(T(p) & p < P) 

where p < P indicates that the extension of p is smaller than that of P, i.e. 

'tlx(p(x) ~ P(x)) & -,('t/x(P(x) ~ p(x))) 

It is also possible to circumscribe in parallel with respect to a number of predicates. 
An attractive feature of the circumscription approach is that it does not rely on fixpoints or 
other extralogical features to define a precise semantics. A serious drawback is that the 
above circumscription axiom is a formula in second-order logic and that in general the 
existence of an equivalent first order formula is not known. 

Besides, circumscription suffers the same problems as default logic related to the 
priorities among defaults (Lifschitz, 1985). 

2.4 Defeasible logics 

This is an essentially proof-theoretic approach to nonmonotonicity. Theories in such logics 
typically contain default implication rules of the form a => h. Such rules are defeasible (i.e. 
depending on the context, it is possible to accept both a and -,b, in which case the rule a => 
b is said to be defeated. 

Examples of defeasible logics include LDR (Nute, 1987) and N (Delgrande, 1987). 
Some such systems (Poole, 1988; Pollock, 1987; Simari & Loui, 1992), are based on a 
comparison of arguments (sets of implications) for and against a particular conclusion. 
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2.5 Logic Programming 

It is clear that the closed world assumption, as it is implemented in logic programming 
using the negation by failure rule, makes logic programming into a default reasoning 
system. Moreover, it has been shown that there is a close relationship between various 
approaches to the declarative semantics of logic programming and many systems for 
nonmonotonic reasoning (Przymusinski, 1990). 

Finally, an interesting extension of logic programming, called ordered logic (Laenens 
& Vermeir, 1992; Geerts, Vermeir & Nute, 1994) generalizes negation by default. An 
ordered logic program consists of an arbitrary partially ordered set of rules, thus avoiding 
many problems besetting other formalisms by explicitly representing priorities of defaults. 
Ordered logic is defeasible in that a rule may be applied, non-applicable or defeated, as is 
illustrated in the following example. 

r0 : bird~ fly 
r 1 : penguin ~ -,fly 
r 2 : penguin~ bird 
r3 : tweety ~penguin 
r 4 : tweety 

The partial order among the rules is defined by r, < r0 (i.e. r, has a higher priority 
than r0). The model is {tweety, penguin, bird, -,fly} which makes all rules applied except r0 

which is defeated by the stronger applied rule r, . 

3 APPROACHES TO DEFAULTS IN RELATIONAL DATABASES 

The topic of incomplete information in relational databases has been widely researched (e.g. 
see Imielinski & Lipski, 1984; Motro, 1990). However this research has largely focused on 
missing information (null values) rather than default knowledge in general. Because of its 
dominance, we focus our discussion of relational database languages on SQL. Default 
values were introduced in SQL-89 (see ISO, 1989). The current standard, SQL-92, has only 
extended the range of values which may be specified as defaults (ISO, 1992). In declaring a 
column definition within a relational table, a default clause may be added to specify a single 
default value for that column. In this case, if a value is not included for this column by the 
user when entering a tuple for the relation, the system will automatically enter the declared 
default value. 

The null value is considered to be a special case of a default value. The system 
provides semantic support for null values. For example, the 'is [not] null' boolean function 
determines whether or not a value is null, Kleene's strong 3-valued logic is used to evaluate 
logical operations involving nulls, and scalar comparisons return unknown if one of the 
operands is null. However no semantic support (other than the initial default assignment) is 
provided for any non-null default value. Since an actual value may be the same as a default 
value, there is no automatic way of determining whether a value has been explicitly entered 
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by a user or assigned by the system by default. Since there are many cases where such a 
distinction is important, we need a means of modeling and implementing such distinctions. 
This is discussed in the next two sections. 

There are many reasons why an actual value might be missing from a column, so 
there are potentially many different kinds of 'null value'. In version 2 of his relational 
model, Codd (1990) proposed two missing values (!-mark = missing but inapplicable; A
mark = missing but applicable) together with a 4-valued logic and associated operators, and 
the current draft of the SQL3 standard includes a proposal for user-defined nulls (Date & 
Darwen, 1993). For a detailed argument in favor of replacing nulls with basic default values 
see Date (1986) and Date & Darwen (1992). 

An alternative to the 'discrete' or qualitative approach towards truth values (e.g. true, 
false, unknown; or true, false, !-mark, A-mark) is the 'continuum' or quantitative approach 
which assigns a numerical confidence measure (e.g Zadeh's fuzzy set theory). 

Research in relational database theory has had a lot to say about nulls but little to say 
about other kinds of default values, especially at the conceptual level. In the remainder of 
the paper we focus on conceptual declaration of defaults and their mapping to SQL. 

4 SPECIFYING DEFAULTS AT THE CONCEPTUAL LEVEL 

It is now widely recognized that the logical design of a database is best obtained by mapping 
down from a previously specified conceptual schema, which expresses the database 
structure at a higher level. While Entity-Relationship (ER) modeling is the most popular 
approach to declaring conceptual models, Object-Role Modeling (ORM) offers several 
advantages over ER (e.g. it is based on natural verbalization, it avoids arbitrary distinctions 
between entity types and attributes, its diagrams may be populated with instances, and it 
typically captures more constraints). Moreover, ER diagrams may be automatically 
generated as abstractions on ORM diagrams. 

For such reasons, we cast our conceptual discussion within the ORM framework. 
ORM pictures the world in terms of objects playing roles, and it comes in several versions, 
of which NIAM is the best known. A concise summary is found in Halpin & Orlowska 
(1991) and a detailed treatment in Halpin (1995). 

Default knowledge may be specified either informally or formally. In the informal 
case, the modeler uses a predicate name which indicates the default nature to the human 
user (but not the system). The user then takes full responsibility for distinguishing between 
actual and default knowledge. For example, in Belgium each region (e.g. Flanders, 
Wallonia, Brussels, East) has either Dutch or French specified as its default language. A 
person living in a region has his/her correspondence from the government sent in that 
language unless he/she specifically overrides this by requesting the other language. It is 
possible that a person explicitly requests the default language. We may schematize this 
universe of discourse as shown in Figure 2. 

Here entity types are shown as named ellipses (their reference schemes are omitted for 
simplicity). Logical predicates are depicted as named sequences of boxes, where each box 
denotes a role (part played in the relationship type). 
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* Person p is sent mail in Language l itT 
Person p requests mail in Language l 

... uses 

... by default 

or not (Personp requests mail in some Language) and 
Person p lives in some Region that uses Language l by default 

Figure 2 ORM diagram and derivation rule. 
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An arrowed-bar across a role indicates a uniqueness constraint (values in the role 
population are unique). For example, each person lives in at most one region. A large dot 
indicates a mandatory (or total) role (each instance in the population of the attached entity 
type must play that role). For example, each person lives in at least one region. 

The graphical part of Figure 2 shows the stored fact types only. The derivation rule 
(preceded by an asterisk) below this diagram is set out in the FORML language (Halpin & 
Harding, 1993). If desired, this derived fact type could also be shown graphically. Here 
'not' is interpreted as negation by failure. 

Although humans can see the default nature of the ' ... uses ... by default' predicate 
simply from its name, the system treats it just like any other predicate. The semantics are 
captured instead by the derivation rule, which has to be asserted by the modeler (it cannot 
be generated by the system). Sophisticated CASE tools should allow such rules to be entered 
in the conceptual schema and automatically map them to the desired logical schema. For 
example, in a relational database, a mail_language column may be defmed in a view on 
Person; for performance reasons this view might be materialized. 

We now turn to cases where the same predicate is used for both actual and default fact 
instances. In real applications, users usually want to know whether a fact has actual or 
default status. However it is common practice to omit such distinctions at the conceptual 
level, and merely add default clauses at the logical (e.g. relational) level. 

If a CASE tool is used to map the conceptual to the logical schema, these schemas 
become unsynchronized if subsequent changes to the logical schema are not captured in the 
conceptual schema. This practice has obvious disadvantages (e.g. consider schema 
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evolution). Appropriate mechanisms should be provided for declaring default knowledge at 
the conceptual level, and conceptual-to-logical mapping algorithms should be augmented to 
cater for this. 

With regard to the conceptual specification, there are two basic requirements. Firstly, 
for any fact role (i.e. role not used for reference) on an ORM conceptual schema (or 
attribute on an ER schema), a list of one or more default values may be specified. Usually at 
most one default value would be specified-indeed, only one is allowed in the SQL 

standard). At the meta-level, the following fact type is added to an ORM meta-schema: Role 
has default- Value. 

One may easily invent notations to specify default values for roles on a conceptual 
schema. For example, beside the relevant role we might enter 'd:value(s)', or just 'dn' with 
the values written below the diagram after a copy of the dn marker (this second option can 
avoid cluttering the diagram). 

For example, consider the fact type: Software is sent to Customer using DiskSize {9,13}. If 
the customer did not request a specific disk size, we might choose to send the software on a 
9 em disk since these are now more popular. This default could be indicated by placing 
'd:9' next to the role played by DiskSize in this fact type. If all roles attached to an object 
type have the same default(s), and a value list is specified for the object type, the default 
value(s) within this Jist could be highlighted (e.g. by prepending 'd: '). For example, the 
value constraint {9,13} on DiskSize could be written instead as {d:9, 13}. 

In the case of unary fact types, the default could be specified as 'd:y' or 'd:n' written 
beside the role (y = yes; n = no). For example, consider the two fact types: Employee 
drives; Employee is a depthead. Most employees drive, but few are heads of department. If we 
wanted to specify defaults for this situation we could write 'd:y' next to the drives role, and 
'd:n' next to the depthead role. 

The second requirement is to enable instances of a fact type to be classified as actual 
or default. Although in theory we could provide this facility for any fact type, we will 
ignore cases where a binary or longer fact type is completely spanned by a uniqueness 
constraint. For example, consider the m:n fact type: Person speaks Language. Suppose we 
classify the following fact as default: John Smith speaks English. Perhaps the value 'John 
Smith' is a default, the value 'English' is a default, or both. Our classification doesn't tell 
us which. 

Moreover, when the fact type is mapped to a relational schema, the information has to 
be re-expressed in terms of attributes, and current relational systems support default values 
only on single attributes, not attribute combinations (and hence not fact types). Finally, it is 
extremely rare to carry on default reasoning which goes beyond the notion of single 
attribute defaults. Hence although in principle one might extend the meta-tables (catalog) in 
a relational database to support defaults across fact types, we choose not to do so. 

So for fact types we restrict our attention to two cases: (1) unaries; (2) n-ary fact types 
with a single uniqueness constraint which spans n-1 roles. Case (1) is treated by internally 
binarizing it, so that it becomes an instance of case (2). For example, consider the unary 
fact type: Person drinks. This is pre-processed to the functional binary: Person has Drinks
Status {y,n}. For some fine points on open/closed world aspects of the unary-to-binary 
transformation, see Halpin & Ritson (1992). 
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We may now restrict our attention to case (2). In all instances, the role which is not 
spanned by the uniqueness constraint is understood to be the role for which the default 
claim is made. In terms of the target relational schema, the attribute to which this role is 
mapped is the one which has the default claim. In classical ORM, each fact type must be 
elementary (i.e. it cannot be split into a conjunction of smaller fact types, while preserving 
object types, without information loss). 

In certain cases it is convenient to relax this restriction, and allow compound fact 
types. Objectification of 1:1 fact types is one such case (Halpin, 1993), and metamodeling is 
another. If compound fact types are allowed on a conceptual schema, we may portray case 
(2) defaults by objectifying the fact type and attaching the unary: is by default. 

Figure 3 provides an example. Fact instances are implicitly actual unless explicitly 
declared default. Again, reference schemes have been omitted for simplicity. 

"DiskChoice" { d:9, 13} 

... is sent to ... using ... 

Figure 3 Instances of the fact type are actual unless declared as default. 

In Figure 3, a default of 9 em has also been specified for DiskSize: this is not required 
for specification of fact instance defaults; however if a default value is specified, this 
implies that the current default value must be used when a fact of default status is entered in 
the database. If only elementary fact types are allowed, this may be represented instead as 
shown in Figure 4. Internally, Figure 3 is pre-processed to Figure 4 anyway at mapping 
time. The DiskSizeinfo fact type indicates whether our information about DiskSize usage is 
actual or default. This is formalized by agreeing that appending "Info" to the relevant 
object-type name is so interpreted when the object type (e.g. DiskSize) has only one 
association with the nested object type (e.g. Shipment). If it has more than one association, 
the predicate name is prepended to disambiguate (e.g. UsesDiskSizeinfo). 

Yet another alternative is to model with two ternaries (Software is sent to Customer with 
requested DiskSize; Software is sent to Customer using DiskSize selected by default) with a pair
exclusion constraint between the Software, Customer role-pairs: this depiction is visually 
cumbersome, and needs to be optimized into the Figure 4 representation for efficient 
mapping. From a conceptual viewpoint, Figure 3 is preferable. 
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{'actual', 'default'} 

Figure 4 An alternative schema (elementary fact type form) for Figure 3. 

If the fact type being qualified has an arity of at least 3 (as in Figure 3), its key-roles 
portion must be objectified (using nesting or co-referencing) to obtain elementarily. This is 
not the case for binary fact types however. For example, consider the fact type: Person owns 
NrCars. To qualify facts of this type as actual or default, we may proceed as follows. If 
compound fact types are allowed, objectify the predicate and attach the is-default unary. If 
fact types must be elementary, add the fact type: Person has NrCarslnfo {'actual','default'}. 

has payment due on 

{'approved', 
'disputed'. 
d: 'pending' } 

Figure 5 One way of modeling the invoice example from Section 1. 

As another example with an objectified binary, Figure 5 models the invoice 
application mentioned in section 1, using a compound fact type. As an additional feature, 
we have chosen to record the invoice status just for unpaid invoices. The two bottom roles 
played by Invoice are disjunctively mandatory (as shown by the dot) and exclusive (as 
shown by the '181'). Alternatively, a subtype could be introduced for unpaid invoices. If we 
choose to still record the status after an invoice is paid, then all the Invoice roles are 
mandatory and no exclusion constraint is used. The elementary fact type version replaces 
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the nesting by using the fact type: Invoice has Statuslnfo {'actual', 'default'}, with an equality 
constraint between its first role and the first role of lnvocie has Status . 

As a more complex example, consider the Tweety example discussed earlier. Suppose 
that we may explicitly record that a given bird flies (from observation) or that it cannot fly 
(e.g. it might have a broken wing). If we don't know about penguins, then since birds 
typically do fly, we also accept flight as the default. As for our disksize example, this 
situtation may be modeled by nesting thus: (Bird has FlyStatus {d:'yes', 'no'}) is by default. 
However, once we discover that penguins don't fly, the schema needs to be changed to cater 
for this. Figure 6 shows one way of modeling this. Here the FlyStatus fact type is qualified 
by an additional rule expressed in FORML. The InfoModeler tool (Asymetrix Corporation) 
is being enhanced to provide formal support and mapping for such textual rules. If we are 
not interested in knowing whether flight facts are assigned explicitly or by default, the 
unary fact type may be dropped. 

@ if Bird b is of Bird Kind 'penguin' 
then Bird b has FlyStatus 'no' 
else by default Bird b has FlyStatus 'yes' 

Figure 6 One way of modeling the Tweety example from Figure 1. 

As an extension of the earlier car ownership example, consider subtype-specific 
defaults. For example, suppose we record each person's nationality and employment status, 
and the following default rules apply. By default: a Person owns 1 car; an American owns 2 
cars; an Unemployed owns 0 cars. Here the subtypes American and Unemployed may be 
defined in terms of the supertype Person and its roles. We prioritize the default rules so that 
the rule applying to the most specific subtype has precedence. To fully avoid inconsistency, 
we need to cater for cases of multiple inheritance. For example, if no specific rule is 
specified for the subtype Unemployed American, this has its default determined by 
requiring a value to be selected by interaction with a human. 

In contrast to the usual non-monotonic portrayal of reasoning with inconsistent 
information, we require conceptual models to be consistent in· the classical sense. In the 
Nixon diamond discussed earlier (Figure 1) if Quaker is a subtype of Pacifist, and 
Republican and Pacifist are exclusive, no instance (e.g. Nixon) is allowed to be both Quaker 
and Republican. The schema must be altered to remove these exclusion claims. 
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Alternatively, if there are conflicting defaults for an object type (e.g. it is a subtype of 
two supertypes with different defaults) any of the applicable defaults may be chosen. In the 
Nixon diamond example, the object type RepublicanQuaker has two possible default values 
('yes' and 'no') for the predicate: is pacifist. This corresponds to a 'credulous' approach in 
non-monotonic reasoning. 

As a related issue, the notion of defaults may also be applied to constraints on fact 
types, allowing constraints to be strengthened on more specific subtypes. For example, 
consider the fact type: Employee uses Phone. Suppose this fact type is many: many, and 
optional for Employee (employees may use zero or more phones), but that each manager 
must use exactly one phone (so the fact type is functional and mandatory for Manager). In 
this case once we know an employee is a manager, the two stronger constraints override the 
weaker constraints for employees in general. 

This constraint overriding may be displayed graphically by including a copy of the 
predicate on the subtype Manager (as is done in the NORM version of ORM) or by 
annotating the predicate attached to Employee with textual versions of the constraints (as in 
FORML). Ideally, CASE tools should allow graphic depiction of such constraint overriding 
to be toggled on or off by the modeler. 

5 IMPLEMENTING DEFAULTS IN A RELATIONAL DBMS 

In the previous section we saw how to specify default values and how to qualify those fact 
types on a conceptual schema for which actual or default status is required. We now 
consider how to implement these ideas in a relational database system, with particular 
reference to SQL. 

SQL-92 allows a single default value to be declared for any given domain or attribute. 
Null is regarded as a default value, so if nulls are allowed, no other default may be declared 
for that column. 

We now consider the more interesting question of handling default fact instances. The 
informal case (e.g. Figure 2) has already been discussed. Now consider the formal cases 
(e.g. Figure 4). Using the standard mapping algorithm, Figure 4 maps to the relational 
schema shown below. Here there is just one relation scheme. For discussion purposes, a 
sample population of this table scheme is provided in Table 1. 

{d:9, 13} {actual, default} 
Delivery ( softwarecode. customernr, disksize, disksizeinfo ) 

Table 1 The relational schema obtained from Figures 3 or 4, with a sample population 

Delivery: sojtwarecode customernr disksize disksize/nfo 

WPW6.1 1001 9 default 
QP5.0 1001 13 actual 
WPW6.1 1002 9 actual 
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As another example, the Tweety schema of Figure 6 maps to a single Bird table. A 
sample population is shown in table 2. Here "?" depicts an ordinary null value (we allow 
that birdkind might not be recorded for all birds). We have observed that Jonathan flies but 
Sam doesn't (e.g. broken wing). We know that Tweety doesn't fly (being a penguin). We 
haven't observed Mary and William but assume by default that they fly. 

Table 2 A sample population of the relational table mapped from Figure 6 

Bird: birdname birdkind fly status flystatuslnfo 
Jonathan seagull yes actual 
Mary dove yes default 
Sam seagull no actual 
Tweety penguin no actual 
William ? yes default 

For display purposes, a more compact display can be provided in which values are 
marked as default by appending '?' (compare Table 3 with Table 1). This external view can 
be automatically generated by adding a rule which allows formal connections for default 
status based on column names in the underlying base table (e.g. 'connfo' tells us whether 
the information stored in column 'col' is actual or default). The display of the question mark 
could be waived for cases where the default value can never be equal to an actual value. 

Table 3 

Delivery: softwarecode customernr disksize 

WPW6.1 1001 9? 
QP5.0 1001 13 
WPW6.1 1002 9 

In principle, one could even store tables like that of Table 3 in that form, provided the 
meta-tables included the distinction between actual and default values and allowed domains 
to be so-augmented (compare this with IBM's use of an extra byte in DB2 to flag a value as 
null or not). If this approach were adopted, appropriate functions and operators should be 
added to the query language itself. For example, the boolean is null function could be 
treated as a special case of a more general is default function. 

Some proposals along these lines have been made by others (Date, 1986; Date & 
Darwen, 1992). A full treatment would require that the current 3-valued logic for condition 
evaluation be extended to include values such as 'probably true' or 'probably false'. 
However, there does not seem to be any satisfactory way of adding this extension (to 
appreciate this problem, consider defining truth tables for this 5-valued logic). 

Moreover, SQL users are already often confused by the logic of nulls, and any attempt 
to extend the logic for defaults in this way is likely to add more confusion. So in practice, it 
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seems best to use extra columns in the base tables to store any required default statuses, 
which can be referenced in queries when such information is needed. 

For example, to list those customers which were sent the software WPW6.1 in 9 em 
format we use the SQL query: 

select customernr from Delivery 
where softwarecode = 'WPW6. 1' 

and disksize = 9 

but to exclude those who were assigned this size by default we use the query: 

select customernr from Delivery 
where softwarecode = 'WPW6. 1' 

and disksize = 9 
and disksizelnfo = 'actual' 

In an implementation where extended and direct support for defaults is provided, we 
could replace the additional line of code by 'and disksize is not default'. An alternative 
would be to allow the appended '?' to be used directly in queries, its absence signifying 
actual values; of course, expression evaluation would need to be adjusted accordingly. 

Since null values are treated as a special case of default values in SQL, it is worth 
noting that optional roles on a conceptual schema have different semantics according as to 
whether an open or closed world viewpoint is applied to their predicates. Using the notion 
of relative closure (Halpin & Ritson, 1992), this distinction may be declared and mapped 
accordingly. This is one way of catering for different kinds of null values in a logical model 
without introducing them in the conceptual model. 

Additional care must be taken with default values when updating or migrating data. If 
we replace a default value by an actual value (possibly the same value), the relevant collnfo 
value needs to be updated to 'actual'. If we migrate data from an application which does not 
store the default status to one that does, the relevant collnfo values should be set to null 
unless the information can be obtained by asking users. 

6 CONCLUSION 

There is a need to specify default knowledge at the conceptual level, and to have ways of 
knowing at the relational database level whether a value being displayed is the result of an 
actual, or only a default, assignment. After surveying current approaches to default 
knowledge in both the AI and database communities, we presented a method of meeting this 
need which can be conceptually specified then implemented using current technology. We 
also discussed an alternative method which appears more elegant in some situations but 
requires extensions to existing database systems. 

Although relational database systems are now dominant, more advanced database 
systems are being promoted (e.g. extended relational, object-oriented, deductive). Further 
research is required to see if such platforms can provide sufficient performance for large 
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commercial databases while offering more sophisticated support for default reasoning (e.g. 
by adapting AI approaches to default reasoning). 
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Questions & answers 
Question [Robert Meersman]: 

Are you limiting the number of NULL types? 
Answer [Terry Halpin]: 

No. There are -24 NULL types indicated in the literature. 
Question [Ling Liu]: 

User Input = Default or Actual? 
Answer [Terry Halpin]: 

Default values are determined from interviews with domain experts. 
Question [Ling Liu]: 

What is the effect of frequent updates? 
Answer [Terry Halpin]: 

The default status would be updated accordingly. 
Question [David Beech]: 

User Insert = Default or Actual? 
Answer [Terry Halpin]: 

By default, the insertion will be treated as an actual value. But, if the user wants 
it to be default they would explicitly insert the default status to be default. 

Question [Hans Weigand]: 
Defaults associates with Objects, Roles, or both? 

Answer [Terry Halpin]: 
Actually, they are associated with facts. 


