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INTRODUCTION 

The IFIP DS-6 Working Conference on Database Semantics was the sixth conference of its type 
organized by the IFIP Working Group WG2.6 (Database). For the proceedings of its five 
precursors, see [MSt85] [MSe87] [MZC90] [MKK91] [NS-093]. As with these other events, the 
subject matter turned around aspects of semantics (in a broad sense; see below) related to the 
theory, design, implementation and use of databases and data-based information systems. As with 
these first five conferences, the subject (Database Applications this time) was very broadly 
interpreted by persons submitting papers, and in fact, as inspection of this volume will immediately 
show, this conference had more "real" papers on semantical aspects of database interoperability 
than the previous DS-5 on precisely this subject... . DS-6 was fortunate to have three remarkable 
keynote speakers, David Beech of Oracle, Jim Foley of Georgia Tech and Gio Wiederhold of 
Stanford, to each put a searchlight on semantics, databases, applications, and recent evolution of 
the field, from completely different and complementary angles. In order to fit their talks and those 
of the other DS-6 contributors in a single framework, it is perhaps useful to first take a closer look 
at what is currently understood by the term "semantics". 

SEMANTICS 

As long as the only known information processors were human minds, semantics or the study of 
meaning was the safe and exclusive province of linguists, philosophers and the odd logician. Now 
we have computers at our disposal and also they a~e able to interpret various kinds of 
representations of the real world that we choose to store in them. Computer systems being 
considerably Jess adaptive and forgiving when confronted with informal argumentation, the need 
immediately arose to get a more formal grip on the agreements about such representations, 
agreements that we often take for granted in our daily use of them e.g. through natural language. In 
standard logic terms, one needed good axiom systems and inference rules. Unfortunately there 
often yawns a wide gap between a useful level of agreement about a practical domain and the level 
of logically workable axiom systems for it. 

The term semantics is sometimes used to describe the field itself ("I am working on semantics", or 
as in the title of this paper), but apart from that and within our context there appear to be two 
distinct major connotations for the word "semantics": 
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in an intendedly formal way, as the precise description of the link between a (particular type ot) 
representation and concepts in the real world; 
usually in a more casual way, as a feature of a language or representation that supposedly can be 
measured or compared in intuitive ways ("RM!f has more semantics than the Relational Model"). 
It is in the latter form that semantics seems to occur most often in the database and information 
system literature, present proceedings not excepted. Examples of this form are approaches where 
semantics are identified with constraints, business rules, objects, application functionality, 
actions, or an amalgam of these; see e.g.[Me87] [Sh81] [Ke78] [MSt85] [IS082/90], or in this 
book the papers by Herbst eta!., by Hohenstein and Korner, and others. Let us look at each of the 
two connotations in turn. 

FORMAL SEMANTICS 

We shall call formal semantics the science of studying in an exact manner the relationship between 
(computer) representations on the one hand, and the entities, facts and events that we may observe 
in the "real world" on the other (Note. Entities are the basic things we may point at in the real 
world; they should not be confused with those occurring in e.g. the well-known ER model). What 
immediately leaps to the eye is that such formal study therefore involves three principal 
constituents, computer representation, real world, and observer(s), but also that only the first of 
these is really formalizable. (This by the way is the reason we used the word "intendedly" in our 
characterization above.) It is precisely this aspect that leads to interesting problems and 
observations some of which we shall discuss below. 

To focus the issues somewhat, we shall limit ourselves in this sequel to representations for 
information (database) systems only. These all have the property that they supposedly "model" a 
part of the real world, called a domain, i.e. they are domain-specific representations that behave 
towards users in a manner that these can interpret in terms of (their perception of) that real world 
domain. Given a language in which such instances of representations can be described, a semantics 
for this language is a formal relationship, usually intended to be expressed by a mathematical 
relation or mapping, between the symbols used in the language's syntax and the entities, facts and 
events in the real world, and suitably extended to language constructs (terms, expressions, 
formulas, procedures, ... ) such that these constructs may now be interpreted as meaning something 
in terms of real world concepts. Often the interesting constructs are formulas in a first-order logic 
or related formalism that represent a statement or fact about the real world for which this mapping 
establishes a truth value; this is the basis of what is sometimes called Tarski semantics. Note this 
general definition is not limited to static relationships, but may cover also definitions of semantics 
that are based on the description of dynamics, i.e. happenings taking place in the real world 
corresponding to actions specified in the representation. See for example [WF86] [Wi90] 
[EJDS93], or in these proceedings a.o. the papers by Weigand and Dignum (on modeling 
communication through speech acts and deontic logic) and by Comai eta!. (defining transactions as 
formal update sequences). 

To tackle the problem of the unformalized real world and observers in a definition for a formal 
semantics, several artifices are possible. In denotational or declarative semantics [St77] [Sch86] 
[GN87], and implicitly in the related fixed-point semantics [Sc76] [CP89] but also in many other 
approaches the unruly real world is replaced by a more convenient conceptualization [GN87], 
usually just an exceedingly simple list of entities -or rather, well-behaved lexical entity 
references- and extensional lists of relation- and/or function instances, assumed to be describing a 
state of matters in the world. This simplicity serves two purposes: ( 1) it should make it easier to 
agree on the concepts retained in the conceptualization -otherwise its introduction would be 
somewhat similar to digging a hole to fill another- and (2) it reduces "contamination" of the 
representation that could be caused by the presence of more complex structures in the 
conceptualization, or vice versa. Such structures might behave as modeling devices, and if poorly 
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or casually defined, interfere with the definition of the semantics. For example, being permitted to 
"observe" sets in the real world would naturally bias the representation language towards types or 
other constructs of a similar purpose. Conversely, having objects (as in 00) in the representation 
will tempt some observers to look at the world and force the corresponding structures to exist 
there -inevitably leading to agreement problems. 

Naturally, if used in a strict fashion, the price to be paid for simplicity of the conceptualization 
would be a vastly increased complexity, or at least size, of the semantics, making it unusable. In 
practice, any interesting formal semantics will depend on a carefully chosen set of primitive 
structures or concepts that observers are "allowed to see" in the real world. Examples of this are 
sets, structured entities ("objects" again), processes, but also more abstract concepts like time, 
modality, obligation, ... [Tu84]. Evidently, if a structure is more complex, it will be harder to get 
observers to agree on its instances they see. But these modeling primitives do on the other hand 
effectively increase the level of abstraction by which the real world may be observed and the 
simplicity of the resulting representation, both in domain modeling and in functional specification 
of the system to be built [Ke78] [So84]. An immediate consequence is that system designers and 
builders must be able to place perfect trust in the -now implicit- agreements on correct 
implementations of those primitives. Note that this is exactly what we do when we trust e.g. the 
computer hardware to add and multiply accurately, or the DBMS to store facts correctly. In 
[IS082/90] one may find an early description of a layered modeling architecture (the "onion 
model", albeit without implementation!) that could result from this, where each higher layer uses 
the primitives and constructions of its underlying layers. Any analytic treatment so far however 
leads to tough problems in commonsense reasoning, see for example [G094]. 

We have repeatedly introduced the external observers as the necessary intelligent agents of the 
agreement (e.g. under the form of axioms) without which no sensible starting point exists for a 
real-world semantics definition. (Some mathematicians of the Platonic persuasion might disagree 
with this.) The problem in practice is, that these agreements, while usually well-behaved locally, 
i.e. within one system or system component, need not be static nor even consistent on a global 
system level. This latter aspect becomes especially apparent when we need to connect 
heterogeneous autonomous systems with the purpose of interoperation. A well-known seemingly 
trivial example of this problem is captured by what is sometimes called Schoenmaker's 
Conundrum [Scho86], in which (simplified here for brevity) one witness only tells a judge "p" but 
keeps to himself that "not q" , while a second witness independently only tells the judge "if p then 
q" but also keeps to herself that "not q". Each witness is consistent, but the judge is able to derive 
"q", supposedly thereby hanging a hapless victim. Finally, relatively few research results are 
available on the methodological and formal problems that arise when groups of fallible and 
individually motivated agents/observers need to reach agreements --on which important design 
decisions will be taken. Each group of observers in fact may define its own version of the real 
world, as we have seen not necessarily consistent with others. It is even entirely possible that the 
same individual agent agrees on opposite facts depending on the group she participates in, making 
a workable definition of "group logic" quite hard. Some work in distributed AI, e.g. [Mo90] may 
however prove relevant here. 

EMPIRICAL SEMANTICS 

We shall call empirical semantics those schemes, or formalisms, where through the use of an 
extended syntax corresponding to modeling primitives, there exists a pragmatical agreement 
between the designers and the users of this syntax, so that one may construct useful 
representations of the real world in this "enriched" syntax. Examples are the various "semantical" 
extensions of the Relational Model [EN94] [AHV95] with objects, constraints, etc. or the use of 
business rules in "semantical" networks [VvB82] [Ha95]. Several dynamic extensions of static 
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modeling techniques fall in this category, but also attempts to describe behavior under object
orientation [D-TM95], and more recently even some multimedia aspects of modeling primitives 
[Sp95], or in these proceedings the account of David Beech's striking keynote address on HTML, 
databases, semiotics and philosophy. Also further on, see the papers by Wiisch and Aberer 
(semantical relationships underlying multimedia objects), Comai at al. (event-condition-action
semantics), Al-Anzi eta!. (behavior specification and refinement through sets of constraints), and to 
a certain extent the contributions by Missier and Rusinkiewicz (use of meta information to resolve 
schema conflicts), and by Zeleznikow et al. on case-based reasoning (on using rules and cases in 
legal information systems). 

Many of these schemes declare a distinction between (a part of) the syntax and a perceived 
semantical component. In many such schemes part of the syntax is seen as more semantical than 
others, since they specifically are intended to describe the additional empirical semantics. Quite 
often the dividing line lies between a "static" (structural, data) part and the things one would want 
to do with instances of this static part, e.g. constrain them, or specify their behavior. However, an 
extensive theory of deductive databases [GMN84] [AHV95] clearly shows that these distinctions 
are not always fundamental, at least not in a system's specification. And the database community 
owes to Reiter [Re84] a remarkably lucid seminal paper fitting relational database and some of its 
more natural "semantical" extensions into logic, formal semantics and strong AI. 

While it remains rather doubtful whether, except in a very limited sense, many of these schemes 
may ever be proven logically sound and complete [Tu84] (this in a sense would mean solving a 
modern formulation of Hilbert's famous but disproved Entscheidungsproblem), they are obviously 
exceedingly helpful in practice for reasons indicated above, and enjoy in general many useful 
formal properties that can be proven. Examples of such rigorous treatment of empirical semantics 
may be found in e.g. [AHV95] (integrity constraints) [CP89] (inheritance and reuse) [D-TM95] 
(encapsulation) [Wi90] (dynamics), and in these proceedings in the contributions by Atzeni and 
Torlone (semantics-preserving mapping), by van Keulen et al. (behavior description), by Yoon 
and Kerschberg (updates as integrity preserving database transitions), and others. 

A key observation about empirical semantics is that the role of the agreement (among observers) is 
paramount, even if dogmatical, i.e. it cannot always be formalized through the definition of a 
provably complete and consistent set of axioms. In many practical situations, such reductionism is 
not even desirable as groups of individuals having an interest in the model being built would often 
rather prefer to maintain a certain degree of freedom -even if this leads to inconsistencies between 
groups. 

SYNTAX AND PRAGMATICS: CONCEPTUAL SCHEMA, 
METHODOLOGIES AND NATURAL LANGUAGE 

As we have just argued, syntax is merely a necessary device by which we attach semantics to the 
representation, and it makes little sense to claim that a representation formalism is semantically 
more powerful merely because it has more syntactical constructs (e.g. SQL with integrity 
constraints). It is however primarily at the syntactical level that agreements can easiest be 
formulated (often in a metalanguage such as natural language), and hence that efforts for 
standardization are focused. We shall call conceptual schema the whole of such an agreement, i.e. 
in general possessing both an formal and an "informal" part; the idea is to declare the conceptual 
schema as a complete specification of the system under consideration [IS082/90]. In a practical 
situation this is only feasible, as argued earlier, if enough of the detail can be abstracted away 
-either by formal reductionistic methods or informally by trusting agreed empirical, encapsulated 
semantics. At least for the formal part, such standardization efforts are presently intensifying (e.g. 
in ISO's Work Group SC21/WG3-CSMF on Conceptual Schema Modeling Facilities) as the need 
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for semantical agreement is made acute by the high connectivity of today's information systems. 
Two heterogeneous autonomous systems clearly can intemperate only if they are aware of each 
other's semantics (data structure, constraints, functionality, ... ). To achieve this awareness, and to 
turn it into an implementation, is by and large an arcane affair today, but Gio Wiederhold's keynote 
paper proposes concrete approaches using so-called mediators to tackle this problem, and even tum 
it into a business opportunity .... Related to this issue is the work by Rosenthal et al. in these 
proceedings where the impact of semantical agreement is studied in a very concrete context 
(CORBA) and for a few very practical issues -such as unit conversion; and the contribution by 
Daruwala et al. defining an important type of mediator-like context integrator, with a shared 
ontology as main device. 

As mediator technology develops, the modeling concepts in the contracts about an information or 
communication system among users, designers and owners become more complex, and so the use 
of methodologies becomes necessary for larger projects. From the "methodology wars" of the 70s, 
a rich phylum of methods, techniques and tricks came forth that in the meantime -predictably
has been thinned out to but a few, fairly generic ones, usually of the ER variety. None of these 
older methods had been designed for, or are in fact suited for today's environment of densely 
networked and increasingly object-oriented and multimedia! information systems. At the same 
time, advances in user interface technology allow a deeper involvement of users in the analysis and 
design processes, as testified by recent work on visual databases [Sp95] and in these proceedings 
in particular by the keynote address of Jim Foley. Also in here, the paper by Ling, while actually 
on schema evolution, has interesting methodological implications as the author gives a detailed 
impact analysis of schema updates on database evolution, and pays attention to the user interface 
requirements for this. 

The introduction of new high-level methodologies and system-knowledgeable users will combine 
to increased importance of the role of natural language, in particular when structured and domain
specific [WF90] to reach, and define, agreement about the formal or empirical semantics of an 
information system. The papers by Weigand et al. and by Zeleznikow et al. further in this book 
also implicitly or explicitly emphasize this point. 

USE, ROLE AND APPLICATIONS OF SEMANTICS 

Finally, a word about some of the motivation behind the study of database semantics. The 
arguments above already should make clear that for modem software engineering with its emphasis 
on reusable components, maintainability, and user involvement, the issue of semantics is not a 
trivial one. Complex application domains such as areas of medicine, manufacturing, management, 
geographies, and legal reasoning are within reach of at least partial solutions by generic database 
systems. For a concrete feeling and illustration, see further on the paper by Srinivasan et al. about 
semantic similarity clustering for a medical information system, and the treatment of manufacturing 
automation problems by Wong and Li. Also in Jeon et al., where semantics of the engineering 
domain (in particular histories of design activity) are treated through use of meta data and schema 
evolution. Naturally most of the remaining contributions mention, in view of the conference's 
subject, other relevant example domains. 

Without a rigorous treatment of at least some semantics, and an adequate implementation of it, 
computer-aided software engineering (CASE) is not possible. Indeed, if the model is poor in 
semantical constructs (e.g. syntax), the missing "real" semantics of the application domain must 
necessarily be represented informally in the conceptual schema, which then usually results in a 
shift of the explicit agreement between designer and user/owner to an implicit one between 
programmer and designer (stating "this program does what we think the user wanted" ... ). That it is 
possible to develop CASE tools (for data models) that faithfully execute a model's semantics is 
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shown e.g. by the schema transformations in [D-T89]. The paper by Embury and Gray in this 
book is also worth being singled out in this respect since it develops a new and efficient technique 
for compiling semantic integrity constraints into update transactions. 

Computer science, and in particular the formal design of systems, shares with physics and 
microbiology the property that the formal specifications it manipulates have real semantics: they 
(respectively as systems, physical laws, genes) are executable in a very real sense, when their 
respective interpretation mechanisms (a computer; the universe; protein synthesis) are provided 
with a suitable form of energy: the results affect the real world in an observable manner. In the case 
of physics and microbiology, we seem to have very little say in the matter of semantics, for the 
moment; but in the case of computing the semantics depend on the presence of ourselves as 
interpreting agents for the system output, an extra intermediate step -for the moment. Questioning 
the trust we put into the systems we build is therefore not just legitimate [Br88] but desirable, and 
so is the development of the tools that enable it. 
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