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Abstract 

An Asynchronous Biichi Automaton is a collection of concurrently executing automata, able to 
perform operations that are shared between one or more of their concurrent components. These 
automata can be used to specify properties of distributed protocols. In this paper, an efficient 
method for verifying that a protocol satisfies its Asynchronous Biichi Automaton specification 
is presented. In order to alleviate a potential state space explosion while verifying a protocol, a 
state reduction technique is used. The construction results in a reduced state space that contains 
at least one representative sequence for each equivalence class of infinite sequences. This 
guarantees that the full state space contains an accepting execution if and only if the reduced 
state space contains one. This method can also be used to check for the emptyness of an 
Asynchronous Biichi Automaton. Thus, it can be used to check the validity of specification 
languages that can be translated into such automata, such as Thiagarajan's TrPTL. 
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1 Introduction 

Verification of concurrent programs is usually done with respect to properties expressed over 
linear execution sequences [11]. These properties are frequently written in linear time temporal 
logic (LTL) [17]. Alternatively, an execution of a concurrent program can be defined as 
a partial order, where concurrency and causality are directly expressible. Recently, several 
temporal logics have been proposed for expressing and verifying properties of partial order 
executions [16, 9, 18]. 

We consider the problem of the automatic verification of finite state programs or protocols, 
i.e., formally verifying that they satisfy their specification [3, 11]. A specification written in 
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linear temporal logic (LTL) [11] can be translated into a Biichi automaton. The automatic 
verification can be then reduced to checking non-emptiness of the intersection of two Biichi 
automata, the one that corresponds to a program and the one that corresponds to the negation of 
the specification [20]. 

Recently, the recognizability of partial order executions (infinite traces [10]) by finite au
tomata has been studied [5]. This has resulted in a class of automata, called Asynchronous Biichi 
Automata (ABA) that accept exactly the regular infinite trace languages. Since Asynchronous 
Biichi Automata cannot distinguish between two sequences that are linearizations of the same 
partial order execution, they can be thought of as recognizers of partial order executions. 

A first step towards using asynchronous automata to automatic verification was done in [18], 
where the temporal logic TrPTL was defined. A translation to asynchronous automata was 
given. The translation gives an evidence of a partial order approach which generalizes the 
successful techniques for LTL. 

Partial order theory was also shown to be useful for alleviating the state space explosion 
in automatic verification of concurrent programs [21, 14]. These methods give substantial 
reduction in space and time for checking LTL properties or properties expressed by Biichi 
automata [2] over the traditional state space constructions [8]. 

In the present paper both aspects of using partial orders are combined: partial order reductions 
are applied to automatic verification of partial order properties. An efficient algorithm is 
presented for checking that the language accepted by an Asynchronous Biichi Automaton is 
empty. Then, this algorithm is applied to automatically verify that a program given as an 
Asynchronous Biichi Automaton satisfies a specification written also as an Asynchronous Biichi 
Automaton. The algorithm can also be used in con junction with the translation from the temporal 
logic TrPTL defined by Thiagarajan [18]. That is, verifying that a program satisfies its TrPTL 
specification. 

The traditional automatic verification algorithm conducts a depth-first-search to recognize 
the strongly connected components of the state space. Then, it checks if one of the strongly 
connected components generates an infinite sequence satisfying some acceptance conditions. 
The idea behind partial order reductions is to identify each partial order execution with the 
equivalence class of its linearizations. Then, in many cases it is possible to employ only 
a single linearization from each equivalence class for verifying a property. Therefore, our 
algorithm generates only such representatives rather than all the sequences. To achieve this, 
while generating a state space, a restricted subset of successors is taken from each state instead 
of choosing all the possible successors. We define three conditions that need to be satisfied by 
such a subset of successors in order to guarantee that the checked property is preserved by the 
reduction. 

The rest of the paper is organized as follows: Section 2 contains the preliminary notions. 
An efficient algorithm for checking the emptiness of the language accepted by an Asynchronous 
Biichi Automaton is given in Section 3. Automatic verification using ABA is discussed in 
Section 4. Several examples of property automata are given in Section 5. Experimental results 
are provided in Section 6. Section 7 contains conclusions. 
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2 Preliminaries 

Definition 2.1 A distributed alphabet tis an-tuple of local alphabets (1:1, ~ •••• , !:,.) (not 
necessarily disjoint), where each L; is a non-empty alphabet of operations. 

Letl: = 1:1 U~ U ... UL,. and Proc = { 1, 2, ... , n} be a set of the indexes oflocalcomponents 
(processes). For each a E 1:, denote by pr( a) the set { i E Proc I a E L;}. Let 1:"" = 1:• U 1:w, 
where 1:• (l:w) denotes the set of all finite (infinite, resp.) words over 1:. 

Definition 2.2 The independence relation over a distributed alphabet t is the relation I = 
{(a, ,B) E 1: X 1: I pr(a) npr(,8) = ¢}. 

It is easy to notice that (1:, I) is a concurrent alphabet as defined in the trace theory of 
Mazurkiewicz [12]. 

Definition 2.3 An Asynchronous Buchi Automaton (ABA) over a distributed alphabet t is a 
tuple A= (Q" Q2, ... , Qn, --+,I, F), where: 

• Each Q; is a finite non-empty set oflocal states of the ith component . 

• Let Qo = niEProc Q; be the set of global states. Let z ~ Qo be the set of initial states. 

• Let States= ITiEProc(Q;U{'-'}). Thus, States 2 Qa,asitscomponentsmayinc/udethe 
dummy symbol '-',which is used as a place lwlder,for states with less than n significant 
components. 
--+~ States x 1: x States is a transition relation satisfying the following condition: 

if(q, a, q') E --+,thenq[i] = q'[i] ='-',fori E Proc\pr(a). 

• F ~ Q0 x 2Proc is the accepting table. For each pair (q, R} in F, the ith component q[i] 
is called a recurrent accepting state if i E R, or a stable accepting state, otherwise. 

The dummy symbol '-' in the definition of the transition relation '--+' is used for denoting the 
components of a global state which are not affected by the transition. 

In many cases, the acceptance of an automaton does not depend on some process i. This 
means that F contains multiple entries that differ only in the value of the ith component, ranging 
over all possible local states of Q;. Instead, we used an abbreviation, allowing a single entry in 
the accepting table, with the special new symbol'*' in the ith position. This special symbol can 
be used for several components. For example, (*, r2, r 3, *• ... , *• rn, R} E F is a single entry, 
replacing Q, X {r2} X {rJ} X rr3<i<n Q; X {7'n} X R ~F. 

Let u be a (finite or infinite) sequence over an alphabet 1:. Denote its length by I u I (w if 
infinite) and denote its jth letter by ui• where 0 < j :::;1 ul. For q E Q0 a global state and 
J ~ Proc, denote by q IJ an element of States such that q I J[i] = q[i] for each i E J and 
q I J[i) ='-'for each i E Proc \ J. That is, q I J is a restriction of q to the components indexed 
by the elements of J. 

Definition 2.4 An execution p of an automaton A over u E 1:w is an infinite sequence 
s 1 u 1 s2u2 ••. of global states and operations which satisfies the following conditions: 

• s 1 E I, i.e., s 1 is a11 initial state. 
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• For j 2: 1, (s; lpr(<7;)• a;, Sj+l lpr(<7j)) E --->and Sj IProc\pr(u,)= Sj+l 1Proc\pr(<7j)• The 
triple (s; lpr(u;)• a;, Sj+llpr(<7j)) is identified in the sequel as the jth transition of p. 

When convenient, denote the states; by p( i),for i 2: 1. 

Denote by ~(p) the sequence of transitions of an execution p. Let inf;(p) be the set of local 
states that occur infinitely often as the i-th component of states of p, i.e., { q E Q; I p( k )[i] = q, 
for infinitely many k}. 

Definition 2.5 An execution p of A is accepting if there exists some verifying entry (q, R) E F 
such that q[i] E inf;(p )for each 1 ::; i ::; n, and furthermore, ifi E R, then there exists infinitely 
many operations a in p such that i E pr( a). 

The reason for distinguishing between stable and recurrent accepting states is that an execution p 
of A may contain only finitely many operations of some component i. Then, a local state of the 
component i does not change from some global state onwards in the execution. The distinction 
between stable and recurrent accepting local states allows one to define such an execution as 
accepting or not, depending whether or not there is an appropriate entry (q, R) in the accepting 
table with i (j. R. 

Notice that a stable accepting state imposes a weaker condition than a recurrent accepting 
state. It accepts either when it appears infinitely often (same as for a recurrent accepting state) 
or when it appears in an execution as the last local state of its component. Notice further that 
the entries in F do not play the role of global states: an execution is accepting if for some 
(q, R) E F, the local states of q appear infinitely often in states of the execution, but not 
necessarily together in the same global state. 

Definition 2.6 The language .C(A) ~ Lw accepted by an ABA A over f. is the set of infinite 
sequences a such that there exists an accepting execution p over a. 

Notice that because of non-determinism there may be more than a single execution over a 
sequence a. 

ABA are strongly related to similar models such as Biichi Asynchronous Automata [5] (which 
have more complicated acceptance conditions) and Asynchronous Biichi Cellular Automata [5] 
(which have a local state space for each alphabet letter). The acceptance conditions of ABA 
are similar to those given in [13] for Asynchronous Biichi Cellular Automata, which simplify 
the ones suggested in [5]. It is easy to construct simple translations, which proves that all these 
automata models are equivalent in expressive power. 

2.1 A Graphical Representation of ABA 

AsynchronousBiichiAutomatoncan be represented as a labeled graph G = (Q, E, T, 1), where 

• Q is a set of nodes, representing the local states of UieProc Q;. 

• E ~ Q x Q is a set of edges. 

• T is a set of transitions. Each transition is represented by a pair name : S, where 

- name is a label, taken from some domain of names (e.g., strings over some alphabet), 
and 
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Figure 1: The negation of the property j3 causally follows a 

- S ~ r. is a set of operations. 

When S is a singleton {a}, then the braces can be omitted. 

• l : E --> T is a mapping function from edges to transitions. 

A graph G representing an ABAA = ( Q h Q2, ... , Qn, ---., I, :F) is partitioned into n disjoint 
sub graphs G1, G2, ... Gn, where G; = (Q;, E;, T;, I;). A local transition in T; consists of a 
name and a set of operations of E.;. Each sub graph corresponds to a local automaton. The nodes, 
edges, and labels of the sub graphs are disjoint from each other. However, the local transition 
names are not necessarily disjoint. 

The labeling of the edges of G corresponds to the relation '---->' of A in the following way: 
(q, a, q') E ---->iff there exists some name r such that for each i E pr( a), there exists an edge 
q[i] --> q'[i] in G;, labeled with r : S, where a E S. Thus, every transition in A corresponds to 
a combination of edges of G, labeled with the same name and some common operation. Each 
initial state will be represented by dotted lines that pass through all its local states. An accepting 
combination is marked with a dashed line or using an explicit table, adding an 's' near each 
local state that is stable accepting. Some examples of ABA are given in Figures 1, 8. 

2.2 Infinite Traces 

In this section the notions of equivalent strings of operations, equivalent strings of transitions 
and equivalent executions of an ABA are defined. These notions will be used in the proof of 
correctness of our algorithm for verifying whether the language accepted by an ABA is empty. 

Definition 2.7 Two finite strings v, w E r.• are equivalent [ 12}, denoted v = w, iff there exists a 
sequence of strings uo, u 1 , ••. , un, where u0 = v, un = w, and for each 0 S i < n, u; = uaj3u 
andui+l = uj3m1 with fi, 11 E r.·. a, ;3 E r.. (a, ;3) E I. 
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That is, w is equivalent to v iff it can be obtained from v by repeatedly commuting adjacent 
independent operations. The equivalence relation between sequences of operations is extended 
to sequences of transitions. 

Lett = (q, a, q') E ---+be a transition. In what follows, we use the following notation: 
In(t) = q, op(t) =a, and Out(t) = q'. 
Definition 2.8 Two finite strings of transitions v, w E--+* are equivalent, denoted v = w, 
iff there exists a sequence of strings of transitions u0 , u., ... , un, where u0 = v, Un = w, 
and for each 0 $ i < n, u; = iltt'ti and ui+ 1 = ut'iti with il, il E--+*; t, t' E--+ and 
(op(t), op(t')) E I. 

The definition of equivalence between finite strings of operations is now extended to infinite 
strings [10]. 
Definition 2.9 Denote by Pref( w) the set of finite prefixes of the (finite or infinite) string w. 
A relation ·~· is defined between pairs of finite or infinite strings over 1: as follows: v ~ v' 
iff\:lu E Pref(v) 3w E Pref(v') 3z (w = z /\ u E Pref(z) ). Extend now'=' to infinite 
sequences by defining v = v' iffv ~ v' and v' ~ v. An equivalence class of the relation'=' on 
1:w is said to be an infinite trace. 
That is, each finite prefix of vis a prefix of a permutation (obtained by commuting adjacent in
dependent operations) of some prefix of v'. The equivalence relation between infinite sequences 
of transitions can be formulated similarly to Definition 2.9. 

Definition 2.10 7Wo executions p and p' of A are equivalent (denoted p = p') if p( 1) = p' ( 1) 
and A(p) = A(p'), i.e., they start at the same state and their corresponding transition sequences 
are equivalent. 

Some properties of equivalent executions can be proved using simple induction. First, it is easy 
to see that if two infinite sequences of transitions are equivalent, their corresponding strings of 
operations (i.e., restricting each transition t to op( t)) are also equivalent. In the other direction: 
for two equivalent sequences u = u', and p a run of an automaton A over u, there exists an 
execution p' of A such that p = p'. The following theorem follows from the fact that equivalent 
executions have the same projection over the local state spaces. 

Theorem 2.1 Let p be an accepting execution of A over u. Then, each execution p' such that 
p = p' is an accepting execution of A over some u' such that u = u'. 

These observations imply the following important property: 
Theorem 2.2 Let Abean ABA andu, u' E 1:w such thatu = u'. Then, u E C(A) iffu' E C(A). 
Thus, the languages accepted by Asynchronous Biichi Automata are closed under the equivalence 
relation '='. The above theorem motivates that ABA can be viewed as automata runing on 
infinite traces. 

3 An Efficient Checking of the Emptiness of an ABA 

Consider an ABA A. Checking the emptiness of the language C(A) can be done by using the 
depth first search (DFS) algorithm to generate the global state space Q A of the automaton A 
and checking that Q;~ does not contain any accepting execution. The Tarjan's algorithm [1] is 
used in order to identify the strongly connected components of Q;~. The DFS algorithm keeps 
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a stack of the current active nodes. These nodes will be called open. Once backtracking to such 
a node after finishing expanding its successors, the node is closed and removed from the stack. 
Thus, any node can be either open, closed, or not yet generated. This classification of nodes 
can help to detect cycles during their DFS generation: a cycle is detected when an open node is 
reached again during the search. Detecting cycles is essential for the reduction algorithm. 

In order to check for emptiness of .C(A), each strongly connected component of QA is 
checked against each of the entries ( q, R) E :F. The component accepts ( q, R) if 

1. for each i, q[i] appears in at least one state of the strongly connected component, and 

2. for each i E R, there is at least one edge labeled with some operation a with i E pr( a) in 
the strongly connected component. 

The language .C(A) is non-empty iff the constructed state space QA has at least one strongly 
connected component that accepts some entry in the accepting table. The above construction is 
quite standard and requires only small changes from the global Biichi Automata construction. 
However, the algorithm that will be described below reduces the amount of memory and time 
used to check for emptiness; it does not generate the full global state space, but rather a subspace 
that preserves the emptiness property of the full state space [14, 4]. Thus, as shown in the proof 
of correctness of the algorithm, the reduced state space contains an accepting execution iff the 
full state space contains one. Hence, the emptiness of the automaton A can be more efficiently 
decided using the reduced state space. 

The reduction is done by introducing one subtle change in the DFS generation of the state 
space: when considering the successors of a node q, not all its possible successors are generated, 
but only a subset of them, denoted E( q ). Before presenting the actual algorithm, some generic 
conditions on selecting E( q) are given. Any algorithm that preserves these conditions is 
guaranteed to generate a reduced state space which can be used for checking the emptiness of 
A. A specific such algorithm will be presented later. To formulate the conditions imposed on 
the set E( q ), the following definition is needed. 

Definition 3.1 An action a potentially affects a global state q E Q A of A if the following 
conditions hold: 

1. there exists an entry (q', R) in the accepting table :FA such that q lpr(<>)= q' lpr(<>)• and 
pr( a) n R = ¢ (i.e., the local states of the components pr( a) in q are stable accepting), 

2. there exists a transition t = ( 1·, a, r') E ----> that can be taken from q (i.e., q I pr(<>) = r ). 

In Figure 2 an example of an ABA and an operation potentially affecting a state is given. 

Let q be a state of Q A and en( q) be the set of operations that can be executed from q in the 
automaton A. Let E( q) <;;; en( q) be a non-empty set of operations taken from the state q by our 
reduction algorithm. The following conditions must be satisfied by E ( q): 

Cl No operation a E r. \ E( q) that is dependent on some operation in E( q) can be executed 
by A after reaching the state q and before some operation in E( q) is executed. 

Condition Cl guarantees that one of the following two cases holds: 
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Accepting table: 11 I 3 8 I 

Figure 2: Operation c potentially affects the state ( 1, 3) 

(1) for each execution over an infinite sequence u, starting from the state q, there exists some 
sequence u' = u such that u' begins with some operation from E( q ), or 

(2) E(q) contains an operation a that is independent with each operation in u, otherwise. 

In case (1), for each sequence u, the reduced state space generates at least one equivalent 
sequence. Since the automaton does not distinguish between equivalent sequences, the emptiness 
is preserved by the reduced state space. Case (2) causes more problems and will be treated in the 
sequel by imposing additional conditions. Condition Cl occurs in various forms in reductions 
that preserve LTL-x [ 14] and CTL-x [ 4] properties. 

C2 If E( q) is a proper subset of en( q), then no operation a in E( q) closes a cycle on the search 
stack when applied to q (i.e., no operation connects to a state marked open). 

Condition C2 guarantees that each operation enabled along a cycle in QA is eventually taken 
when generating the reduced state space. Thus, it rules out the possibility that some operation 
will be indefinitely postponed along an infinite sequence generated by a cycle. Together with 
the case (1) above, this is sufficient to guarantee that for each sequence u accepted by the 
automaton, the reduced state space contains an execution over some sequence equivalent to u. 
The following condition solves the problem imposed by case (2): 

C3 If E(q) is a proper subset of en(q ), then no operation in E( q) potentially affects q. 

In the presence of conditions Cl and C2, condition C3 guarantees that for each accepting 
execution starting at q in QA. there in an equivalent (thus also accepting) execution in the 
reduced state space QA. For suppose that pis an accepting execution over u, case (2) holds, and 
a E E( q) is independent of all the operations in u. Thus, the states of the components of pr( a) 
cannot change after the state q in p, as any such change by an operation j3 would mean that j3 
and a are interdependent. This means that q lpr(a) remains the same throughout the execution 
p. Moreover, the components of q lpr(a) must be stable accepting, as no change is made in them 
throughout p. Then if E( q) is a proper subset of en( q ), condition C3 disallows a to be in E( q). 

In Figure 3 two Asynchronous Biichi Automata ABA1 and ABA2 with the same corre
sponding full state space are shown. Two incorrect reductions of ABA1 and ABA2 are present 
in Figure 4. Q 1' is an incorrect reduction for ABA1 due to ignoring condition C3 (operation c 
affects the state ( 1, 3)). Q2' is an incorrect reduction for ABA2 due to ignoring condition C2 
(operation a connects to the open state (1,3)). The execution ((1,3)b(2,3)a)w ofQABAI is ac
cepting, while the reduced state space Q1' does not contain any accepting execution. Similarly, 
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Accepting tables: 

ABA1: ~ ABA2:r::II!!] a 

Figure 3: Two ABA with the same full state space, and different accepting tables 

Figure 4: Incorrect reductions of ABA1 and ABA2 

the execution (( 1, 3)c(( 1, 4)b(2, 4)a)w of of QABAz is accepting, while the reduced state space 
Q2' does not contain any accepting execution. In Figure 5 two correct reductions of ABA1 and 
ABA2 are shown, corresponding to the two automata depicted in Figure 3, respectively. 

The notion of 'potentially affects' can be further strengthened into 'affects' as follows: 

Definition 3.2 An operation a affects a global state q E Q .A if the following conditions hold: 

1. there exists an elltry (q', R) in the accepting table ;:.A such that q lpr(a)= q' lpr(a) and 
pr(a) n R = tjJ. 

2. there exists a transition t = ( r, a, 7'1) E ---+ that can be taken from q (i.e., q I pr(a) = r) 
and there exists no entry ( q., R) E :F .A such that q1 is resulted in from q' by executing t 
(i.e., qiipr(a)= r' and fJIIProc\pr(a)= q' IProc\pr(o)l· 

13 
c 

Figure 5: Correct reductions of ABA1 and ABA2 
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Q s~ ~---~ 

b---"', c 
s 

4 

Accepting table: 
1 13 sl 
1 14 sl 

Figure 6: Operation c does not affect state ( 1, 3) 

In Figure 6 the operation c does not affect the state ( 1, 3) of the ABA. Although c potentially 
affects (1, 3), its execution from (1,3) results in the state (1, 4) which appears also as an 
accepting entry with R = { 1}. 

Previously, if local states which enable executing a transition a were stable, then a was 
prevented from participating in the reduction. Now, such a transition is considered to be 'harm
less' if there exists another entry in the acceptance table (with the same recurrent components 
R), which can be reached from the former by executing the transition a. Condition C3 can be 
replaced by the following weaker condition: 

C3' If E( q) is a proper subset of en( q) then no operation in E( q) affects q. 

Conditions Cl, C2, and C3' do not guarantee any more that for each accepting execution in QA 
there in an equivalent accepting execution in the reduced state space QA. But, they ensure that 
for each accepting execution in QA over a, there is an accepting execution in QA over a' with 
(}"~(}"'. 

The detailed proof of the above property can be found in the full version of this paper [ 15]. 

The procedurefaithfid appearing in Figure 7 selects a subset of the operations satisfying the 
conditions Cl, C2 and C3 (or C3') from a state q. Then, all the transitions t such that op(t) 

is in faithful ( q) are expanded from the node q by the reduction DFS algorithm. We say that a 
transition ( q, a, q') is enabled from a global stater of an automaton if q I pr(<>) = r I pr(a)· We 
say that an operation a is enabled from r if there exists a transition t with op( t) = a that is 
enabled from r. The procedure uses the following constructs: 

Enabled(Proc, q) returns the set of operations n that are enabled in state q such that pr(a) C:::: 

Proc. 

CloseCycle(Op, q) returns true iff there is a transition t with op( l) E Op that can be executed 
from the state q,leading to a state which is open. 

AffectingAcceptance(Op, q) returns true iff there is a transition t with op(t) E Op that (po
tentially) affects the global state q as appeared in C3 (or in C3'). 

The procedure faithful in Figure 7 begins calculating at line 2 all the operations that are enabled 
form the current state q. Then, the set of processes EnProc that are involved in executing 
these operations are calculated at line 3. It then tries to calculate a subset Ample of these 
processes such that the operations enabled from the current state and whose execution involve 
only the processes Ample are returned as the selected subset of operations. The procedure 
initially picks into Ample one of the processes from EnProc at line 7. Then it starts expanding 
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this set of processes. Consider an operation a that can be executed from a state that agrees 
with the current state q on some component i of Ample. Then, Ample must include all the 
processes in pr( a). Furthermore, a must be enabled in q. Otherwise, it might be possible that 
a sequence of operations from the processes that were not selected are executed, ending with 
some operation that was not selected, that involves this process. This will violate condition Cl 
(see e.g., [21, 14]). This closure property of Ample is taken care of by the do-loop in lines 8-13. 
In lines 14-16 the procedure checks if such a set was successfully completed, and if it satisfies 
also conditions C2 and C3 (or C3'). If so, the set of all the operations that are enabled at q 
and involve the processes Ample are returned. If not, the procedure continues the while loop at 
line 5 with new processes from EnProc. If there are no more new processes in EnProc, the 
procedure have failed to calculate a proper subset and return the entire set of enabled operations 
at line 20. 

The overhead of executing the procedurefaithfid from each state can at worst be proportional 
to the number of processes multiplied by the number of operations, and depending on whether 
condition C3 or C3' is used, linear or quadratic in the number of the entries of the acceptance 
table, respectively. However, experiments show that in the presence of reduction, the actual 
overhead is more than compensated by the fact that less states are expanded. Moreover, the 
execution time is not the critical commodity, but rather the space. Generating reductions incurs 
only negligible overhead is space and as the experimental results show (see Section 6), results 
in a considerable gain in space. 

4 Automatic Verification using ABA 

The class of ABA can be used for automatic verification of program properties. The program is 
represented by one automaton, say A, and the negation of the property is represented by another 
automaton, say B; both automata over the same distributed alphabet. That is, the property 
automaton B recognizes the bad sequences, which the program must not have. The reason for 
this is practical, as for Biichi automata, complementing an ABA is hard [13]. When the original 
property is given using a temporal logic (such as TrPTL) which is translatable to an ABA, this 
merely means translating the negation of the formula. 

Automatic verification is reduced to verifying whether the language .C(A) n .C(B) is empty. 
We need here only the limited case of generating an automaton for the intersection of the 
languages .C(A) and .C(B) of the automata A= (Q;-, Qt, 00., Q~, -_,A, IA, :FA) and B = 
(Q?, Q~, ... , Q~, ---> 13 , I 13 , :F13 ), where the accepting table of A contains all the possible 
global states. That is, A has exactly one accepting entry (F, r/J), with F[i] = *·for 1 ::; i ::; n. 
This is indeed the case where A represents a program. Generalizing the construction to arbitrary 
pairs of ABA is also similar, based on the construction for the intersection of Biichi automata 
(for the latter, see e.g., [19]). 

For p E StatesA and q E States 13 , let p x q be the vector product of p and q, i.e., the global 
state of pairs such that (p x q) [ i] = (p[i], q [ i]). Extend this now to sets by defining P x Q = {p x 
q I p E P, q E Q}. Now we can define Ax Bas (Q;- x Qt', Q~ x Q~, . 00 , Q~ x Q~, --->Axl3 
, IA x I 13, ;:AxB), where --->Axl3= { (p x q, a, p' x q') I (p, a, p') E--->A, ( q, a, q') E ---> 8 }, 

and ;:AxB = { (p x F, R) I (F, R) E :FB, p E Q~}. Since the accepting conditions of the 
intersection do not depend on the states of the automaton A, one can use the table :F13 to define 
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proc faithful ( q): set of operations; 
2 EnOp := { al3q' (qlpr(a), a, q'lpr(a)) E---> }; 
3 EnProc := {il3a E EnOp: i E pr(a)}; 
4 Check:= EnProc; 
5 while Check # ¢> do 
6 Ample := ¢>; 
7 NewPr := {i}, where i E Check; 
8 do 
9 NewOp := UiENewPr{al3q',qt (q'lpr{a)•a,qtlpr(a)) II q[i] = q'[i]}; 
10 AddProc := {il3a E NewOp: i E pr(a)}; 
11 NewPr := AddProc \Ample; 
12 Ample := Ample U AddProc; 
13 until NewPr =¢>or NewOp C£. EnOp; 
14 If N ewOp <;;; EnOp and 
15 not CloseCycle(enabled(Ample, q), q) and 
16 notAffectingAcceptance(enabled(Ample, q), q) 
17 then return( { al3i E Ample : i E pr( a)); 

18 Check:= Ched' \Ample; 
19 end while; 
20 return(EnOp) 
21 end faithful 

Figure 7: A procedure to generate reduced sets of successors 

the accepting states of the product automaton. That is, instead of using FAxB, simply use the 
F 8 and ignore the A component for any element of the product. To check whether L(A x B) 
is empty we use the algorithm checking an ABA for the emptiness of section 3. 

There are two special cases when the condition C3 or C3' is always satisfied and therefore 
it does not need to be checked. Tne first case is when the automaton B represents a safety 
property. i.e., B has one accepting entry (F, ¢>),with F[i] =*·for 1 ::::: i ::::: n. The second case 
is when the property is checked under weak fairness, i.e., an execution is not accepting if one 
process has some enabled operations from some state onwards, but non of them is ever selected 

to be executed. 

5 Examples of Property Automata 

The following examples include only stable local accepting states, since the recurrent accepting 
states do not impose any special restriction on the reduction, and thus are easier to handle. 

Suppose that one wants to specify that in some process P;, whenever some operation a is 
being executed, an operation f3 necessarily follows immediately. This property is sometimes 
described as f3 causally follows a. Notice that, when translated to a property of sequences, the 
above does not mean that each occurrence of a on an execution sequence must be followed 
immediately by an occurrence off]; arbitrarily many operations of other components may still 
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PI P2 Pn 

~~~:ftlng '-----1-' _4..__2_s_l'--------------'-~-"-s_.l 
ABA BA 

Figure 8: Two automata expressing: P1 executes finitely (nonzero) many times. 

occur between the occurrence of a and (3. 
Notice that this property cannot be checked locally on the structure. To see this, consider the 

following case: assume that P; offers the alternative execution of 1 (i.e., as a non-deterministic 
choice), immediately after a. When P; is combined with other components the execution of 1 
may be refused by other processes. In this case, the choice of executing (3 by P1 immediately 
after a can be analyzed only w.r.t. the entire set of processes. The automaton that describes the 
negation of the above property for i = 1 is depicted in Figure 1. It recognizes the case where P1 

executes a which is not followed by any ;3. Each entry in the accepting table includes the single 
local states of the processes P2 to Pn. and also either one of the marked accepting local states 
of P1• Since there are no operations affecting global states in the automaton, the condition C3' 
would not restrict the reduction at all in this case. 

As a second example, consider the left automaton in Figure 8. It accepts sequences in which 
P1 executes at least once, but only finitely many times. This automaton can be used to check 
the complement property, namely that P1 executes infinitely often. Notice that again for this 
automaton, there are no operations affecting global states, so the property C3' holds for each 
set of operations. Therefore, the reduced subsets of successors when checking this property 
involves is affected only by conditions Cl and C2. In this case, writing the property in its ABA 
form is not more natural than writing it using a global Biichi automaton, as depicted in the right 
part of Figure 8. However, the partial order reductions for automatic verification of the property 
expressed using the global Biichi automaton would result in less reduction: an alternative C3 
condition [14] for this case requires the operations that can change the predicates of the checked 
property (in this case, these will be the operations 2:1) not to participate in E( q ), if E( q) -:J en( q ). 

6 Experimental Results 

The SPIN protocol verifier has been recently extended with a partial order reduction algo
rithm [8], which is suitable for dealing with the properties expressed using linear temporal logic 
or Biichi automata. To accommodate the reductions for asynchronous Biichi automata, several 
changes are needed. Specifically, condition C3 (and furthermore C3') is weaker than the one for 
preserving linear time temporal logic properties, used in [8]. The next change stems from using 
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a different formalism. To overcome the need for an extensive changes of the SPIN code, we 
checked the state space that would have been obtained by an 'off-line' automatic verification. 
That is, first expanding the reduced state space, and then in the second stage intersecting the 
result with the property automaton. In practice, instead of such an 'off-line' verification, one 
would generate the intersection while generating the state space, i.e., 'on-the-fly'. If we unifor
mally choose as our specification the ABA depicted in Figure 8, we can actually calculate the 
resulted intersection: it will contain exactly twice as many states and transitions as the reduced 
state space itself. The memory size and time used will grow proportionally. 

Alg. States Trans. Mem. Comment 
sieve 166,979 709,188 19.3M finding prime 

246 246 48.2K numbers 
urp 2,165 5,522 396K AT&T universal 

575 721 162K receiver 
snoopy 91,920 305,450 11.1M cache coherence 

16,279 23,532 2.15M 
pftp 534,801 1,624,370 76.8M file copy 

70,041 91,804 11M 
dtp 251,409 648,467 37.8M data transfer 

48,915 63,795 7.57M protocol 
tpc 3,918,290 11,762,400 306M telephone 

391,534 466,753 30.6M switch 

In the table above the results of generating full and reduced state spaces for several protocols are 
presented. The first line of each table row shows the measurements for the full state space, while 
the second line gives the measurements for the reduced state space. All measurements have been 
made on an SGI Challenge-XL with 1 GByte of memory. The letters 'M' and 'K' correspond 
to a factor of 1,000,000 and of 1,000, respectively. The numbers of states and transitions are 
rounded to six significant digits, and of the memory to three digits. 

7 Comparison with Other Approaches and Conclusions 

It was already known that automatic verification methods for LTL, CTL, and Biichi automata 
can be improved by using partial order reductions [14, 6, 4]. This paper shows that partial order 
reductions lead to more efficient verification algorithms for partial order properties. The paper 
defines an efficient algorithm for verifying concurrent systems described using Asynchronous 
Biichi Automata. Our approach differs from that of Valmari [22] and Godefroid and Wolper [ 6] 
in representing the property by an ABA rather than by a standard Biichi automaton. Moreover, 
we do not use sleep sets [6] in order to reduce the state spaces. 

There are two advantages of the approach presented herein. First, for the properties which 
are expressible also in LTL, in many cases we achieve better reductions in time and space due 
to the fact that the condition C3 or C3' is finer than the corresponding one for LTL reduction 
algorithm [14, 21, 8]. This follows from the fact that if we consider ABA as automata on infinite 
sequences of operations, then the class of languages accepted by ABA is included in the class of 
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languages accepted by standard Biichi automata. Therefore, our automata represent a subclass 
of thew-regular languages. 

Second, due to the internal structure of ABA, one can easily express properties which depend 
not only on the temporal behavior of the program, but also on its spatial behavior, namely on 
the behavior of separate processes. These properties need the extra structure provided by the 
ABA. Although Biichi automata with some additional information can express such partial order 
properties, the use of ABA has several advantages. It guarantees that the expressed property is 
closed under the equivalence'=:'. This restriction gives a "cleaner" specification which does 
not depend on the order in which independent operations are interleaved. This is similar to 
preventing the use of the next-time operator in LTL, so that sequences that are equivalent up to 
stuttering are considered equivalent. 

Acknowledgement. The authors are grateful to Gerard Holzmann, who implemented the partial 
order reduction for SPIN and helped obtaining the experimental results. 

References 

[1] A.V. Aho, J.E. Hopcroft and J.D.Ullman, The Design and Analysis of Computer Algo
rithms, Addison-Wesley Publishing Company, 1974. 

[2] J. R. Biichi, On a decision method in restricted second order arithmetic, in E. Nagel et al. 
(eds.), Proceeding of the International Congress on Logic, Methodology and Philosophy 
of Science, Stanford, CA, Stanford University Press, 1960, 1-11. 

[3] E.M. Clarke, E.A. Emerson, A.P. Sistla, Automatic verification of finite-state concurrent 
systems using temporal-logic specifications, ACM Transactions on Programming Lan
guages and Systems, 8, 1986, 244-263. 

[4] R. Gerth, R. Kuiper, D. Peled, and W. Penczek, A Partial Order Approach to Branching 
Time Model Checking, Proc. ofiSTCS'95, 1995,330-339, Tel Aviv, Israel. 

(5] P. Gastin, A. Petit, Asynchronous Automata for Infinite Traces, in W. Kuich (ed.), Proc. of 
the 19th ICALP, Vienna, 1992, LNCS 623, Springer-Verlag, 583-594. 

[6] P. Godefroid, P. Wolper, A Partial Approach to Model Checking, Proc. of LICS, 1991, 
406-415. 

(7] G. J. Holzmann, Design and Validation of Computer Protocols, Prentice Hall Software 
Series, 1992. 

[8] G. J. Holzmann, D. Peled, An Improvement in Formal Verification, Proc. of FORTE, 1994, 
177-191. 

[9] S. Katz, D. Peled, Interleaving Set Temporal Logic, Theoretical Computer Science, Vol. 
75, Number 3, 21-43, also appeared in proceedings of the 6th Annual ACM Symposium 
on Principles of Distributed Computing, Vancouver, Canada, August 1987, 



330 Part Seven Verification: Model Checking 

[10] M. Z. Kwiatkowska, Event Fairness and Non-Interleaving Concurrency, Formal Aspects 
of Computing 1, 1989, 213-228. 

[11] 0. Lichtenstein, A Pnueli, Checking that finite-state concurrent programs satisfy their 
linear specification, Proc. of 11th ACM POPL, 1984, 97-107. 

[12] A Mazurkiewicz, Trace Theory, Advances in Petri Nets 1986, LNCS 255, Springer, 1987, 

279-324. 

[13] A Musch oil, On the Complementation of Biichi Asynchronous Cellular Automata, Proc. 
of ICALP'94, 1994, Springer-Verlag, LNCS, 141-129. 

[14] D. Peled, Combining Partial Order Reductions with On-the-fly Model-Checking, Proc. of 
6th international conference on Computer Aided Verification, Stanford, CA, 1994, LNCS 
818, 377-390. 

[15] D. Peled and W. Penczek, Using Asynchronous Biichi Automata for Efficient Automatic 
Verification of Concurrent Systems, to appear in the Participant's Proceedings ofPSTV'95. 

[16] W. Penczek, Temporal Logics on Trace Systems: On automated verification, International 
Journal of Foundations of Computer Science, Vol. 4 No. 1, 1993, 31-67. 

[17] A Pnueli, The Temporal Logic of Programs, Theoretical Computer Science 13, 1977, 
1-20. 

[18] P.S. Thiagarajan, A Trace Based Extension of Linear Time Temporal Logic, Proc. of 9th 
Symposium on Logic in Computer Science, Paris, 1994, IEEE Press, 438-447. 

[19] W. Thomas, Automata on Infinite Objects, in J. Van Leeuwen (ed.), Handbook of Theo
retical Computer Science, Vol. B, Elsvier, 1990, 133-191. 

[20] P. Wolper, M.Y. Vardi, AP. Sistla, Reasoning about infinite computation paths, Proc. of 
24th IEEE symposium on foundation of computer science, Tuscan, 1983, 185-194. 

[21] A Valmari, A Stubborn attack on state explosion, in E.M. Clarke, R.P. Kurshan (eds.), 
Proc. of CAV'90, DIMACS, Vol3, 1991, 25-42. 

[22] A Va1mari, On-the-fly verification with stubborn sets, LNCS 697, 1993, 397-408. 

[23] W. Zie1onka, Notes on finite asynchronous automata, R.AI.R.O.-Informatique Theorique 
et Applications, 21, 1987, 99-135. 


