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Abs t r ac t .  We present the concept of cooperative vision and its appli- 
cation to a multi-agent system with special attention to the integration 
of vision. Coopcrative vision can be described as a type of distributed vi- 
sion, where severn agents working in a shared environment are involved. 
The object recognition task was distributed to several agents in order to 
demonstrate the concept of cooperative vision. This enables, on the one 
hand, a verification of objects by several agents and, on the other hand, 
a localization of spatial positions of other agents. A Bayesian approach 
is used for the combination of conclusions of several agents. Experiments 
done so far show significant results with regard to both tasks. 

1 I n t r o d u c t i o n  

Cooperative vision can be described as a type of distributed vision, where several 
agents working in a shared environment are involved. I t  can be sensible in a series 
of vision tasks but it requires arrangements for a local and temporal  coordination 
between agents as well as strategies for the combination of individual conclusions. 
To achieve cooperative vision in a multi-agent system the design of an agent 
architecture has to meet certain criteria. One criterion is a modular  concept 
for a multi-agent system that  facilitates communicat ion among agents, another 
is the design of a single component  in form of a general f rame to enable the 
integration of sensor perception and action. When vision is integrated into such 
an architecture, each kind of tight coupling of hardware components  with control 
processes, as usually required in active vision applications, has to be bursted in 
order to avoid exclusive occupations of shared resources. 

There are mainly two sorts of approach with regard to the design of agent 
architectures: The  functional ones as suggested in [1] that  support  the planning 
aspects; and the behavior-based ones as in [2] tha t  support  reactivity. At tempts  
to combine both concepts were made by e.g. [61 and [4]. Crowley [4] developed 
a framework of how to build an active vision system tha t  fulfils both  low-level 
and higher-level tasks. The system aspect as a central role is also emphasized 
in [5]. There, use and integration of multiple cues and at tent ion is described 
with an example of figure-ground segmentation. Dynamic at tent ion and selective 
processing by static and dynamic belief nets is used for control in the VIEWS 
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project [3]. To achieve computational efficiency in performing multiple visual 
tasks a tight coupling scheme is proposed. An early approach to an integration 
of multiple sources of information was proposed in the VISIONS project [7]. 
Previous research in the field of artificial intelligence has been related to bringing 
together uncertain data  of several independent sources with Bayesian belief nets 
[10]. In [12], Bayesian nets were suggested to provide a general framework in 
visual tasks as control or decision making. 

2 A c o o p e r a t i v e  a g e n t  a r c h i t e c t u r e  

In CoMRoS (Cooperative Mobile Robots Stuttgart) we use a matrix shaped 
agent architecture (fig: 1 (a)) as presented in detail in [11] [8]. Its modular design 
enables planning components, reactive behavior and cooperative task solving in 
a multi-agent environment. 

The architecture is divided into three levels of abstraction, each containing 
a set of concurrent processes with equal rights. The strategical level is responsi- 
ble for mission planning of agents in a wider range. The tactical level exercises 
contextual planning and execution control. It receives tasks from the strategical 
level, it plans solution strategies and supervises their execution. The reflexive 
level is composed of processes with a basically reactive behavior, some of them 
directly coupled to hardware components. Each of these processes has a sensor- 
actuator coupling at one's disposal. This coupling represents an abstract control 
circuit that  enables reactive behavior. We call these abstract control circuits 
autonomy cycles (AC). Each AC consists of units to decide, plan, learn, and 
several, parallel operating units to do and to monitor. Cooperation in the ar- 
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Fig. 1. Agent architecture (a) and integrated vision system with possible connection 
structures (b) 

chitecture occurs, on the one hand, inside an agent between processes of the 
same level that  can either be competitive, if accessing the same resources , or 
cooperative, if connected for data  exchange, and thus requires strategies for con- 
flict removal. On the other hand, cooperation occurs between multiple agents. 
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Therefore, corresponding levels of the architecture are linked via dedicated com- 
munication modules to facilitate communication and arrangements. 

3 I n t e g r a t i o n  o f  v i s i o n  

In our architecture each sensor type can be represented through a system that  
consists of several autonomy cycles on the reflexive and tactical level. A minimal 
vision system is currently embedded into the architecture as shown in fig. 1 (b). 
It is composed of an autonomy cycle on the tactical level, the Observer (ACobs) 
that  builds a behavior pattern to fulfil a given task, and four autonomy cycles 
on the reflexive level. The latter independently carry out elementary vision tasks 
such as motion detection, image recognition, respectively image acquisition, as 
well as camera and robot control. 

M o d e s  o f  t h e  v i s ion  s y s t e m .  The actual connection structure within the 
behavior pattern between autonomy cycles on the reflexive level is given by the 
chosen plan of ACobs. This plan establishes whether autonomy cycles operate 
passive or active. Connection structures for autonomy cycles in active mode are 
shown by dotted lines in fig. 1 (b). While a camera control is not needed in pas- 
sive mode, it is required in active mode to do well-directed camera movements. 
Only autonomy cycles that are not directly linked to any physical hardware com- 
ponents are able to operate in passive or active mode. In the vision system, this 
applies to the Motion detection ACErno and to the Object recognition ACsor. 

ACEmo pursues regions of motion in passive mode on the image plane without 
any camera movements. In active mode, ACEmo supplies a particular moving 
region to the camera cycle ACcam for object tracking. In contrary to common 
active vision applications, the camera is not occupied exclusively. This facilitates 
a simultaneous usage of the camera or robot by any other autonomy cycle (e.g. 
ACsor). ACsor recognizes objects according to [9] and operates in passive mode 
like a consumer. It works up all input but  does not manipulate; it follows that  
the recognition method has to cope with arbitrary views. In active mode, ACsor 
is able to influence the input data by choosing a particular view position. This 
action is supported by an appearance-based model database that  additionally 
contains a description of how to move from one aspect to another. To guarantee 
an image from the new view position, the taking requires a synchronization 
between camera control and image acquisition. 

T y p e s  o f  c o o p e r a t i o n .  Irrespective of the operation mode of au tonomy cy- 
cles, the architecture enables two types of cooperation: internal and external. In 
the vision system, internal cooperation occurs in tasks where autonomy cycles 
ACEmo and ACsor are linked as shown in fig. 1 (b) by broken lines. AVEmo 
is, on the one hand, used to simplify ACsor by separating moving objects from 
background, on the other hand, to guarantee a continuous object recognition in 
image sequences by region identification. To select such a region of interest for 
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ACso~, we currently use a selection algorithm as output  filter in ACEmo. This 
attention mechanism always tries to supply corresponding regions except the 
object recognition has found out that a particular region does not contain the 
object sought after. Though, as a consequence of internal cooperation, ACso~ 
can apply strategies to handle hypotheses that  result from analysis of succeeding 
regions of motion in order to obtain more robust conclusions. 

External cooperation in the vision system occurs in tasks where ACso~ of 
several agents are connected. The aim of external cooperation is to solve a task 
with several agents working in a shared environment. In this way, an agent can 
exploit potentially better view positions of other agents for processsing. For 
cooperation, at first communication links between agents have to be built up to 
establish a work group at first. Therefore, we use a modified contract net protocol 
[13] between involved agents. The protocol is instantiated by any agent with 
request of support. Based on the established work group, external cooperation 
requires mechanisms to combine single evidences of involved agents to receive a 
common conclusion. A possible mechanism is presented subsequently. 

4 Aspects of cooperation 

In order to demonstrate the concept of cooperative vision we have distributed 
the recognition task to several agents. Following, we introduce feasible recogni- 
tion tasks that  appear in external cooperation. Then, a method for combining 
hypotheses of single runs is presented which can be used in internal or in exter- 
nal cooperation. Finally, we show how a distributed reasoning is done either by 
single or by continuous image analysis. 

Cooperative recognition tasks .  In general, we distinguish between two types 
of cooperative recognition tasks: verification and localization. The aim of the first 
task is to verify the object recognition result of a single agent by combining it 
with recognition results of all agents. In the second task, a suspected object 
is used to localize the relative spatial positions of other agents involved in the 
recognition. The basic pre-condition for cooperative identification is that agents 
observe the same environment. Geometrically this means, tha t  the aperture an- 
gles of all cameras build a spatial section. To construct such a spatial section, the 
relative positions of all agents as well as their orientations of camera and robot 
have to be known respectively suspected. Fig. 2 (a) shows a spatial section be- 
tween two cameras with a circle within and a square and triangle outside. In the 
verification task, known positions are assumed. Nevertheless, even in a spatial 
section agents have to make sure that  they observe the same object. Objects like 
the circle not only have to be in the section but  also must have been chosen from 
the attention mechanism. In the localization task, agents t ry  to locate relative 
spatial positions of other agents according to a set of hypotheses. All hypothe- 
ses from two or more suspected viewpoints are combined by transformation to 
a reference viewpoint. The results are hypotheses about the orientation angle 
between two cameras. 
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Fig. 2. Objects in 2 view fields (a), belief nets for verification (b) and localization (c) 

C o n t i n u o u s  r e c o g n i t i o n .  With a continouos temporal  analysis we avoid a 
strong rating of outliers from a single run and obtain assessments about  objects 
and their orientation for each moment .  Assume ACsor operates in active mode 
and observes a s tat ionary unknown object. If  the current m a x i m u m  hypothesis 
about  an object indicates the real aspect, then this hypothesis can be verified 
by a defined movement  in the model space. Through such a movement  that  
corresponds to a specific camera movement  in the world a particular new aspect 
is expected to be rated strong in the next recognition run. The  corresponding 
former aspect respectively hypothesis is verified, if the recognition algori thm will 
calculate a high energy value. 

In general, a change from one aspect of an object to another occurs with a 
particular transition probability. Assumed, we have a prior knowledge about  the 
transition probabilities as in the active mode at one's disposal, we can calculate 
predictions for the next observed aspects. Aspects ai and transition probabilities 
ri,j build an aspect transition matrix  ~k - l , t k  for each model at moments  tk-1 
and tk of the following type: 

t k - l \ t k  al a~ a3 . . .  an 
a l  r l ,1  r l ,2  r l ,3  . . .  r l , n  
a2 r2, l i t 2 ,  2 r2,3 . . .  r2,n 

an rn,1 rn,2 rn,3 . . .  rn,n 

Each row indicates the probabil i ty ri,j, that  aspect ai at t ime tk -  1 will change 
to aj at tk. The sum of all ri,j for each row is supposed to be 1. Like this, at 
t ime tk we expect a new set of hypotheses ht, k resulting from combinat ion of the 
sets ht~_~ and htk with ratings ri,j. In the continuous analysis, a different aspect 
transition matr ix  can be used at each t ime step. If  we are absolutely certain 
about  an aspect transition like in active mode, we set the corresponding ri,j to 1 
and the remaining ri,j to 0. In passive mode, a moving object has to be observed, 
otherwise there are no aspect transitions. Assuming a homogeneous mot ion of 
an unknown object, we know in advance that  the new aspect is si tuated in an 
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interval around the current aspect. Though, we set aspect ratings according to 
a distribution function, e.g. uniform or gaussian. 

C o m b i n i n g  severa l  conc lus ions  To combine resulting hypotheses, we use 
a Bayesian approach of information integration as proposed in [10]. In a co- 
operation protocol subsequent to the contract net, agents agree to a reference 
viewpoint to which all hypotheses are transformed and to a minimal parameter 
setting. In the verification task the known orientation angle between two cam- 
eras is used for the transformation of hypotheses. As shown in fig. 2 (b), the 
combination of results follows, with new evidences entering as diagnostic sup- 
ports from camera A in Ai and from camera B in Bi. Zi calculates new belief 
values for each diagnostic support together with the aspect transition matrices 
T~Ait,-1,t, o r  T~B't~-l,t~" The calculated belief values are simultaneously the new causal 
support zr to Zi+l. 

In the localization task, the orientation angle between two observers has to 
be determined. To be more robust, only values from a continuous analysis are 
considered for combination (fig. 2 (c)). From that  we get two belief nets X and 
Y for camera A and B. One camera is chosen to be the reference viewpoint 
with the reference set of hypotheses. Hypotheses of the other camera are trans- 
formed by any orientation angle. Then the belief net combines both sets as in the 
verification task and calculates belief values for Zi which denote aspects. The 
combination with the reference set is done for varying orientation angles. The 
number of possible orientation angles depends on the current model set of as- 
pects. As a result from that, the maximum belief value represents an estimation 
about the suspected orientation angle. 

E x p e r i m e n t a l  r e su l t s  To present (the first) experimental results for both 
cooperative recognition tasks, we observed an unknown moving object with two 
agents operating in passive mode. Fig. 3 (a) shows a part of that  image sequence 
where the object was mutually observed by the two agents. The orientation angle 
between the cameras of agent A and B was approximately 120 °. The used model 
set contained 24 aspects of our robot in 150 steps from 0 ° to 3600 taken from a 
fixed distance. All aspect transition matrices were filled according to a uniform 
distribution in the interval [ i -  1, i + 1] around an aspect ai. 

In the verification task, object analysis and the combination of resulting 
hypotheses was performed in a continuous belief net according to fig. 2 (b). 
The camera position of agent B was chosen as a reference viewpoint. In fig. 3 
(b), the horizontal axis shows time steps ti of the image sequence, the vertical 
axis describes the suspected aspect in degree. We see a comparison between 
continuous and cooperative analysis in relation to the approximated real object 
aspect over a time interval. Each graph shows aspects corresponding to the 
calculated maximum hypothesis for each time step. Of course, all hypotheses 
depend on results of single runs which, in turn, depend on the quality of the 
segmentation. Observer B has a more homogeneous background than observer 
A and distortion that influences the object recognition is mostly compensated. 
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Fig. 3. Image sequence of a scene observed from two view points (a), calculated aspects 
of an object observed by two agents and projected to the reference viewpoint of camera 
B for each time step At (b), estimated orientation of camera A as a result of object 
analysis from the reference viewpoint of camera B (c). 

Thus, its propositions from single runs about the suspected object aspect is 
approximately correct. In contrast to that,  observer A has to cope with changes 
in illumination because the extracted region of interest from ACEmo contains 
neon strips. Thus predictions vary, although the convex hull has correctly been 
cut. From that,  camera A needs three t ime steps to adapt the real object aspect. 
A combination of recognition results from camera A and B leads to a quick and 
good approximation of the real object aspect. That  means, that  agent A gets 
fairly accurate hypotheses at each time step. 

In the localization task, agents combine both sets of hypotheses continuously 
to calculate for each time step an estimation about the current orientation angle 
(fig. 2 (e)). The  angle is determined by calculating the maximum hypothesis for 
each possible orientation related to viewpoint B. The combination (fig. 3 (c)) 
supplies a fairly good evidence for the actual orientation angle. The accuracy 
of any result depends on the aspect difference in the model set. If segmentation 
supplies poor input, the recognition results will not be very accurate. But  as it 
was demonstrated above with agent A, if at. least one agent is able to calculate 
correct recognition results, other agents that  deal with poor input will profit. 
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5 C o n c l u s i o n  

We presented the concept of cooperative vision applied to a multi-agent system 
with an example of a distributed recognition task. In the proposed architecture, a 
vision system is integrated as a system of loosely coupled autonomy cycles which 
facilitates interlaces with autonomy cycles that  belong to other sensor types. The 
architecture makes possible two types of cooperation, on the one hand, internal 
cooperation that  appears inside an agent, on the other hand, external coopera- 
tion that  appears between several agents. To combine calculated conclusions of 
several agents to single evidences we used belief nets. This mechanism is applied 
to the verification and localization task, where objects are verified and combined 
by several agents in order to get more robust recognition result. Results show 
that  agents can profit through a common recognition, especially when the qual- 
ity of its own input is poor. The localization task facilitates the determination 
of local spatial positions of other agents based on individual recognition results. 
Experiments show a fairly good approximation of the actual relative orientation. 
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