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Abs t rac t .  In this paper, we present a method for overlapping communi- 
cations on parallel computers for pipelined algorithms. We first introduce 
a general theoretical model which leads to a generic computation scheme 
for the optimal packet size. Then, we use the OPIUM ~ library, which 
provides an easy-to-use and efficient way to compute, in the general case, 
this optimal packet size, on the column LU factorization; the implemen- 
tation and performance measures are made on an Intel Paragon. 
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packet size computation. 

1 I n t r o d u c t i o n  

Parallel distributed memory machines improve performances and memory ca- 
pacity but their use adds an overhead due to the communications. To obtain 
programs that  perform and scale well, this overhead must be hidden. Several 
solutions exist. The choice of a good data distribution is the first step that can 
be done to lower the number and the size of communications. Depending of the 
dependences within the code, asynchronous communications can be used to over- 
lap computations and communications. The call to the communication routine 
(send or receive) will be put as soon as possible in the code. A wait routine will 
then be used to check for the completion of the communication. Unfortunately, 
this is not always legal due to the dependences between computations and com- 
munications. Pipeline schemes are also sometimes found like the one on Figure 1 
(A). There is a sequentiality within the code, and the total execution time is 
higher than the sequential one because of the overhead of the communications. 
One first solution is to start the communications as soon as possible, i.e. as soon 
as one processor has computed one data; this is called a fine-grain pipeline ((B) 
on Figure 1). This solution adds an higher overhead because of the communi- 
cation startup time. A trade-off has to be found which minimizes the execution 
time. This is a coarse grain pipeline ((C) on Figure 1). 
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Fig. 1. Overlap of communications us- Fig. 2. Communication/Computation 
ing a pipeline method. Overlap. 

The linear case is an easy one [Des94b]. This is no longer the case as soon as 
the complexity of the computations and communications is not a linear function 
of the packet size. The aim of this paper is to present a library which can be 
used to improve pipeline computations in the general case. This library, called 
OPIUM (Optimal Packet size compUtation Methods) will be used in another 
library which implements coarse grain pipelines, the LOCCS 4 [Des94a, DT94]. 

Some previous studies exist, especially around the compilation of data-parallel 
languages like High Performance Fortran. The pipelining of computation is a 
classical optimization of such codes [Tse93, BD96]. The linear case from which 
this study has started is described in [Des94b]. The results are also used within 
the LOCCS library. In [OSKO95], the optimal size of packets is computed for 
general DOACROSS loop nests. The optimizations of the Fortran D compiler 
are presented in [Tse93]. Here again, only the simple cases that arise in the com- 
pilation of simple loop nests are given. The author admits that  a more accurate 
evaluation of the optimal size of packets should be given to get the best perfor- 
mances. Finally in [SS95], the case of a loop nest with two loops is presented 
on a network of workstations, using a computation of the optimal size done at 
run-time, which allows some kind of load-balancing. 

In the general case presented in this paper, the computation of the optimal 
grain size is no longer trivial. It can require complicated methods and a very 
accurate model to obtain correct results; a library is necessary to compute the 
optimal size without a knowledge of the methods, to do run-time optimizations, 
to avoid to re-compute the size if it is not necessary, and to include this kind of 
optimization in a data-parallel compiler. 

The rest of the paper is organized as follows: the section 2 introduces the 
problem formulation and the theoretical model. In section 3, we describe experi- 
ments on the Intel Paragon, based on the OPIUM library, including performance 
results and analysis. Then we conclude with remarks on the benefits of this study 
and on our future work. 

2 C o m p u t a t i o n / C o m m u n i c a t i o n  O v e r l a p  

2.1 P r o b l e m  f o r m u l a t i o n  a n d  t h e o r e t i c a l  m o d e l  

In this section, we first describe a theoretical model for the overlap of com- 
munications by computations. It will be used as the reference model until the 
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end of the paper. Then, the way to resolve this model is presented and illus- 
trated with some examples. Finally, a method to avoid the re-computation of 
the optimal packet sizes as far as possible is described. 

Let L be the Amount of Data  to be Pipelined (ADP). We split the data to 
be sent in p packets of size u (see Figure 2). Moreover, in the following, Uopt 
denotes the Optimal Packet Size (OPS). 

D e f i n i t i o n  1. The "forward computation time" denotes the time spent in the 
forward computation on a packet of size u. It can be defined by 

TcompA(u, L) = RA(L) fA(u) VA where 

- RA(L) is the forward complexity constants that  may depend on the ADP, 
- fA (u) is the complexity function of the forward computation implementation, 
- and rA denotes the elementary forward computation time. 

D e f i n i t i o n  2. In the same way, the "backward computation time" denotes the 
t ime spent in the backward computation on a packet of size u with 

TcompB(u, L) = RB(L) fB(u) TB. 

D e f i n i t i o n  3. In the following, the notation O(fA (u))/O(fB (u)) will be used to 
represent a pipeline algorithm with a "forward" complexity growing as O(fA (u)) 
and a "backward" complexity growing as O(fB (u)). 

Ezample 1. Let us study the column LU factorization. A column cyclic distri- 
bution is used to balance the computation load all over the execution [Saa86]. 
With this distribution, we can extract three phases for each factorization step 

- the "local scale": the processor holding the pivot column of the current step 
computes its contribution, and sends it to the other processors, 

- the "local update":  the same processor updates its local columns, 
- the "remote update":  the other processors receive the contribution, and up- 

date their columns. 

We clearly have a pipeline scheme. The "local chazge" must be in the "forward 
computation" and the "remote update" is the "backward computation". The 
"local update" is put in the "forward computation" to well balance the "forward" 
and the "backward" computations such as we can hope to obtain an optimal 
overlap gain. For this implementation, the complexities of the "forward" and 
"backward" computations are O(A u), where A represents the number of local 
columns to update. It is important  to notice that these complexities depend on 
the implementation of the pipeline and on the data distribution. The column LU 
factorization is typically a O(u)/O(u 2) algorithm, whereas we have a 0(u)/0(u) 
pipelined implementation. 

D e f i n i t i o n  4. Tcomm(u) denotes the time spent to send a packet of size u. 

In general, the expression of Tcomrn(u) depends on the communication 
scheme (broadcast, all-to-all, . . . ) ,  and on the computer architecture. In the 
following we will consider a linear communication model Tcomm(~,) =/3 + u "r 
where/3 is the startup time and ~- the per-word transfer time. 
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P r o p o s i t i o n  5. The OPS computation problem can be rewritten into the mini- 
mization problem of 

TcompA(v, L) + L Tcomm(v) + Tcomps(v, L) (1) 
l] 

( TeompA (v, L) < Tcomm(v) 
under the constraints ~ TcompB(v,L) < Teomm(v) (2) 

I . l < v < L  

Proof. See [DRR96]. [] 

If the computation time is always greater than the communication time then we 
split the ADP with the minimal packet size and thus vopt : 1. 

We now want to solve the reference model. There are three steps: 

1. First we compute the extremum v.~{~ of (1), 
2. then we look for the validity domain of the constraints; we compute vb~ the 

highest packet size which verify the constraints (2), 
3. and finally we deduce the optimal size Vopt. 

�9 We focus in the following on polynomial complexity functions. If the con- 
straints are true then vm{n is the solution of -~Ttotal(v, L) = O. 

{ TcompA(v) : RAv ~ TA 
L e m m a 6 .  Consider that TcompB(v) = t~B 1 ]ceB TB w i t h  oL A > 1, aB >_ 1. 

Tcomm(v) =/9 + v 7 
L-W- O. 1/rnin i8 the unique solution of." a n R A  1, ' a A - 1  TA + O~B R B  //as--1 TB _ v 2 : 

Proof. See [DRR96]. [] 

Remark. For the most usual complexity functions that  are over-linear and com- 
munication types, we can verify that the second order derivate of Ttotal(v) is 
always positive on the validity domain of v. For all these cases, the problem 
admits one and only one solution. 

�9 Now that  we have the minimum of equation (1), we must take care of 
the constraints. An other approach to optimize the overlap of computations by 
communications consists in finding, when possible, the packet size such that  
the communication time for one packet balances exactly the computation time 
for this packet IMP92]. As the "forward" and "backward" computations play 
a symmetrical part  in the minimization of equation (1), we can assume that  
TcompA > TcompB. Then the constraint balance is given by 

TcompA (., L) = Tcomm(.). (3) 

Let vb~t be the solution of this equation. Often, vb~l is not the OPS; for a packet 
size upper than Vb~t we can rewrite the expression of Ttotal(v, L) as 

n TcompA(., L) + TcompB(v, n). (4) Ttotal(v, L) : TcompA(., L) + -~ 

If TcompA (-, L) is over-linear o n .  then Ttotal(v, L) increases with v and "ba~ 
minimizes Ttotal(v, L) for v >_ vbal- Otherwise, we have to find vb~l which mini- 

mizes (4). 

�9 Finally, the following proposition leads to the computation of Vopt. 
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P r o p o s i t i o n  7. I f  1 <_ z/hal <_ L then two cases are possible: 

- -  i f  l/ha I < 1]rnin then the constraint occurs and popt = ~bal, 
- otherwise the constraint does not occur and govt = groin- 

The end of this section is dedicated to some examples. 

{ TcompA(~,)  = RA ~ VA 
L e m m a S .  Consider that T c o m p B ( ~ )  ~- RB ~ VS 

T c o m m ( . )  -~ ~ + .  r 
Two cases are possible: 

- i f  R A T A  - -  7" ~__ 0 then uovt = RA ZA+RS rs" 

-- i f  RA T"A - 7" > O then 

# (hA TA+Rs Tz) then -~ ~/  L �9 i f L  <_ (hA ~A-~) 2 "opt - - h A  ~A+n. T . '  

�9 else ~'opt = -R~ fl 
T A - -  T " 

Proof. See [DRR96]. [3 

Remark.  In the case of the column LU factorization, R A and RB depend on 
the ADP (RA = RB  -- L within one, where N P R O C  is the number of N P R O C  

/ N P n O C  # processors). So ~min = V rA+rB and the optimal  packet size is independent 
of the ADP. 

T c o m p A ( p )  : RA .2  7"A 

L e m m a  9. Consider that TcornpB(~)  = R B  ~ 7"B 
T c o m m ( v )  -= ~ + tJ 7" 

The validity domain for  the OP S  ~ u ~ [% --2RA TA ] ana zaere zs one 

and only one real positive solution for  ~min among the 3 Jordan solutions: 

V ~ - - V  2 3 p =  

~ . j +  . j2__gA with q =  - B  

V 2 J - -  V 2 " J  3 27 

Proof. See [DRR96] [] 

f T e o m p A ( . )  = RA ln(~,) 7"A 
L e m m a  10. Consider  that ~ T c o r n p B ( . )  = RB ln(~) 7"B 

[, T c o m r n ( . )  = 13 + u 7" 
L ~  

t h e n  lJrnin = RA rA-i-JR B wB " 

The proof  is straightforward. However, in order to compute ~'baz~ we have to 
solve RA ln(~)  rA = t3 + t~ 7" and we cannot explicitly extract the solution. The 
same problem occurs when extracting ~.~in with, for instance, a O(. ln( . ) ) /O( . ln(L, ) )  
pipeline scheme or a O( .~) /0 ( .m)  pipeline scheme with n, m > 4. 

We can see with this last examples that  it is not always possible to explicitly 
extract  the OPS. For more complex computat ions or for non linear communi- 
cation types, we will have to use numerical schemes such as Newton or Brent 
methods.  
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2.2 A v o i d  r e - c o m p u t a t i o n  o f  o p t i m a l  p a c k e t  sizes 

In practical applications, pipeline are chained and only the ADP differs. So 
it is not always useful to re-compute the OPS for each pipeline. In fact, it is 
sometimes possible to find the gap between problem sizes such that  optimal 
packet sizes are equal. 

P r o p o s i t i o n  11. Assuming that the analytic expression of Popt(L) iS known, 
the gap of problem sizes corresponding to equal optimal packet sizes is the largest 
integer lm~x over all l > 0 such that 

luopt(L + l) - ~0p~(L)l < 1. (5) 

L e m m a l 2 .  I f  uopt(L) can be rewritten into C L ~', with C > 0 and 7 >_ 1,then 
1,~a~ = (L ~ + 1/C) 11~ - L. 

Proof. See [DRR96]. 

Remark. We can formulate three remarks: 

•/ z and - Consider the linear example (lamina 8). We have C = Ra rA+RB ~B 

~' = 1/2 ,  and so 1.~a~ = R~ ~A+RS ~ + 2 ~/L (RA ~A+RB ~S)) 

- For the column LU factorization (see example (1)), the optimal size is inde- 
pendent of the ADP, so we compute uopt only one time. 

- If the analytic expression of vopt can be explicitly extract but cannot be 
rewritten into C L ~ (see for instance lemma 9), the lma~ value will be com- 
puted by a numerical scheme. 

3 E x p e r i m e n t s  

In this section, we discuss the experiments done to evaluate the validity 
of the theoretical model and the benefits of the overlap of communications by 
computations with the optimal packet size. Our experiments are based on the 
LOCCS library [Des94b, DT94] which brings some Useful overlap management 
primitives. The performance measures are made on a 32 nodes Intel Paragon. 

The main example is the column LU factorization (see example 1) with a 
good balance between the "forward" and the "backward" computations. We 
use both the general and linear specific OPIUM methods. A description of the 
OPIUM library is given in [DRR96 I. 

The optimal packet size predicted and computed with our model is confirmed 
by the experimental measures; on Figure 3, the vertical line corresponds to the 
OPS computed by the OPIUM routine. Moreover, according to the theory, this 
size is constant for each pipeline of the factorization until the constraint occurs. 
So it is computed only one time. On Figure 4, we see that the more important  
is the ADP, the more efficient is the communicat ion/computat ion overlap. The 
gain brought by the overlap decreases when the number of processors increases 
(see Figure 5). This is due to the fact that local computations, for each processor, 
are not large enough to have an efficient overlap . But we can see that  the ratio 
between the two algorithms (with or without overlap) is quite independent of 
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Fig. 3. Factorization time of a matrix Fig. 4. Time spent in each pipeline of 
of size 1024 as a function of the packet the factotization of a matrix of size 
size. 1024 (with and without overlap). 
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Fig. 5. Factorization time (with and Fig. 6. Ratio between the factorization 
without overlap)of a matrix of size 960 time, with and without overlap, as a 
as a function of the number of proces- function of the matrix size. 
S O T S .  

the number of processors which shows the scalability of  this optimization.  The 
gain curve (see Figure 6) shows that for a large enough matrix, we quickly reach 
a good overlap (the factorization time with overlap is reduced by half, compared 
to the factorization without  overlap) and we also see that, whatever the matrix 
size may be, the overhead time generated by the management  of the overlap 
is negligible. We can remark that for less than 100 data, no splitting is done 
(~'ov* > L). Figure 7 represents the activity of  the 4 processors allocated for the 
factorization of a matrix of  size 512, with and without overlap. This diagram 
shows that processors are almost always busy using pipeline optimizations.  

We made some experiments with pipeline schemes for different "forward" and 
"backward" complexities to compare the generic method with specifics pipeline 
methods.  The OPS are identical, and if the ADP increases slowly, the overhead 
due to the iterative scheme of the generic method is negligible. Indeed, the pre- 
computed OPS leads to fewer iterations. 
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s 

Fig. 7. Paragraph Gantt diagram (in white the inactivity and in black the activity of 
processors). 
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4 Conclusion and future works 

In this paper,  we have presented and experimented a general method for 
the computat ion of the optimal  packet size in the framework of the overlap- 
ping communicat ions/computat ions .  We are currently looking into the following 
studies. First we will t ry to tackle irregular problems such as sparse Cholesky 
factorization; the aim is to compute, in an adaptive scheme, the opt imal  packet 
size. Second, we want to adjust the model so that  it takes care of BLAS op- 
timizations; indeed, the gains obtained on the LU factorization using a col- 
umn algorithm may not be obtained for a block algorithm like the one used in 
ScaLAPACK [CDD+95]. There is a trade-off to be found between the computa-  
tion grain size and the pipeline optimization. Finally, we wish to integrate those 
techniques into data  parallel compilers like High Performance Fortran ones. 
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