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Abstract. We present an extension to the Mur~ verifier to verify systems with 
replicated identical components. Verification is by explicit state enumeration in an 
abstract state space where states do not record the exact numbers of components. 
Through a new datatype, called RepetitivelD, the user can suggest the use of such 
an abstraction to verify a system of fixed size. Mur~ automatically checks the 
soundness of the abstract state graph, and automatically constructs the abstract 
state graph using the system description. 
Using a simple run time check, Mur~ can also determine if it can generalize the 
verification result of a system with fixed size to systems of larger sizes, including 
the system with infinite number of components. 

1 Introduction 

Finite-state systems such as cache coherence protocols, communication protocols or 
hardware controllers are often designed to be scalable, so that a description gives a 
family of different systems, each member of which has a different number of replicated 
identical components. It is therefore desirable to be able to verify the entire family of 
systems, independent of the exact number of replicated components. 

The general problem of verifying systems with replicated components is known 
to be undecidable [AK86, GS92]. A number of approaches has been proposed for 
verifying particular classes of problems. Some of them use induction over the replicated 
components and require an invariant process or a network invariant [KMOS94, CG87, 
CGJ95, WL89]. Coming up with a proper invariant is not easy, and automatic generation 
of network invariants for certain classes of systems are restricted and expensive [RS93, 
BSV94, SG87, GS92]. 

There are also approaches that do not use induction. Shibata et al. [SHTO93] pre- 
sented an algorithm to verify a simple telecommunication system with limited interac- 
tion between the processes. However, the class of problems they can verify is severely 
restricted. On the other hand, Graf [Gra94] has a more general method based on abstrac- 
tions, which has been applied to a distributed cache memory, but it requires substantial 
manual effort to complete the proof. 

The work described here is closely related to the methods by Lubachevsky [Lub84], 
Dijkstra [Dij85], and Pong et al. [PD95, PNAD95]. Lubachevsky verified a concurrent 
program by collapsing all reachable states into a fixed number of "metastates", in 
which the number of processes is represented by N with an unspecified value. Dijk.stra 
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used regular expressions to represent classes of similar states. Pong et al. used a set 
of repetition constructors to abstract away the exact number of components, for the 
verification of cache coherence protocols. 

tn this exposition, we consider systems with a collection of components, including 
fixed components and components that can be replicated from 1 to n times. Many of 
these systems, such as cache coherence protocols and mutual exclusion algorithms, 
can be proved correct without modelling the precise number of replicated components. 
For example, suppose a multiprocessor has identical caches numbered 1 to 8, and that a 
particular memory value is invalid in caches 1,2,3,5,6,7 and and writable in cache 4. The 
abstract state may record that more than zero caches are invalid, exactly one is writable, 
"forgetting" not only the number of processors in each state but also the ordering of 
the processors. Formally, the abstract state includes a mapping from component states 
to repetition constructors {0, 1, +}, representing zero, exactly one, or more than zero 
(respectively) components in that component state. This abstraction is an approximation 
of the original state graph, which can be used for verification of invariants and VCTL 
model checking. The approximation is conservative: it never fails to report an error, but 
may report an error when none exists. 

This approach has been used for the verification of several applications, but most of 
the existing work requires a lot of expertise from the user. For example, Pong and Dubois' 
method requires the user to write an executable description of the abstract behavior. This 
description is different from the concrete description used for specification or synthesis, 
so their method requires more work, and raises the question of whether the concrete and 
abstract descriptions are consistent. 

To reduce the amount of user effort, we incorporate this abstraction into our veri- 
fication system, Murk. We provide an extension to the existing high-level language in 
which the user can easily specify a protocol in its concrete form. The extension is a new 
datatype, called RepetitivelD, which can be used to represent the indices of the repli- 
cated components. The Mur~ compiler can automatically detect whether the datatype 
is used in a way that admits the use of repetition constructors in verification. If so, it 
automatically verify the system using the abstract state space, instead of the concrete 
state space. 

Furthermore, we also extend previous work so that the abstraction can be used to 
verify systems of fixed sizes, even when verification for unbounded sizes is infeasible, 
resulting substantial reductions in the state explosion. Through a simple run-time check, 
Mur~ can determine automatically if it can generalize the verification result to systems 
of larger sizes. 

A key problem in verifying in an abstract state space is how to generate the successors 
of an abstract state. We solve this problem by selecting up to two concrete states 
represented by an abstract state, and constructing the abstract successors from the 
concrete successors of these concrete states. Heurstics for an efficient construction of 
the abstract state space are also presented. 

2 Modifications to Mur~ 

2.1 The Mur~o Verification System 

The basic Mur~ Verification System [DDHY92] consists of the Mur~ compiler and the 
Mur~ description language. The Mur~ description language is a high-level programming 
language for the description of finite-state asynchronous concurrent systems. The Mur~o 
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compiler generates a C++ program for a Mur~ program, which exhaustively generates 
the reachable states, checking for error conditions and deadlocks. 

A Mur~o program consists of four parts: declarations, transition rules, start state 
generation rules, and invariant descriptions. Examples of Mur~ programs are shown in 
Figs. 1 and 2.  

Type - user defined type 
p i d :  l..numProcessor; 
mid: 1 ..numMemory; 
address: 1 ..numAddress; 
value: 1 ..valueCount; 

Var-" - state variables 

P: A r r a y  [pid] of 
Record 

M; 

Net: 

- processor indices 
- m e m o r y  modules-indices 

- a d d r e s s  space 
- p o s s i b l e  v a l u e s  in a m e m o r y  w o r d  

- an array of  records storing the status 

- of  each processor. 
State: enum { Invalid, Shared, Master); 
Value: value; 
Outstanding.Request: Boolean; 

End; 
Array [mid] of MemoryState; - an array o f  m e m o r y  modu le s .  

Multiset [ NetSize ] of Messages; - a multiset storing m e s s a g e s  in the network. 

Fig. 1. An Example of state variable declarations in Mur~ 

Ruleset n : pid Do 
Ruleset h : mid Do 
Ruleset a : address Do 

Rule "Line Eviction" 
P[n].Cache[h] [a].State = Shared 

Begin 
P[n].Cache[h][a].State := Invalid; 
P[n].Cache[h][a].Value := Undefined; 

End; 
Endruleset; 
Endruleset; 
Endruleset; 

- p a r a m e t e r i z e d  rules  f o r  each processor 

- p a r a m e t e r i z e d  rules  f o r  ea ch  m e m o r y  m o d u l e  

- p a r a m e t e r i z e d  rules for  each address in a m e m o r y  m o d u l e  

- i f  it is an shared copy 

- t h e  cache l ine is invalidated 

- the data cannot be u s e d  

Fig. 2. An Example of transition roles in Mur~ 

A system state is specified by the values of the global variables. The rules are con- 
ditional actions (guarded commands)~ As a Mur~ description executes, a rule is chosen 
nondeterrninistically and executed, generating a new system state (since it assigns new 
values to the variables). Although a rule may consist of arbitrarily complex operations, it 
is executed atomically, without interference from other rules in the description. Hence, 
the use of Mur~ leads to an asynchronous, interleaving model of concurrency in which 
different parts of the system interact via shared variables. 

The types of variables are mostly conventional finite datatypes found in high level 
languages: arrays, records, integer subranges, Booleans and enumerations. Unlike con- 
ventional languages, there is also a special "undefined" value for each datatype. There 
are some non-traditional types as well, such as scalarsets [ID93a] and multisets. The 
scalarset type is a finite set of values, similar to a subrange except that their use is 
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restricted so that members of the scalarset can be interchanged in any state without 
affecting the ftiture behavior. For example, in a multiprocessor, processors are symmet- 
rical and we can model their indices as a scalarset. Multisets are also called "bags", of 
values of some other type. Multisets of messages are useful for modelling networks that 
do not preserve message order. A multiset is essentially an array indexed by an anony- 
mous scalarset type. A Choose construct can be used to nondeterministically select an 
element from a multiset and bind a parameter to a reference to the selected element. 

The rules contain control constructions, including sequences of statements, if and 
for statements. A set of rules that vary over a parameter can be abbreviated using the 
RuleSet construct, which has a parameter name, an index type, and a body containing 
one or more rules which refer to the parameter as a variable. The start state descriptions 
are special rules which initialize the state variables. The invariant descriptions are 
Boolean predicates; a conjunction of a set of Boolean predicates over a parameter can 
be abbreviated using the forall construct. 

A Mur~ program implicitly represents a state graph, defined as a set of states Q, a set 
of start states Q0 c_ Q, a special error state error  E Q which represents the occurrence 
of a run-time error in the system being verified, and a next-state relation A C_ Q x Q. 
A convenient representation for A is a set of transition functions ti : Q --+ Q. We 
can define ~ in terms of ti: A(q,  q~) if there is some transition function ti such that 
q' = t~(q). 

In the state graph represented by a Mur~ program, the set of states Q is the set of 
all legal assignments of values to the declared state variables plus a special state for 
error. The rules define transition functions by reading and writing the state variables. 
The error state is generated if there is a run-time error, such as referencing an undefined 
value, or if the resulting state from a transition function violates an invariant. The 
start states are generated by applying the transition functions of the start rules to the 
assignment that gives an undefined value to every state variable. A ruleset generates a 
set of transition functions, one for each parameter value of the ruleset index type. Nested 
rulesets generate transition functions by substituting all combinations of parameters. 

When verifying by explicit state enumerations, it is important that errors be reported 
as quickly as possible, without unnecessarily generating states. This can be achieved 
using "on-the-fly" (online) algorithms, in which states are checked for error as they are 
generated. The basic algorithm for error and invariant checking is shown in Fig. 3. 

SimpleAlgorithm0 
Reached= Unexpanded = Qo 
While Unexpanded ~ ~ Do 

Remove a state ~ from Unexpanded 
For each successor 8 ~ of s Do 

Examine(s t ) 

Examine(state s) 
If s = e r r o r  Then Report Error 
If s is notin ReachedThen 

Put s in Reached 
Put s in Unexpanded 

Fig. 3. A Simple On-the-fly Algorithm for Error and Invariant Checking 

To describe a system of several components, such as a set of processes, the user 
must define state variables for the component state, and define a set of rules for the 
behavior of the component. The behavior of concurrent components is modelled by 
forming the union of the state variables and rules of the individual components. One of 
the components "takes a step" when its rule is chosen and executed. 

Replicated identical components can be modelled in Mur~ by defining a con- 



151 

stant for the number of components (say CompCount) ,  and defining a subrange 
CompZD: ! . .  CompCoung for the indices of components. The local states of 
the components are stored in an m-ray indexed by CompZD. The rules describing the 
components are enclosed in a ruleset with a CorapZD parameter which represents the 
component to which the rule belongs. Using this convention, Mur~ descriptions become 
scalable, meaning that the number of replicated components can be changed simply by 
modifying CompCount .  

2.2 The RepetitiveID Type 

We add a new datatype to Mury, called RepetitivelD. The RepetitiveID is a re- 
stricted subclass of a conventional subrange (in fact, it is a scalarset), which should 
be used for the indices of replicated identical components, such as processors in a 
multiprocessor. For example, we can change the subrange Z . .  n u r n P r o c e a s o r  to 
RepetitiveiD (numProcessor) to hint to the verifier to verify the system in the 
smaller abstract state space. Mur~ automatically checks that certain restrictions are 
satisfied so that the verification is sound. Since a member i of the RepetitiveID type is 
used as the name of a component in the description, it is natural to identify i and the 
component, and refer to "component i" below. 

A value of RepetitiveID type can be assigned to variables, tested for equality with 
other values, used as an array index, or bound in a RuleSet or for loop. There are six 
restrictions on the use of RepetitivelD. In spite of the restrictions, RepetitivelD can 
be used to model a wide range of systems, including bus-based muhiprocessor cache 
coherence protocols [PD95], network-based cache coherence protocols with a central 
or distributed directory [PNAD95, DDHY92, LLG + 90]. 

Intuitively, our goal is to isolate the parts of the state corresponding to the replicated 
components into a single array indexed by the RepetitivelD type. If  two components 
i and j have identical component states, we would like the transition rule to produce 
a successor state where i and j have identical component states, also. There is one 
exception: we allow the rule to have one "special" component, whose component state 
is treated differently from other component states, even if they are otherwise identical. 
An example of where this is useful is mutual exclusion: many components may be in 
identical states, waiting for a resource, but only one (the special one) will obtain it. 

The first two restrictions make it possible to separate the component states from 
other parts of the state. 

. 

2. 
The Mur~ program has at most one RepetitivelD type. 
The elements of  a symmetric array cannot contain another array with RepetitivelD 
indeJc type. A symmetric array is an array indexed by a scalarset or RepetitivelD 
type, or a multiset. 

We illustrate the subsequent definitions with an example. Consider a central-directory- 
based cache coherence protocol whose state includes: an array of local processor control 
states; a multiset of messages representing a communications network; a memory where 
each memory line has an owner field pointing to a processor that has a writable copy 
of the line, along with the data in the memory line. The messages in the network have 
to and from fields, which can be processor indices or a value representing the memory 
itself. 
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With these restrictions, the following definition characterizes the parts of the state 
that "belong" to a replicated component. 

Definition 1. The component state of the component i includes all the state variables 
satisfying: 

- for  every array A indexed by the components, the element A[i]. (In the example, the 
local control state of  processor i becomes part o f  the component state for  i.) 

- for  every multiset M that is not assigned to a component state by the previous 
case, the elements of  M containing i and no other components. (In the example, the 
messages between the memory and processor i become part of  the component state 
for i.) 

In our example, the memory value(which does not contain a component index), the 
owner field (which is not in a multiset), and messages from one processor to another 
(which contain two component indices) are not included in any component states. 

Definition 2. A component, i, is abstractahle if it contains all instances of  i occuring in 
the global state, and contains no other component indices. 

In our example, a processor i would not be abstractable if the owner field had the 
value i, or if there were a message between i and another processor j .  

In the rest of the paper, we regard the state as being a pair (s, [rl, �9  rk]): [ r~ , . . . ,  rk] 
is an array of component states indexed by the abstractable components, and s an 
assignment to the rest of the state variables. The component states for components i and 
j are considered to be the same if the only difference between corresponding variables 
is that variables in component i have the value i and variables in component j have the 
value j. 

There are four restrictions on the use of  RepetitiveIDs in Murp to ensure the sound- 
ness of this verification method. Although we have made these as simple as we can, 
some are still quite technical. 

3. No "symmetry-breaking" operations [ID93a]. There are no literal constants in the 
type; arithmetic operations are not allowed; comparisons such as < are not allowed. 

4. Bindings of  the RepetitivelD type in RuleSet constructs may not be nested. 
5. Bindings of  the RepetitivelD type in for statements and forall expressions may 

not be nested. The variables written by each iteration of  a for statement on the 
RepetitivelD must be disjoint. In particular, a thrall expression on the RepetitivelD 
is not allowed in the body of a for statement on the RepetitiveID. 

6. I f  a variable in the state has the RepetitivelD type, and its value is i for  some 
abstractable components, the variable may not be used to index an array with 
RepetitivelD index type. 

Intuitively, the symmetry restriction makes sure that the components can be reordered 
arbitrarily without changing the behavior of the systems. The remaining restrictions 
ensure that transition rules treat identical component states identically, except for at 
most one special componeflt. 
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3 Verification Using Repetition Constructors 

3.1 Abstract States Using Repetition Constructors 

Once we have isolated the abstractable components as in the previous section, it is 
possible to abstract away from the enact numbers of  each component state by using the 
repetition constructors 0, 1, and +. 

Definition 3 Abstract State. An abstract state is similar to a concrete state except that 
the array o f  abstractable components is replaced with a mapping o f  each possible 
component state to one o f  the repetition constructors O, 1, or +. 

Abstract states are written in the form (s, {q~l , . . . ,  q~}) ,  where each ei is 1 or + 
(when the constructor is 0, the component state is omitted). 

A concrete state a = (s , [ r t ,  .. . ,rz]) is represented by an abstract state A = 
..., q~ }) if the following conditions are satisfied: 

- el = + ifqi  occurs in [rl, . . . ,  ~~ two or more times; 
- el = 1 o re i  = + i fqi  occurs in I t 1 , . . . , r~ ]  exactly once; 
- a component state does not appear in [ql, � 9  q~] if it does not appear in [ r l , . . . ,  rz]. 

The abstract states are partially ordered: (s, {q~l, ~k }) < ( s ,  % _ . . . ,  } )  i f  
i t 

/ and only if ei = + implies e i = +.  In this case, (s, {q~ ..., % , qk }) is said to cover 
(s, {q~ , . . . ,  q~}) .  The notation a C A is used to indicate that A represents a. The set of  
abstract states representing a particular concrete state has a unique minimum dement  
in this order; the abstracting function abs used in our verifier maps a concrete state to 
its minimum abstract representative. 

In many cases, it is useful to maintain in the abstract state the total number of  
replicated components, while forgetting exactly how many components are in each 
component state. 

Definition 4 Restricted Abstract State. A restricted abstract state/s an abstract state 
paired with a number representing the total number o f  replicated components. 

We write (s, el ql , �9 �9 q~k)]~ to represent the restricted abstract state with n compo- 
nents. 

3.2 The Basic On-The-Fly Algorithm 

We can construct the abstract state graph for a Mur~ program with a RepetitivelD type 
using an on-the-fly algorithm, 

First o f  all, C++ code for the abstraction function abs is generated by the Mur~ 
compiler. The start states of  the abstract state graph are generated by using this function 
to abstract the concrete start states. 

Given an abstract state, the verifier needs to generate all its successors in the abstract 
state graph. Because of  the restrictions of  the RepetitivelD, the verifier can always find 
a small number of  concrete states that can be used to find the successors to the abstract 
state. The choice o f  concrete states depends on the abstract state, and on  the nature of  
the concrete transition functions. 
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Given (s, {q~l,..., ~k qk }), and a transition t, there are three possible situations: 

1. There is no special component for the transition t, or the special component  is not 
.abstractable, i.e., it belongs to s. 

2. The special component has repetition constructor 1. 
3. The special component has repetition constructor +. 

For brevity, we discuss only the third, most difficult, case in detail. Suppose i is 
the special component  for t, and i has component state qi. The restrictions of  the 
RepetitiveID allow a transition to have different effects on the special component and the 
other components with the same component state. Therefore, we split our abstract state 
into two concrete states (s, [q 1,.. . ,  qi.-h qi, qi+:l,..., qk]) and (s, [q l, ..., qi, qi, ..., q~]), as 
shown in Fig. 4. 

I f  the successor of (s ,  [ql, ..., q i - b  qi, qi+t, ..., qk]) is (s t, [rl, ..., r i -1 ,  r, ri+l, ..., r~:]), 
we can convert it back to an abstract state by restoring the repetition constructors 
( e l ,  e l - l ,  1, e i + l  I . . . ,  ek) to get (s; {r~',  ..., ~i-, 1 ~i+1 ~k ..., ~ ri_ 1 , r , ri+ 1 , . . . ,  r k }). To make sure 
it is an legal abstract state, we may have to re-partition if the component  with state r is no 
longer abstractable, and to combine any identical component states rl and r j .  Similarly 
another abstract successor is generated from (s, [ql, ..., qi, qi, ..., qk]) with repetition 
constructors (el,  ..., 1, + ,  ..., e~). 

a n  (s, Iq~'  . . . , q~ , . . . ,qo  }) 

/ 
(s, {q,, ..., q~_l, q~, q~+,, ..., q,,)) 

(s ' ,  {~1, ..., ~ , - , ,  ~, ~;+~, ..., ~ } )  

-.... 
( , ,  {q~, ..., q;, q~, ..., q .} )  

I restoring constructors 1 

( s t , { r ~  ~, e,_~ 1 e~+j "ek ' " '  Ti--X ' f '  ~i-l'l ' ' ~ "Tk  }) ( J ,  {TI1 . . . .  , ? . l , r  i-}- . . . .  ,T kek }) 
re-partition 
and combining '1 

abstract successor A abstract successor B 

Fig. 4. Transition t With Special Component in State qi and Constructor +. 

Because of  the restrictions of  the RepetitiveID, the abstract state graph generated 
this way has the following property: 

P r o p e r t y  1 Given two abstract states A and B,  i f  there exists concrete state a C A and 
b E B such that (a, b) is a transition in the original state graph, (A ,  B )  is a transition 
in the abstract  state graph. 

The abstract start states represent all concrete start states, and the abstracting function 
abs  maps e r ro r  to er ror .  Therefore, it can easily be proved by induction that for 
every state reachable from a start state in the concrete state graph, there is an abstract 
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representative reachable from an abstract start state. This can be easily proved by 
induction. 

It follows from this result and [BBG+93] that if the abstract state graph satisfies a 
VCTL formula f ,  the concrete state graph also satisfies f .  Because the abstract state 
graph is an approximation, it may result in reports of non-existent errors and cannot be 
used for verification of deadlock-freedom (there is no reachable state with only itself as 
successor) or 3 CTL model checking. 

The algorithm implemented in Mur~ uses the restricted abstract states. The Mur~ 
program is required to specify the number of replicated components, n, and the Mur~ 
verifier restricts all abstract states to size n. There are two situations when a restricted 
abstract state represents no concrete states, and therefore, is discarded. One is when 
it only represents concrete states with number of replicated components fewer than n, 
such as in the case of the restricted abstract state (s, {q~, ql})[3. The other situation is 
when it only represents concrete states with number of replicated components more than 
n, such as in the case of the restricted abstract state (s, { q+, q+ })11. 

Furthermore, in some cases, the restricted abstract state represents the same set of 
concrete states as a similar restricted abstract state with the 1 constructor only. Mur~ 
automatically converts such states to a restricted abstract state with the 1 constructor 
only. For example, the restricted abstract states (s, ~ + [ql, q2 1)[2 and (8, + 1 [ql , q2])12 is the 
same as (s, [q~, 1 2, q2])l and Mur~ automatically converts both of them to (s, 1 [ql' q2])]2" 

During the verification process, if the discarded abstract state only represents con- 
crete states with fewer components than n, and no restricted abstract state is converted to 
one with the 1 constructor only, the abstract state graph obtained is the same as that for 
systems of larger sizes. We call this state graph the saturated state graph. The saturated 
state graph represents the behavior of all systems with sizes n or larger. The verification 
result is therefore valid for all systems of size n or larger. 

With the restricted abstract state graph, the verifier won't  attempt to solve the problem 
for arbitrary sizes if it is unsolvable or if the abstract state graph for arbitrary system 
sizes is too large for us to verify. 

3.3 The Efficient On-The-Fly Algorithm 

The algorithm presented in the previous subsection is very inefficient, because it is 
wasteful to have two comparable states in the table of previously examined states. 
For example, (s, 1 + {ql, q2 }) is redundant in the set of previously examined states when 
(s, {q+, q+ }) is also in the set. a more efficient algorithm can be implemented as shown 
in Fig. 5. Two heuristics are presented in this section to reduce the time for checking 
whether a state is maximal in the set of previously generated states and to reduce the 
number of non-maximal states generated. 

Checking if a State is Maximal  For every abstract state generated, we check whether 
it is covered by a previously examined state, and remove any previously examined state 
that is covered by it. Pong et al. use a linear search on all previously examined states to 
do this. 

If  an abstract state p covers another abstract state p/, p and p '  can only differ in the 
1 and + constructors on their component states. To store the abstract states, the hash 
function does not distinguish between 1 and + constructors. The states hashing to the 
same location are searched linearly to see if any cover or are covered by the current 
state. 
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EfficientAbstractAlgorithm0 
Reached= Unexpanded= { abs (q )  ! q E Q0 } 
While Unexpanded r q~ Do 

Remove an abstract state s from Unexpanded 
For each abstract successor s J of  s Do 

Examine(s J) 

Examine(state s) 
I f  s = e r ro r  Then Report Error 
I f  ~ is not in Reached and s is not covered by a state in ReachedThen 

Remove the states in Reached and Unexpandedthat are covered by 8 
Put s in Reachedand Unexpanded 

Fig. 5. The Efficient On-the-fly Algorithm Using the Abstract State Space 

In practise, the lists are very short. In the industrial cache coherence protocol pre- 
sented in Section 4, the maximum length is 6. When an abstract state is hashed into 
a location with a list of constructor arrays, the average number of states compared is 
fewer than 1.05. This method does not work well for the original scheme of Pong et al., 
because they have a fourth constructor, *, meaning "zero or more states". 

Reducing the Number of Non-Maximal States Although an abstract model has very 
few states, many non-maximal states are temporarily stored and expanded. We have 
found that for simple depth first search (DFS) and breadth first search (BFS), more than 
75% of the time is spent searching non-maximal states. 

Instead of using simple DFS or BFS, we use a best-first strategy, where "best" is 
defined as the greatest number of + constructors. The abstract state that represents more 
concrete states are expanded to find its successors first, because its successors are more 
likely to be maximal states. For the industrial cache coherence protocol presented in 
Section 4, we are able to reduce the number of non-maximal states examined from 
106,528 (3 times more than the number of maximal states) down to 3,527 (fewer than 
10% of the maximal states) in a 9-tirocessor system. No extra memory is required to 
store the non-maximal states, and the verification is more than three times faster. 

Pong also has mentioned similar strategy in his thesis [Pon95], however~ because of 
his choice of repetition constructors, it does not help much in reducing the number of 
non-maximal states. 

4 Practical Results 

The abstraction with the repetition constructors can be combined easily with the other 
two reduction strategies implemented in Murk: symmetry reduction [ID93a, ID93b] 
and reduction by reversible rules [ID96]. 

We present in this section the verification results for an industrial cache coherence 
protocol (ICCP), using the Mur~ verification system. This protocol is a typical central- 
directory-based cache coherence protocol, as described in [DDHY92]. Because of data 
forwarding, some replicated components in some states are not abstracted by the repe- 
tition constructors. However, since the extent of forwarding is limited, we are still able 
to verify it for arbitrary system sizes, as shown in Table 1. 

As we increase the size of the system, the size of the abstract state graph increases 
accordingly until it becomes saturated. After the verification of a system of 14 processors, 
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Table 1. Results for the Verification of an Industrial Cache Coherence Protocol 

# of processors (ICCP) E 4] 5 6 7 8 9 
size (unordered network) [1 247,565 - 
size (sym. only) | I1,814 68,879 358,078 - 
size (sym./rep.) | 11,206 57,790 257,692 - 
size(sym./rev.) | 1,760 6,021 18,118 49,045 121,302 
size (sym./rev./rep.) | 1,590 4,542 10,587 19,485 28,927 35,515 
time (unorderednetwork)[ 205s - - - 
time (sym. only) | 28s 349s 3,762s - - - 
time (sym./rep.) | 49s 497s 4,555s - - - 
time(sym./rev.) | 13s 98s 615: 3,283s 12,801s - 
time (sym./rev./rep.) [~ 27s 167s 81Is 3,265s 7,593s 17,477s 
# of processors (ICCP) ~ I1[ 121 131 1 ~  
size (sym./rev.trep.) ~ 3 8 , 4 8 5 [  38,3.29[ 38,269[ 38,269[[ 
time (sym./rev./rep.) ~7,903.s143,3:~2s[ 48,410s[ 49,932s[[ 

syrn. : Symmetry Reduction 
rev. : Reversible Rules Reduction 
rep. : Repetition Constructor Reduction 

M u r ~  was able to detect automatical ly  that the abstract state graph is the same for systems 
with 15 processor or more. The saturated model  has 38,269 states and is valid for 14 
processors or more. This  p h e n o m e n o n  is very s imilar  to the data saturat ion p h e n o m e n o n  
reported in [ID93a, ID93b].  
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