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Abstract. We verify the correctness of an SRT division circuit similar 
to the one in the Intcl Pentium processor. The circuit and its correct- 

ness conditions are formalized as a set of algebraic relations on the real 
numbers. The main obstacle to applying theorem proving techniques for 
hardware verification is the need for detailed user guidance of proofs. We 
overcome the need for detailed proof guidance in this example by using a 
powerful theorem prover called Analytica. Analytica uses symbolic alge- 
bra techniques to carry out the proofs in this paper fully automatically. 

1 Introduct ion 

Proving the correctness of arithmetic operations has always been an important 
problem. The importance of this problem has been recently underscored by the 
highly-publicized division error in the Pentium processor [14]. Some people have 
estimated that  this error cost Intel almost 500 million dollars [t]. In this paper, 
we verify a division circuit [16] that  is similar to t he  one used in the Pentium. 
The circuit uses a radix four SRT division algorithm that looks ahead to find the 
next quotient digit in parallel with the generation of next partial remainder. An 
8-bit ALU estimates the next remainder's leading bits. A quotient digit look- 
up table generates the next quotient digit depending on the leading bits of the 
estimated remainder and the leading bits of the divisor. 

In our approach to verification, we formalize the circuit and its correctness 
conditions as a set of algebraic relations over the real numbers [9]. These alge- 
braic relations correspond closely to the bit-level structure of the circuit, and 
could have been generated mechanically from a hardware description. Most of 
the hardware for the SRT algorithm can be described by linear inequalities. This 
led us to experiments [9] in which we proved properties of the SRT hardware us- 
ing the Maple symbolic algebra system and its Simplex algorithm package. 

We now have a fully automatic approach, where the correctness of the cir- 
cuit is proved using a powerful theorem prover called Analytica [6] that  we have 
developed. Analytica is the first theorem prover to use symbolic computation 
techniques in a major way. It is written in the Mathematica programming lan- 
guage and runs in the interactive environment provided by this system [18]. 

This research was sponsored in part by the National Science Foundation under Grant 
No. CCR-9217549, by the Semiconductor Research Corporation under Contract No. 
94-DJ-294, and by the Wright Laboratory, Aeronautical Systems Center, Air Force 
Materiel Command, USAF, and the Advanced Research Projects Agency (ARPA) 
under Grant No. F33615-93-1-1330. 

* School of Computer Science, Carnegie Mellon University, Pittsburgh, PA 15213, USA 
** IBM Watson Research Center, P.O. Box 218, Yorktown Heights, NY 10598, USA 

Emaih emc@cs.cmu.edu, germaniC!watson.ibm.corn, xzhao@cs.cmu.edu 



112 

Compared to Analytica, most theorem provers require significant user interac- 
tion. The main problem is the large amount of domain knowledge that is required 
for even the simplest proofs. Our theorem prover, on the other hand, is able to 
exploit the mathematical knowledge that is built into the symbolic computation 
system and is highly automatic. 

The work that is most closely related to ours is by Verkest et al [17], who 
have verified a nonrestoring division algorithm and hardware implementation 
using the Boyer Moore theorem prover [5]. The circuit they consider is much 
simpler than the one we verify. The main difficulty in verifying our circuit is 
in showing that the estimation circuit and the quotient lookup table give the 
correct quotient digits. In contrast, their circuit computes the quotient in radix 
2, and does not speed up the computation by estimating the partial remainders. 
Another project by Leeser et al [11] verifies a radix 2 square root algorithm and 
hardware implementation. This work is similar to [17] and does not involve the 
design features that make fast division circuits difficult to verify. Although we 
prove the correctness of a relatively complicated circuit, our use of symbolic 
computation techniques allows us to carry out the proof automatically. 

Due to space limitations, the paper in this volume of conference proceedings 
is abridged. A more complete version is available on request from the authors. 
The complete paper has several appendices. In one appendix, we develop the 
specification of the SRT circuit in greater detail than we can here, and discuss 
the convergence of the quotient calculation. Other appendices shows the input 
to the theorem prover and part of the generated proof. 

2 T h e  S R T  D i v i s i o n  A l g o r i t h m  a n d  C i r c u i t  

2.1 F loa t lng-Poin t  Numbers  and  Floa t ing  Division 

Under the IEEE arithmetic standard, a normalized floating point number has 
the form sign. significand. 2 ~zpo~ent, where sign is one bit representing 4-1, the 
significand is a rational number in the range 1 < significand < 2, and ezponen~ 
is an integer. Certain values, such as 0, have special representations under the 
standard. Hardware circuits for floating-point arithmetic are usually organized 
into two parts: a normalization circuit and an arithmetic core, which performs 
arithmetic operations on the significands of the normalized numbers. The circuit 
that we consider in this paper is the core of a floating point division circuit. A 
separate circuit handles the signs and exponents. 

There are several ways to interpret the arithmetic operation performed by 
the hardware of the core. One way is to consider it as an operation on scaled 
integers. In this paper, we interpret signals in the division core as arbitrary real 
numbers, and develop our proof using algebraic theory that holds for all the 
reals, not just the values that can be represented in a certain number of bits. 
One advantage of our approach is that our specification and correctness proof 
are independent of the hardware word length; that is, we prove the correctness of 
the SRT division circuit for all word lengths n > 8 bits, without having to induct 
on word length. Note that this approach is sound but may not yield a proof 
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in all cases. It is possible, for example, to design a floating-point circuit whose 
correctness depends on the fact that only a finite set of values is represented. 

2.2 Long Division 

The idea of the division algorithm is to compute a sequence of quotient dig- 
its q0, ql, . . . ,qrn-1, such that the significand of the quotient is the numeral 
qo. q l " " q m - 1 .  In order to compute the quotient digits, the algorithm computes 
a sequence of p a r t i a l  r e m a i n d e r s  p~ according to the recurrence 

Po = D i v i d e n d ,  

p j + l  = r . ( p j  - qj  �9 D i v i s o r ) ,  for j = 0 , . . . ,  m - 1, (1) 

where r is the radix of the representation of the quotient. 
The running time of the division algorithm depends on the number of iter- 

ations of (1) and the time needed for each iteration. The number of iterations 
needed to compute the quotient to a given number of bits b of accuracy depends 
on the radix r. If the quotient is represented in radix 2, b iterations will be 
needed, because each iteration produces only one bit of the quotient. 

In practice, radix 4 is often used in hardware division circuits because only 
b / 2  iterations are needed and the calculations on each iteration can be performed 
quickly in hardware. Each iteration involves two multiplications and a subtrac- 
tion, assuming qj is known. In radix r - 4, both of the multiplications can be 
implemented by fast hardware that simply shifts one of the operands to the left. 
For example, the multiplication by r can be computed by shifting two bits to 
the left. Also, the multiplication by qj can be clone by shifting when the value of 
qj is 0, 1, or 2. In the case that qy = 3, there is a potential problem because mul- 
tiplication by 3 cannot be done in this way. We will see, however, that the SRT 
algorithm uses a representation of the quotient digits that avoids this problem. 

The subtraction operation in (1) dominates the time needed for each itera- 
tion. For double precision arguments, a 64 bit subtraction must be performed 
on each cycle. 

The basic idea of the SRT algorithm [2] is to arrange the computation so 
that the quotient digit selection can be done in parallel with the long subtraction 
operation. Referring to the basic recurrence (1), it is clear that the choice of qj 
depends on the value of pj. 

In order to carry out quotient selection concurrently with the computation 
of pj, the SRT algorithm allows the choice of the quotient digit at each step to 
be inemgct. In simple long division, the quotient digit qy is chosen at each stage 
so that 0 _< qj _< r - 1 and 0 <. p j  - qj �9 D i v i s o r  < D i v i s o r .  At each step of 
the computation, there is a unique choice of qy that will keep the next partial 
remainder in the desired range. 

The SRT algorithm computes an estimate of pj while the full sUbtraction is 
in progress. The estimated value of pj is used to select a quotient digit, but the 
estimate is not precise enough to guarantee that the exact quotient digit will 
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be selected. Intuitively, the algorithm selects a quotient digit that is either "just 
right" or "too big" by 1. 

If the quotient digit chosen at a given stage is ~'too big," the value com- 
put'ed for pj§ will be negative. In order to make the computation converge, the 
algorithm will choose a ne#a~ive q~totien~ d@i~ at the next iteration. Negative 
quotient digits are written with an overbar, for example ~ has the value -2 .  
A number containing negative digits can be converted to one without negative 
digits by subtracting the negative digits. As an example, in. 21Y =. 203, the neg- 
ative digit can be removed by the subtraction. 210-. 001. In an implementation 
of the SRT algorithm, it is straightforward to provide hardware that performs 
the conversion. 

For radix 4 calculations, division can be defined using quotient digits 3, 2, 1, 
0, 1, 2, 3. Observe, however, that all radix 4 numbers can be represented using 
only 2, 1, 0, 1 ,  2. For instance, . 3 = 1.1. This observation allows hardware 
implementations to avoid the problem of multiplying the divisor by three; see 
the next section for details. 

2.3 Structure  and Operat ion  of  the  Div i s ion  Circuit  

The division circuit has four full-width registers: The Divisor register holds 
the value of the divisor, the Remainder register holds the value of the partial 
remainder, and the registers QPOS and QNEG hold the value of the quotient. 
The q register holds one digit of the quotient. The outputs of the q register 
are qdigit (2 bits), for the absolute value of the quotient digit, and qsign (1 
bit), for the sign. The DALU is a full width adder/subtracter, which is used to 
compute the partial remainders. The GALU is an 8-bit wide adder/subtracter, 
which computes an estimate of the partial remainder. QUO LOGIC is a block 
of combinational logic. Given the leading bits of the divisor and the estimate of 
the partial remainder from the GALU, QUO LOGIC outputs the next digit of 
the quotient. At several places, the circuit shifts a signal by one or two bits to 
the left in order to multiply it by two or four. This operation is shown in the 
diagram as a box with the operation <<  1 or <<  2. Throughout the paper, we 
use roman typeface for names of signals and i~alics for the values of signals. 

The division circuit operates in two phases: an initialization phase followed 
by the main calculation phase. The initialization phase begins by setting the 
Remainder register to hold the dividend, setting the Divisor register to hold 
the divisor, and setting the QPOS and QNEG registers to zero. After these 
initializations have been done, the initialization phase uses the GALU and the 
quotient selection logic to compute the first quotient digit and store it in the q 
register. This completes the initialization phase. 

The calculation phase performs one cycle of the division circuit for each digit 
of the quotient. At the beginning of the j th cycle, Remainder holds pj, Divisor 
holds the divisor, and the q register holds qj. The DALU receives pj on its A 
input. The other input to DALU is the signal rod, which is controlled by the 
MUX. The inputs of the MUX are the values 0, Divisor, and 2 �9 Divisor. Under 
control of qdigit, the MUX sets the line md to qd@it. Divisor. The signal qsign 



115 

~F 

routl(8bits) 

I rout 

. . . .  

Remainder 
! 

4 * routl I dl (3bits) 

QUO LOGIC 

q 

..... :.-[ ............... 

i .......... S~.!~!!b~t.~ ............. 
" - - '~ ' f , ; i~ '~ ; ; i  . . . .  

/ 
QPOS I 

I Quotient 

rnd 

MUX 

Divisor 

Fig. 1. The division circuit 

controls whether DALU adds or subtracts its inputs: DALU performs subtraction 
if qsign is +; otherwise it does an addition. The result is that DALU computes 
the value p j  - q j  �9 D i v i s o r  and outputs this value on rout. The  signal rout is 
shifted two bits to the left and stored in the Remainder register for the next 
cycle. 

The GALU essentially computes the leading 8 bits of rout. The A (resp. B) 
input to GALU receives the leading 8 bits of the A (resp. B) input to DALU, and 
qsign switches GALU between addition and subtraction. The output of GALU 
is routed through QUO LOGIC to select the next quotient digit. 

The value of the quotient is computed using the registers QPOS and QNEG. 
QPOS holds all of the positive quotient digits and QNEG holds all of the negative 
digits. On each cycle, these registers are updated as follows: Both registers are 
shifted two bits to the left. If the digit in the q register is positive, then the vglue 
of qdigit (2 bits) is stored in the low order bits of QPOS and the two low-order 
bits of QNEG are set to zero. If the digit is negative, then the value of qdigit (i.e 
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the absolute value of the digit) is stored in the low-order bits of QNEG and the 
low-order bits of QPOS are set to zero. When all of the quotient digits have been 
computed, the values of QPOS and QNEG are routed to an ALU to compute 
QPOS- QNEG. The output of this ALU is the quotient. The reason for storing 
the positive and negative digits in separate registers is to keep the cycle time 
of the circuit short. Adding a full-width ALU on the inner cycle of the circuit 
would slow it down. 

(4 * routl -- 7 bits) gl  
g2 
g3 1 0 1 0 1 0 1 0 1 0 1 0 1 0 1 0 1 0 1 0 1 0 

~ , . . . . . . . . . . . . . . . . . . . .  

g4 0 1 1 0 0 1 1 0 0 1 1 0 0 1 1 0 0 1 1 0 0 1 
g5 1 1 1 0 0 0 0 1 1 1 1 0 0 0 0 1 1 1 1 0 0 0 
g6 0 0 0 1 1 1 1 1 1 1 1 0 0 0 0 0 0 0 0 1 1 1 
g7 i I i I i i i I I 1 1 0 0 0 0 0 0 0 0 0 0 0 

1 .000  . . . . . . . . .  2 -2  - 2  A -1  -1  0 0 1 1 2 2 2 . . . . . . . . . .  

1 .001  . . . . . . . . .  2 -2  - 2  B -1  -1  0 0 1 1 C  2 2 2 . . . . . . . .  

1 .010  . . . . . . .  2 -2  -2  - 2  -1  - 1 D  0 0 1 1 1 2 2 2 2 . . . . . .  

1 .011  . . . . .  2 - 2  -2  -2  B -1  - 1 D  0 0 1 1 1 2 2 2 2 . . . . . .  

1 .100  . . . . .  2 - 2  -2  - 2  -1  -1  -1  0 0 0 E 1 1 C 2 2 2 2 . . . .  

1 . 1 0 1 - - - 2 - 2 - 2 - 2 - 2 - 1 - 1 - 1 0 0 0 0 1 1 1 2 2 2 2 2 - -  

1 .110  - 2  - 2  - 2  -2  - 2  B -1  -1  -1  0 0 0 0 1 1 1 2 2 2 2 2 - -  

1 .111  - 2  -2  -2  -2  - 2  -1  -1  -1  -1  0 0 0 0 1 i 1 1 2 2 2 2 2 

(dl -- 4 bits) A = -(2 - g2 �9 gl) 

s = -(2 - g 2 )  

C = 1 + g 2  
D = - ( 1  - g 2 )  

E = g 2  

Table  1. The quotient prediction table for the division circuit 

T h e  Q u o t i e n t  Se lec t ion  Table  The quotient selection logic for QUO LOGIC 
is represented in tabular form in Table 1. QUO LOGIC receives two inputs: 
an estimate of the partial remainder from GALU and the first four bits of the 
divisor, and selects one of the digits 2, 1, 0, 1, 2. In the table, the GALU input 
is g7 g6 g5 g4 �9 ga g2 gl; note gr is the most significant bit. The table does not list 
the input values for the least significant bits g2 gl. The reason is that  for most 
values of the inputs, the quotient digit can be determined using only the five 
leading bits of the GALU output. The bits g2 gl are needed only near boundaries 
where the value of the quotient digit changes. The output in these cases is given 
by the lettered formulas A, B, C, D, E. 

For input combinations that  cannot be reached on executions of the division 
circuit, the table has no entry, indicated by - - .  It is important to verify both 
that  the computation stays within the marked area in the table, and that  the 
quotient selections in this part are correct. 
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3 Analytica 

In this section, we describe a new approach to mechanical theorem proving that 
involves combining an automatic theorem prover with a symbolic computation 
system. The theorem prover, which we call Analy~iea, is able to exploit the 
mathematical knowledge that is built into this symbolic computation system. 
In addition, it can guarantee the correctness of certain steps that are made by 
the symbolic computation system and, therefore, prevent common errors like 
division by an expression that may be zero. 

Ancdy~iea is written in the Mathematica programming language and runs 
in the interactive environment provided by this system [18]. Since we wanted to 
generate proofs that were similar t~o proofs constructed by humans, we have used 
a variant of the sequent calculus in the inference phase of our theorem prover. 
However, quantifiers are handled by skolemization instead of explicit quantifier 
introduction and elimination rules. Although inequalities play a key role in all 
of analysis, Mathematica is only able to handle very simple inequalities. We 
have implemented the Sup-Inf method of Bledsoe [4] to handle linear inequality 
systems. In addition, we have developed a technique that is able to handle a large 
class of non-linear inequalities as well. This technique is more closely related to 
the BOUNDER system developed at MIT [13] than to the traditional Sup-Inf 
method. 

Analytica consists of four different phases: skolemization, simplification, in- 
ference, and rewriting. When a new formula is submitted to Analytica for proof, 
it is first skolemized to a quantifier free form. Then, in the simplification phase, 
a large number of rules are used to simplify the atomic formulas (i.e. equations 
and inequalities) with respect to the current proof eor~ez~. If the formula reduces 
to true, the current branch of the inference tree terminates with success. If not, 
the theorem prover matches the formula against the conclusions of the available 
inference rules, and attempts to prove the formula by backwards chaining. 

If Analytica is attempting to prove a goal and no inference rule is applicable, 
then Analytica tries to use rewriting to convert the goal into another equivalent 
form. If the formula can be rewritten, then the simplification, inference, and 
rewriting phases are applied to the new formula. Backtracking will cause the 
entire inference tree to be searched before the proof of the original goal formula 
terminates with failure. 

Analytica contains several methods for handling both linear and non-linear 
inequalities. One method is based on computing upper and lower bounds for 
expressions. There are three main ways to obtain upper and lower bounds: 

1. Obtain bounds from context information. 
2. Obtain bounds from the monotonicity of some function. 
3. Use some known bound on the value of a function. 

The above technique is explained in more detail in the full paper. This tech- 
nique can be shown to be comp]ete for linear inequalities and can also be used 
to prove many of the nonlinear inequalities that arise in practice. However, the 
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overhead required for non-linear inequalities makes the algorithm very ineffi- 
cient for linear inequalities. Consequently, we have incorporated Bledsoe's Sup- 
Inf method [4, 15] into Analytica for handling linear inequalities. The Sup-Inf 
method is treated as a special tactic in the inference phase and is applied before 
the more complicated inequality reasoning tactic. The Sup-Inf method provides a 
decision procedure for universally quantified formulas containing linear inequal- 
ities. 

4 Proof  of the  correctness  of the  SRT algorithm 

4.1 Axioms for the  circuit  

First we need to find a way represent each component of the circuit by logic 
expressions. 

- tin1 is the leading 8 bits of rin (2 bits before binary point and 6 bits after): 

tin1 < t in < tin1 + 2 -6 

- rod1 is the leading 8 bits of md (2 bits before binary point and 6 bits after): 

mdl  < md < mdl  + 2 -8 

- dl is the leading 4 bits of d (constant 1 before binary point and 3 bits after): 

gl < d < dl + 2 -3 

Thus~ it dl can only have the 8 binary values 1. 000, 1. 001, 1. 010, 1. 011, 
1. 100, 1. 101, 1. 110 and 1. 111. This limitation on the range of dl is expressed 
by the following formula. 

dt  = l V d l  = w \/ d l  = -~ v d 1 =  - -  V d l  = ~ V d l  = V dI = V dI  = 

- The MUX: 

i 
0 when qdigir = 0 

m d =  d when qdigit, = 1 
2d when qdigit = 2 

- The GALU: 

- The DALU: 

- The QPOS: 

I rinI + mdl  when qsign 
rou~l = vinl - rod1 - 2 -6 when-~qsign 

vin + md when qsign 
rout = t i n -  md when ~qs@n 

( q P o s  when qsign 
nezt( QPOS) = l ~ ;"  

QPOS § qdigit when ~qsign 
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- The QNEG: 

= ~ 4o QNEG + qdigit 
nezt( QNEG) ( 4, QNEG 

- The Quotient: 

- The Remainder: 

Quotient = Q P O S -  Q N E G  

nez~(rin) = 4. rout 

when qsign 
when -~ qsign 

q = -2;  
q = -1;  
q = 0 ;  
q = l ;  
q = 2 ;  

out of table and we define q = -3;  
out of table and we define q = 3; 

Let {bl, b2, b3, b4, bh, bs} represent the row in the quotient prediction table 
that corresponds to dl. The QUO LOGIC is given by: 

 e t(qsign) --  (4 

nezt( qdigit) = { 

�9 rout1 < b3) 

3 when 4. rout1 < bl V 4. rout1 > be 
2 when 51 ~ 4. rout1 < b2 Vbs < 4. rout1 < b6 
1 when b~ < 4. rout1 < b3 V b4 ~ 4. rout1 < b5 
0 when b3 < 4. rout1 < b4 

dl = 15/8; 
know that the following holds: 

1. when bt < 4. rout1 < b2, 
2. when b2 < 4. rout1 < b3, 
3. when b3 < 4. rout1 < b4, 
4. when b4 < 4. rout1 < bh, 
5~ when bs < 4. rout1 < b6, 
6. when 4. rout1 < bl, 
7. when 4. rout1 > b6, 

are shown below: 
{-7/2 ,  -13/8,  -1 /2 ,  1/2, 3/2, 3}, when dl = 1; 
{-7/2 ,  -7 /4 ,  -1 /2 ,  i/2, 7/4, 7/2}, when dl = 9/8; 
{-4,  -2 ,  -3 /4 ,  1/2, 2, 4}, when dl = 5/4; 
{--9/2, -9 /4 ,  -3 /4 ,  1/2, 2, 4}, when dl = 1t/8; 
{-9/2 ,  -5 /2 ,  -1 ,  3/4, 9/4, 9/2}, when dl = 3/2; 
{-5,  -5 /2 ,  -1 ,  1, 5/2, 5}, when dl = 13/8; 
{ - 1 1 / 2 , - 1 1 / 4 , - 1 ,  1, 5/2, 5}, when dl = 7/4; 
{ - 1 1 / 2 , - 3 ,  -1 ,  1, 3~ l l /2} ,when 
From the definition of the boundary values, we 

- The QUO LOGIC: 
This is the hardest part in formalizing the circuit. To reduce the number of 
cases in the proof, we have represented each row of the quotient prediction 
table as a boundary value list {hi, b2, b3, b4, bs, bs}. For a given value of dl, 
we choose b6 to be the minimal positive value for (4- routl) that is not 
covered by the table. For example, when dl = 1, this minimal value has 
binary representation 0011.0. Consequently, b6 = 3. Similarly, we choose 
hi, b2, b3, b4 and bs to be the minimal values for (4. rout1 ) that gives quotient 
values -2,  -1 ,  0, 1 and 2, respectively. When dl = 1, the minimal value for 
(4. rout1) with quotient - 2  has binary representation 1100.1. Therefore, 
bl = -7 /2 .  The boundary value list for each of the 8 possible values for dl 
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4.2 C o r r e c t n e s s  o f  the circuit 

Since the initialization phase of the circuit is simple, we will not discuss it here. 
The correctness of the main caculation phase of the circuit depends on two in- 
variants: 

(1) nez t (Quo t i en t ,  d + rout) = 4.  (Quot ien t .  d + rout) 
2 . d < r o u t  < 2 . d ( 2 )  _ 

The first invariant says that (Quotien~ �9 d + rout) remains constant with re- 
spect to left shifting by 2 bits. Since the initial value of this expression is the 
dividend and the computation takes 34 cycles, (Quotient �9 d + rout) equals the 
dividend left shifted by 68 bits after the computation finishes. This is the ex- 
pected bevavior of the division operation. The second invariant guanrantees that  
the computation will never overflow. Detailed discussion of these invariants can 
be found in the complete version of this paper; we give a brief version here. 

We want to show that  div idend = quotient  �9 divisor + remainder ,  where 
r ema inder  converges to 0. Referring to the equations for tin and rout, observe 
that  the value placed in the Remainder register is effectively multiplied by r = 4 
on each cycle of the circuit. Intuitively, after j cycles, the value of the actual 
remainder is Remainder j  �9 4-J  = routj  �9 41-j .  Similarly, the actual value of the 
quotient is Quot ient j  �9 41- j .  

The circuit computes a correct result if two conditions hold. First, the equa- 
tion Div idend  = ( Q u o t i e n t j .  d + r o u t j ) .  41-j must hold. The factor 41-j rep- 
resents the scaling of the quotient and remainder. Second, the value of the re- 
mainder as represented by routj  �9 41-j must converge to 0. 

The above equation is proved by induction on j .  For the base case, show 
that  the equation holds for j = 0 in the initial state of the circuit. For the 
inductive case, we use the fact that the value of the dividend does not change. 
Thus we can prove the inductive case by showing that  Q u o t i e n t j + l . d + r o u t j + x  = 
4 .  (Quot ien t j  �9 d + rout j )  holds on all iterations of the circuit (invariant 1). 

It remains to show that  the scaled value of the partial remainder converges 
to 0. Since d remains constant, it follows from invariant (2) that rout j  �9 41- j  
converges to 0 by a factor of 1/4 on each cycle of the circuit. 

Analytica is able to prove the following theorems: 

- The loop invariant for Quotient �9 d + rout always holds. 

nezt(  Quotient . d + rout) = 4 .  (Quot ien t .  d + rout) 

- The GALU gives the correct estimate for the remainder. 

rouU < rout < rout1 + 2 -~ 

- The remainder never falls outside of the defined part  of the quotient table. 

2 2 
- - . d  < rout < . d  

3 - -3 
next(  qdigit) = 1 V nezt(  qdigit) = 2 V (ne~t( qdigit) = 0 A -~nezt( qsign) ) 
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- The loop invariant for - ~ .  d < rout < ~ .  d always holds. 

2 2 2 
2 . d < rou~ < . d ~ . d < nez~(rou~) < -~ d 

- - - 5  - - 

All theorems are proven by Analytica. The last theorem is the most interesting. 
The exact statement of the theorem is given below. 

Prove  [imp [and[d l  <= d < dl  + 2 ~ ( - 3 ) ,  
o r [ d l  == 8 /8 ,  dl == 9 /8 ,  d l  == 10/8,  d l  == 11/8,  

d l  == 12/8,  dl  == 13/8 ,  dl  == 14/8 ,  dl  == 1 5 / 8 ] ,  
r o u t l  <= r o u t  < r o u t l + 2 " ( - 5 ) ,  
- 2 / 3  d <= r o u t  < 2/3 all, 

- 2 / 3  d <= nex t  [ r ou t ]  < 2 /3  r i l l ;  

Notice that  there are some additional conjuncts in the hypothesis part.  The first 
two hypotheses are axioms about the values of dl .  The third conjunct, relating 
rout and rout l ,  states that  GALU gives a correct estimate for the remainder. 
Analytica proves the theorem about the GALU separately, so we can assume it 
as a hypothesis in this proof. The whole input required by Analytica and part 
of the proof it generates are shown in the complete paper. 

5 C o n c l u s i o n  

In this paper, we investigate a radix-4 SRT division algorithm similar to the one 
used in the Intel Pentium processor. We have built a formal model for the circuit 
and proven the correctness of the model using our theorem prover Analytica. 

The main obstacle to wider use of theorem proving techniques for hardware 
verification is the need for detailed user guidance when using most theorem 
provers. Therefore, it is significant that Analytica is able to prove the correctness 
of this circuit automatically. 

In other research, we have developed a word level model checker [7] that  can 
verify ari thmetic circuits. Although word level model checking works extremely 
well for many circuits, there are still serious restrictions on the application of this 
technique. For example, it can only handle circuits that  maintain the exact value 
of the data  and would not be applicable for a circuit that  involves rounding. 

Theorem provers, on the other hand, can be applied to a wider range of 
problems and are particularly useful for reasoning at a high level of abstraction 
(architectural level verification). For instance, in this paper, we used a theorem 
prover to show that  the division circuit is correct for all word lengths greater 
than 8 bits. Finite-state methods such as model checking usually verify a circuit 
only for a single word length. However, circuit verification by theorem proving 
techniques usually requires some user interaction, while model checking is largely 
automatic.  

In the future, we intend to combine automatic theorem proving and model 
checking. There has already been some work in this direction [10, 12]. This com- 
bination of approaches should make it possible to handle much larger circuits 
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than is currently the case. In proving some property of a circuit, the specifica- 
tion will be decomposed into sub-goals. Each sub-goal is verified using a decision 
procedure or the model checker. Then the theorem prover is used to combine 
t h e  proofs of the sub-goals. 
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