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Abs t r ac t .  In this article, we describe X Vision, a modular, portable 
framework for visual tracking. X Vision is designed to be a program- 
ming environment for real-time vision which provides high performance 
on standard workstations outfitted with a simple digitizer. X Vision con- 
sists of a small set of image-level tracking primitives and a framework 
for combining tracking primitives to form complex tracking systems. Ef- 
ficiency and robustness are achieved by propagating geometric and tem- 
poral constraints to the feature detection level, where image warping and 
specialized image processing are combined to perform feature detection 
quickly and robustly. We illustrate how useful, robust tracking systems 
can be constructed by simple combinations of a few basic primitives with 
the appropriate t~sk-specific constraints. 

1 I n t r o d u c t i o n  

Real- t ime visual feedback is an essential tool for implementing systems that  
interact dynamically with the world, but recovering visual motion quickly and 
robustly is difficult. Full-frame vision techniques such as those based on optical 
flow or region segmentation tend to emphasize iterative processing which requires 
slow ofttine computat ion or expensive, inflexible, specialized hardware. A viable 
alternative is feature tracking, which concentrates on spatially localized areas 
of the image. Feature tracking minimizes bandwidth requirements between the 
host and the f ramegrabber  and reduces the amount  of input data  to a level 
where it can be efficiently dealt with by off-the-shelf hardware. Such systems 
are cost-effective, and since most of the tracking algorithms reside in software, 
extremely flexible. 

Feature tracking has already found wide applicability in the vision and robotics 
literature. Subfields which utilize feature tracking include s t ructure-from-motion 
research, robotic hand-eye applications, and model-based tracking. Although 
tracking is necessary for such research, however, it is generally not a focus of the 
work and is often solved in an ad hoc fashion. Many so-called "tracking systems" 
are in fact only applied to pre-stored video sequences and do not operate in real 
t ime [8]. 

In response to this perceived need, we have constructed a fast, portable,  re- 
configurable tracking system called "X Vision." Experience f rom several teach- 
ing and research applications suggests that  this system reduces the s tar tup t ime 
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for new vision applications, makes real-time vision accessible to "non-experts," 
and demonstrates that interesting research utilizing real-time vision can be per- 
formed with minimal hardware. The remainder of the article is organized into 
three sections: Section 2 describes the essential features of X Vision, Section 3 
supplies evidence that our system facilitates real-time vision-based research, and 
Section 4 discusses future research directions. 

2 T r a c k i n g  S y s t e m  D e s i g n  a n d  I m p l e m e n t a t i o n  

X Vision embodies the principle that "vision is inverse graphics." The system is 
organized around a small set of image-level tracking primitives referred to as basic 
features. Each of these features is described in terms of a small set of parameters, 
a state vector, which specifies the feature's position and appearance. Composite 
features track their own, possibly more complex, state vectors by computing 
functions of their constituent features' states. Conversely, given the state vector 
of a complex feature, constraints are imposed on the state of its constituent 
features and the process recurses until image-level primitives are reached. The 
image-level primitives search for features in the neighborhood of their expected 
locations which produces a new state vector, and the cycle repeats. 

Ease of use has also been a goal in X Vision's design. To this end, X Vision 
incorporates a data abstraction mechanism that dissociates the information car- 
ried in the feature state from the tracking mechanism used to acquire it. Details 
on this mechanism can be found in [4]. 

2.1 Image-Level  Fea tu re  T rack ing  

At the image level, tracking a feature means that the algorithm's "region of 
interest" maintains a fixed, pre-defined relationship (e.g. , containment) to the 
feature. In X Vision, a region of interest is referred to as a window. The key to 
efficient window-based image processing is the use of geometric and temporal 
constraints to supply a natural change of coordinates on images. This change of 
coordinates places the feature of interest in a canonical configuration in which 
imaging processing is simple and fast. Image warping can be optimized to per- 
form this change of coordinates quickly, and to apply it exactly once for each 
pixel. 

The low-level features currently available in X Vision include solid or bro- 
ken contrast edges detected using several variations on standard edge-detection, 
general grey-scale patterns tracked using SSD methods [1, 9], and a variety of 
color and motion-based primitives used for initial detection of objects and sub- 
sequent match disambiguation. The remainder of this section briefly describes 
these features and supplies timing figures for an SGI Indy workstation equipped 
with a 175Mhz 1~4400 SC processor and an SGI VINO digitizing system. 

Edges X Vision provides a tracking mechanism for linear edge segments of ar- 
bitrary length. The state of an edge segment is characterized by its position and 
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orientation in framebuffer coordinates as well as its filter response. Given prior 
state information, image warping is used to acquire a window which, if the prior 
estimate is correct, leads to an edge which is vertical within the warped window. 
Convolving each row of the window with a scalar derivative-based kernel will 
then produce an aligned series of response peaks. These responses can be super- 
imposed by summing down the columns of the window. Finding the maximum 
value of this 1-D response function localizes the edge. Performance can be im- 
proved by commuting the order of the convolution and summation. In an n • m 
window, edge localization with a convolution mask of width k can be performed 
with just  rn • (n + k) additions and m k  multiplications. 

The detection scheme described above requires orientation information to 
function correctly. If this information cannot be supplied from higher-level geo- 
metric constraints, it is estimated at the image level. An expanded window at 
the predicted orientation is acquired, and the summation step is performed along 
the columns and along two diagonal paths corresponding to two bracketing ori- 
entation offsets. This approximates the effect of performing the convolution at 
three different orientations. Quadratic interpolation of the three curves is used 
to estimate the orientation of the underlying edge. In practice, the subsequent 
estimate of edge location will be biased, so edge location is computed as the 
weighted average of the edge location of all three peaks. Additional sub-pixel 
accuracy can be gained by finding the zero-crossing of the second derivative at 
the computed orientation. 

Tracking robustness can be increased by making edge segments as long as pos- 
sible. Long segments are less likely to become completely occluded, and changes 
in the background tend to affect a smaller proportion of the segment with a 
commensurately lower impact on the filter response. Speed is maintained by 
subsampling the window in the direction of the edge segment. Likewise, the 
maximum edge motion between images can be increased by subsampling in the 
horizontal direction. In this case, the accuracy of edge localization drops and the 
possibility of an ambiguous match increases. 

Ultimately, very little can be done to handle distraction, occlusion, and aper- 
ture problems for local, single edges. For this reason, simple edge segments are 
almost never used alone or in the absence of higher level geometric constraints. 
Some results on different edge matching schemes can be found in [10]. 

Figure 1 shows timings for simple edge tracking that  were obtained during 
test runs. 

Line Length Sampling 
Length, Width Full 1/2 1/4 

20, 20 0.44 0.31 0.26 
40, 20 0.73 0.43 0.29 
40, 40 1.33 0 .69 0.49 

Fig. 1. Timing in milliseconds for one iteration of tracking an edge segment. 
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R e g i o n - B a s e d  Track ing  In region-based tracking, we consider matching a 
pre-defined "reference" window to a region of the image. The reference is either 
a region taken from the scene itself, or a pre-supplied "target" template. If the 
region of interest is roughly planar and its projection relatively small compared 
to the image as a whole, the geometric distortions of a region can be modeled 
using an affine transformation. The state vector for our region tracker includes 
these six geometric parameters and a value which indicates how well the reference 
image and the current image region match. 

The process proceeds using the usual SSD optimization methods [7, 8]. Let 
I(x,  t) denote the value of the pixel at location x = (z,  y)T at time t in an image 
sequence. At time t, a surface patch projects to an image region with a spatial 
extent represented as a set of image locations, 142. At some later point, t + r, the 
surface path projects to an affine transformation of the original region. If illu- 
mination remains constant, the geometric relationship between the projections 
can be recovered by minimizing: 

O(A, d) = E ( I (Ax + d, t + r) - I(x,  t))2w(x), 7- > 0, (1) 
xEW 

where d = (u, V) T, X = (X,  y)T, A is an arbitrary positive definite 2 • 2 matrix 
and w(-) is an arbitrary weighting function. In order to avoid bias due to changes 
in brightness and contrast we normalize images to have zero first moment and 
unit second moment. With these modifications, solving (1) for rigid motions 
(translation and rotation) is equivalent to maximizing normMized correlation. 

Suppose that a solution at time t + v, (A~,dr) ,  is known and we define 
the warped image J~(x, t )  = I ( A r x  + d r , t  + r).  It should be the case that  
J~(x, t) = I(x, t) and subsequent deviations can then be expressed as small 
variations on the reference image~ We can then write 6A = offdiag(-c~, a) + 
diag(s~, %) + offdiag(7 , 0) where a is a differential rotation, s is a vector of 
differential scale changes, and 7 is a differentiM shear. Applying this observation 
to (1) and linearizing I at the point (x, t) yields 

O(d, a, s, 7) = E ( (I~(x, t), ly(x, t)). (hAx + d) + It(x, t)ht)2w(x), (2) 
xEW 

where (I~, Iy) T are the image spatial derivatives, and I t (x ,  t) = J~(x, t + S t ) -  
Z(x,t). 

The parameter groups are then solved for individually. First, we ignore hA 
and solve (2) for d by taking derivatives and setting up a linear system in the 
unknowns. Defining 

g , (x)  = I , (x , t )v/ -~(x)  gy(x) = I y ( x , t ) ~  h0(x) = J t (x , t )v / -~(x ) ,  

the linear system for computing translation is 

[ .  ] [ g~: g r g ~ ' g y  d =  ho 
gr gy gu " gy ho �9 gy 

(3) 
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Since the spatial  derivatives are only computed using the original reference im- 
age, g ,  and gy and the inverse of the mat r ix  on the left hand side are constant 
over t ime and can be computed offiine. 

Once d is known, the image differences are adjusted according to the vector 
equation 

hi  = h0 - g , u -  gyv. (4) 

If  the image distortion arises from pure translation and no noise is present, then 
we expect that  h i  = 0 after this step. Any remaining residual can be at t r ibuted 
to linearization error, noise, or other geometric distortions. The solutions for the 
remaining parameters  operate on hi  in a completely analogous fashion. Details 
can be found in [4]. This incremental solution method is not likely to be as accu- 
rate as solving for all parameters  simultaneously, but  it does provide a method 
for solving underdetermined systems quickly with a controlled bias. 

In order to guarantee tracking of motions larger than a fraction of a pixel, 
these calculations must  be carried out at varying levels of resolution. Resolution 
reduction effectively consumes a vector mult iply and k image additions, where k 
is the reduction factor. The tracking algorithm changes the resolution adaptively 
based on image motion. If the interframe motion exceeds 0.25k, the resolution 
for the subsequent step is halved. If  the interframe motion is less than  OAk, the 
resolution is doubled. This leads to a fast algorithm for tracking fast motions 
and a slower but  more accurate algorithm for tracking slower motions.  

Size 40 • 40 60 x 60 80 x 80 100 x 100 
Reduction 4 2 4 2 4 2 4 2 

Trial A 0.8 1.7 1.7 3.9 3.2 7.3 5.0 12.7 
Trial B 3.2 7.2 7.3 13.0 13.0 23.6 20.3 37.0 
Trial C 1.5 5.63.2 9.5 6.1 17.7 9.4 28.3 
Trial D 2.9 4.1 6.4 9.2 11.1 16.9 17.5 2~/.9 
Trial E 2.8 3.8 6.2 8.6 10.8 15.8 17.5 26.0 
Trial F 3.7 8.4 8.1 15.6 14.4 28.5 22.5 43.1 

Fig. 2. The time in milliseconds consumed by one cycle of tracking for various in- 
stantiations of the SSD tracker. Trial A computed translation with aligned, unscaled 
images. Trial B computed translation with unaligned, scaled images. Trial C computed 
rotation with rotated images. Trial D computed scale with scaled images. Trial E com- 
puted shear with sheared images. Trial F computed all affine parameters under affiae 
distortions. 

To get a sense of the t ime consumed by these operations, we consider several 
test cases as shown in Figure 2. The first two rows of this table show the t imings 
for various size and resolution images when computing only translation. The 
trials differ in that  the second required full linear warping to acquire the window. 
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The subsequent rows present the time to compute translation and rotation while 
performing rotational warping, the time to compute scale while performing scale 
warping, the time to compute shear while performing shear warping, and the 
time to compute M1 affine parameters while performing linear warping. With 
the exception of two cases under 100 • 100 images at half resolution, all updates 
require less than one frame time (33.33 msec) to compute. 

2.2 N e t w o r k s  o f  Fea tures  

Recall that composite features compute their state from other basic and com- 
posite features. We consider two types of feature composition. In the first case 
information flow is purely bottom-up. Features are composed solely in order 
to compute information from their state vectors without Mtering their tracking 
behavior. For example, given two point features it may be desirable to present 
them as the line feature passing through both. A feature (henceforth feature 
refers to both basic and composite features) can participate in any number of 
such constructions. 

In the second case, the point of performing feature composition is to exploit 
higher level geometric constraints in tracking as well as to compute a new state 
vector. In this case, information flows both upward and downward. An example 
is given in w where a rectangle's corner positions are used to compute the 
orientation of the edge segments which compose each corner. 

More generally, we define a feature network to be a set of nodes connected by 
two types of directed arcs referred to as up-links and down-links. Nodes represent 
features, up-links represent information dependency to a composite feature from 
its constituent features, and down-links represent constraints on features from 
above. For example, a corner is a graph with three nodes. There are both up-links 
and down-links between the corner node and the edge nodes since the position 
of the corner depends upon the states of the constituent edges, and the positions 
of the edges, in turn depends on the location of the corner. 

A complete tracking cycle then consists of: 1) traversing the down-links from 
nodes which are down-link sources applying state constraints until basic features 
are reached; 2) applying low-level detection in every basic feature; and 3) travers- 
ing the up-links of the graph computing the state of composite features. State 
prediction can be added to this cycle by including it in the downward propaga- 
tion. Thus, a feature tracking system is completely characterized by the topology 
of the network, the identity of the basic features, and a state computation and 
constraint function for each composite feature. 

Composite features that have been implemented within this scheme range 
from simple edge intersections as described above, to Kalman snakes, to three- 
dimensional model-based tracking using pose estimation [6] as well as a variety 
of more speciMized object trackers, some of which are described in Section 3. 
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3 A p p l i c a t i o n s  

In this section, we present several applications of X Vision which illustrate how 
the tools it provides--particularly image warping, image subsampling, constraint 
propagation and typing--can be used to build fast and effective tracking systems. 
Additional results can be found in [2, 3, 5, 6, 10]. 

3.1 P u r e  Track ing  

Fig. 3. Above several images of the a face and below the corresponding warped images 
used by the tracking system. 

Face  T rack ing  A frontM view of a human face is sufficiently planar to be 
tracked as a single SSD region undergoing affine deformations. Figure 3 shows 
several image pairs illustrating poses of a face and the warped image resulting 
from tracking. Despite the fact that the face is nonplanar, resulting for example 
in a stretching of the nose as the face is turned, the tracking is quite effective. 
However, it is somewhat slow (about 40 milliseconds per iterations), it can be 
confused if the face undergoes nonrigid distortions which cannot be easily cap- 
tured using SSD methods, and it is sensitive to lighting variations and shadowing 
across the face. 

We have also constructed a face tracker that  relies on using SSD trackers at 
the regions of high contrast--the eyes and mouth--which provides much higher 
performance as well as the ability to "recognize" changes in the underlying fea- 
tures. The tracker is organized as shown in Figure 4. We first create a MultiSSD 
composite tracker which performs an SSD computation for multiple reference 
images. The state vector of the MultiSSD tracker is state of the tracker which 
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Fig. 4. The tracking network used for face tracking and the resulting output of the 
"clown face" tracker. 

has lowest (best) match value and the identity of this tracker. The constraint 
function propagates this state to all subsidiary features with the result that  the 
"losing" SSD trackers follow the "winner." In effect, the NultiSSD feature is a 
tracker which includes an n-ary switch. 

From MultiSSD we derive an Eye tracker which modifies the display function 
of NultiSSD to show an open or closed eye based on the state of the binary 
switch. We also derive Mouth which similarly displays an open or closed mouth. 
Two Eye's are organized into the Eyes tracker. The state computation function 
computes the location of the center of the line joining the eyes and its orientation. 
The constraint function propagates the orientation to the low-level trackers, 
obviating the need to compute orientation from image-level information. Thus, 
the low-level Eye trackers only solve for translation. The Nouth tracker computes 
both translation and orientation. The Face tracker is then a combination of Eyes 
and Mouth. It imposes no constraints on them, but  its state computation function 
computes the center of the line joining the Eyes tracker and the Nouth, and its 
display function paints a nose there. 

The tracker is initialized by clicking on the eyes and mouth  and memorizing 
their appearance when they are closed and open. When run, the net effect is 
a graphical display of a "clown face" that  mimics the antics of the underlying 
human face-- the  mouth  and eyes follow those of the operator and open and 
close as the operator 's do as shown in Figure 4. This system requires less than 
10 milliseconds per iteration disregarding graphics. 

Disk  T r a c k i n g  One important  application for any tracking system is model- 
based tracking of objects for applications such as hand-eye coordination or vir- 
tual reality. While  a generic model-based tracker for three-dimensional objects 
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for this system can be constructed [6], X Vision makes it possible to gMn ad- 
ditional speed and robustness by customizing the tracking loop using object- 
specific geometric information. 

In several of our hand-eye experiments we use small floppy disks as test 
objects. The most  straightforward rectangle tracker is s imply a composite tracker 
which tracks four corners, which in turn are composite trackers which track two 
edges each. Four corners are then simply tracked one after the other to track the 
whole rectangle with no additional object information. 

Increased speed and robustness can be at tained by subsampling of the win- 
dows along the contour and by computing edge orientations based on corner 
positions. The latter is an example of a top-down geometric constraint. 

As shown in Figure 5, there is no loss of precision in determining the location 
of of the corners with reasonable sampling rates, since the image is sampled less 
frequently only in a direction parallel to the underlying lines. We also see a 10% 
to 20% speedup by not computing line orientations at the image level and a 
nearly linear speedup with image subsampling level. 

line length 
(pixels) 

24 
12 
8 
6 
2 
1 

sampling 
rate 

1 
2 
3 
4 
12 
24 

tracking speed ~ of position 
(msec/cycle) (pixels) 
A B A B 
9.3 7.7 0.09 0.01 
5.5 4.5 0.10 0.00 
3.7 3.3 0.07 0.03 
3.0 2.7 0.05 0.04 
1.9 1.6 0.05 0.04 
1.5 1.3 0.05 0.07 

Fig. 5. Speed and accuracy of tracking rectangles with various spatial sampling rates. 
The figures in column A are for a tracker based on four corners computing independent 
orientation. The figures in column B are for a tracker which passes orientation down 
from the top-level composite feature. 

3.2 A n  E m b e d d e d  A p p l i c a t i o n  

As an illustration of the use of X Vision embedded within a larger system, we 
briefly describe some results of using X Vision within a hand-eye coordination 
we have recently developed [3, 5]. The system relies on image-level feedback 
f rom two cameras to control the relative pose between an object held in a robot 
end-effector and a static object in the environment.  

The typing capabilities of X Vision make it possible to abstract  the function 
of the hand-eye coordination primitives from their visual inputs. The hand-eye 
system implements a set of primitive skills which are vision-based regulators 
for at taining a particular geometric constraint between the pose of a robot-held 
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object and a target object. For example, two primitive skills are point-to-point 
positioning and point-to-line positioning. Each of these skills must acquire inputs 
from a stereo pairs of trackers for point features or line features as appropriate. 
Hence, they are written in terms of the point-type features and the line-type 
features as defined by the X Vision typing system. In this way the same feedback 
methods can be used with a variety of application-specific tracking configurations 
without change. For example, touching two disks corner to corner and positioning 
a robot in a point on a plane defined by four points both operate with the same 
point-to-point controller (Figure 6). The only difference is in the tracking, which 
in these cases tracks two point-type features and five point-type features (one 
for the robot and four for the plane), respectively, where each point-feature may 
be composites of the necessary basic features. 

Fig. 6. The results of performing point-to-point positioning to observable features (left) 
and to a setpoint defined in the plane (right). 

Because the accuracy of primitive skills depends only on the accuracy of fea- 
ture location in the image [3], the physical accuracy of hand-eye experiments 
can be used to directly determine the accuracy of our feature localization algo- 
rithms. At a camera baseline of approximately 30cm at distances of 80 to 100cm, 
repeated experiments show that  positioning accuracy is typically within a mil- 
limeter of position (see Figure 6 (left) for two 2.5mm thick diskettes). Simple 
calculations show that  this positioning accuracy implies a corner localization 
accuracy of =t=0.15 pixels. 

Alignment tasks are performed similarly by use of line-type features and line- 
to-line controllers. By combining positioning and alignment skills, we have been 
able to fit screwdrivers on screws and insert floppy disks into disk drives. 

4 C o n c l u s i o n s  

We have presented the X Vision system for fast visual tracking. The mMn fea- 
tures of this system are the strong use of image warping, highly optimized low- 
level tracking methods, and a simple notion of feature combination. In addition, 
modularity, portability, and flexibility have made it an ideal framework for vision 
and robotics research, both by in-house researchers and others. 



517 

We believe that this paradigm will have a large impact on real-time vision 
applications. We are currently continuing to advance the state of the art by 
considering how to build tracking methods that are faster and more robust [10]. 
We are also extending the capabilities of the system toward a complete vision 
programming environment. Information on the current version is available at 
http ://www. cs. yale. edu/HTML/YALE/CS/Al/VisionRobotics/YaleAl, html. 
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