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A b s t r a c t .  In this paper, we investigate algorithms for evaluating sur- 
face orientation from pairs of stereo images using limited calibration in- 
formation, and without reconstructing an explicit metric representation 
of the observed scene. 
We describe and compare two approaches based on the property that a 
given orientation at a point in space defines a homography between the 
two images. The first approach uses a parameterization of image defor- 
mation, and only requires knowledge of the epipolar geometry. The other 
one uses a more robust 3D parameterization, but requires approximate 
knowledge of some other calibration parameters. 
Finally, we introduce a probabilistic model that accounts for the degra- 
dation of the slope estimates as the points get further away from the 
cameras, and allows to compute the probability that the surface ori- 
entation at any given point is within some angular tolerance from the 
orientation of a reference plane. We show results on real images and 
investigate a potential'application to robot motion planning. 

1 Introduct ion 

Recent  advances in stereo vision have shown tha t  it is a viable opt ion for robot ic  
applicat ions.  In part icular ,  results in area-based techniques show tha t  it is pos- 
sible to compu te  dense dispari ty maps  f rom stereo sets, possibly using mult iple  
baselines [17]; results in the area of  weak calibrat ion [3, 7] show tha t  full geo- 
metr ic  cal ibrat ion of  the cameras  is not  necessary; various implementa t ions  of  
real- t ime stereo [1, 19, 13] show tha t  computa t ion  t ime can be reduced to the 
level needed in practical  applications. A remaining question, however, concerns 
the best  way to use the ou tpu t  of a stereo system. A na tura l  step would be to 
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compute some local surface properties which may be useful to the application 
at hand. 

In this paper, we concentrate on the problem of computing local surface 
orientations from the output of stereo matching (we use "slope" and "surface 
orientation" interchangeably.) Slope is particularly useful in the context of mo- 
bile robots, i.e., the degree to which a region of terrain can be driven on by a 
mobile a robot, called the traversability, is defined in large part by the orientation 
of the surfaces inside the region. 

The traditional approach to computing such surface properties is to first 
build a metric model of the observed surfaces from the stereo matches, and to 
compute local surface properties using standard tools from Euclidean geometry. 
This approach has two major drawbacks. First, reconstructing the geometry of 
the observed surfaces can be expensive because it requires not only applying 
geometric transformations to the image pixels and their disparity. Second, re- 
constructing the metric surface requires having full knowledge of the geometry 
of the camera system through exact calibration. In addition, surface proper- 
ties such as slope are particularly sensitive to the calibration parameters, thus 
putting more demand on the quality of the calibration. 

In this paper, we investigate algorithms for evaluating slope from pairs of 
stereo images using limited calibration information. More precisely, we want to 
obtain an image in which the value of each pixel is a measure of the slope relative 
to some reference orientation, e.g., the orientation of the ground plane, assuming 
that the only accurate calibration information is the epipolar geometry of the 
cameras. 

Assuming a standard pinhole projection model our approach is based on 
the fundamental property that a given surface orientation at a point in space, 
known by its projections in the images, defines an homography, i.e., a projective 
transformation between the two images (Section 2). We then use the property 
that an homography maps a window centered at the projection of the point in 
the first image to a skewed window at the corresponding point in the second 
image (Section 3). 

We investigate two approaches based on these geometrical tools. In the first 
approach (Section 3.1), we compute the SSD at a pixel for all the possible skew- 
ing configurations of the windows. The skewing parameters of the window which 
produce the minimum of SSD corresponds to the most likely orientation at that 
point. This approach only knowledge of the epipolar geometry. But in this ease, 
it does not allow for full recovery of the slopes. Rather, it permits the compari- 
son of the slope at every pixel with a reference slope, e.g., the orientation of the 
ground plane for a mobile robot. 

The second approach (Section 3.2) involves relating the actual orientations in 
space with window skewing parameters. Specifically, we parameterize the space 
of all possible windows at a given pixel by the position of the corresponding 
directions on the unit sphere. This provides a better distribution of orientations 
in space, but requires additional calibration information, i.e, the knowledge of 
the approximate intrinsic parameters of one of the cameras and of point corre- 
spondences on the plane at infinity. 
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Finally, we show how the algorithms for slope evaluation can be used to pro- 
duce traversability maps for a mobile robot without explicit scene reconstruction 
(Section 4). The traversability measure at a pixel is defined as the probability 
that  the surface orientation at that  pixel is within some angular tolerance from 
the orientation of the reference plane obtained from the training images. 

Other techniques have been used for directly estimating slope from stereo 
images. Jones and Malik [9] use a family of linear filters to discriminate between 
slopes, based on the fact that  the local frequency components at a pixel vary 
based on the foreshortening due to the orientation of the plane at that  pixel. An- 
other class of approaches [10, 2, 22] rely on the analysis of the relations between 
disparity derivatives and surface orientations. Some In these approaches, two 
steps are involved: first disparity derivatives are computed, then surface prop- 
erties are derived. Specifically, the fact that  they interpret the skewing in terms 
of disparity derivatives allows them for theoretically generalizing the approach 
to the computation of curvature [2]. On the other hand, our approach remains 
geometrically simpler in the sense that the only differential argument we use is 
that  the surface is assumed to be locally planar. Some stereovision algorithms 
also rely on this assumption [8, 14], but recover orientation from the distribution 
of disparity estimates while our method directly uses the image signal. 

2 B a c k g r o u n d  

2.1 T h e  c a m e r a  m o d e l  

Here we briefly describe the geometry of the stereo system and the notations 
that  we use throughout the paper. 

We assume that  the cameras follow the standard pinhole projective model. 
The 2-D location of a pixel m = [u, v]t is denoted by the three-vector of its 
homogeneous coordinates m = A[u, v, 1] t (A r 0). Similarly, a space point M = 
Ix, y, z] ~ is represented by a four-component vector up to a scale factor: M = 
#[x~, Yw, z~, 1] ~ (# r 0). We use bold-face letters to denote projective entities 
represented by 3-vectors in the plane, 4-vectors in the space. The reader who is 
not familiar with projective representations is referred to the appendix of [15] or 
to [4] for more information. 

The projection m in one camera of a point M is obtained by applying a 
linear projective transformation: m = P M  (By applying the usual "=" sign to 
homogeneous vectors, we mean that  the vectors are equal up to a scale factor). 
The 3 • 4 projection matr ix  P can be decomposed as P = [A 03]K, where K 
is a 4 • 4 matr ix  which represents the displacement (rotation and translation) 
between the camera coordinate system and a world reference frame, and A is 
the 3 • 3 matr ix  of the intrinsic parameters of the cameras. By 03 we denote the 
zero three-vector. Specifically, the A matr ix  transforms the metric location of a 
point in the image plane into its pixel coordinates. 

This projection model encompasses other simpler camera models (e.g., affine, 
orthographic). Contrary to these models, it deals with perspective distortions, 
and behaves uniformly across ranges. 
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In the rest of the paper, we assume weak calibration of the cameras, that  is, 
only the epipolar geometry of the system is known. In this case, the geometry 
of the system is represented by the fundamental matrix F [5] such that  any two 
pixels ml ,  rn2 are images of a single point if and only if 

m T F m t  : 0 

As shown in [12], F can be computed from images directly. Finally, we denote 
the epipoles by el and e2. 

2.2 I m a g e  G e o m e t r y  o f  P l a n a r  Reg ions  

Based on the assumption that  the observed surface at every point can be locally 
approximated by a planar patch, our approach relies on some properties induced 
by three-dimensional planes in the images. The main property that  we use is the 
fact that  a p l a n e / / c a n  be characterized by the linear projective correspondence, 
or homography, HH that  it induces between the two image planes [11]. Two 
image points ml,  m2 represent a 3D-point on the plane if and only if 

m 2 : H / / m  1 (1) 

Under the weak-calibration assumption, it has been shown that  three pairs of 
points on the plane are sufficient [18, 20] for computing HR.  Instead of three 
pairs of points, one can use one pair of points and one pair of lines that  contain 
neither the points nor the epipoles. 

In particular, let us consider the family of planes which contain a point M ~ 
given by its projections m ~ m ~ but have arbitrary orientation. According to the 
above property, a plane of the family can be characterized by a pair of image 
lines that  represent a space line lying on the plane, distinct from M ~ 

We now consider the dual case of planes that  have a given orientation, but 
an arbitrary position. Two types of projective representation of the planes are 
possible: 

The orientation is defined by a reference plane: We need to determine the line 
at infinity of the reference p l ane / /0 ,  i.e., the intersection l i n e / / ~  N H ~ ( / / ~  
denotes the plane at infinity). For this purpose, it is sufficient to know the 
homography H r162 of the plane at infinity (In [18] for instance, it is shown how 
to compute the projections of the intersection point between a plane and a line 
under weak calibration. The case of plane-plane intersection in weak calibration 
can be seen as a straightforward application of this result). Furthermore, it is 
necessary to know t t  ~176 if we want to be able to characterize any plane orientation 
in space. 

The orientalion is defined by a normal vector n in space: The plane He1 that  
is orthogonal to n and and contains the optical center C1 projects in the first 
image onto a line which we denote by (l~~ This line is the projection in the 
first image of any line of the plane that  does not contain C1, so unless Ct is at 
infinity, it is the image of the line at infinity of the plane. Furthermore, if we 
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assume that the intrinsic parameters of the first image are known, then it can 
be proved easily that (l~) is represented by the homogeneous vector: 

= (2)  

Given the homography H ~ of the plane at infinity, we can then compute the 
corresponding line 1~ --- H~176176 in the second image. 

In summary, if we know the homography of the plane at infinity and the 
intrinsic parameters of the first camera, we can compute the homography of a 
plane defined by a point correspondence and a normal vector expressed in the 
frame of the first camera. If we only know the homography of the plane at infinity, 
we can compute the homography of a plane defined by a point correspondence 
and parallel to a reference plane. 

3 Using homographies to derive slope 

The guiding principle of this section is the following: the homography that repre- 
sents a planar surface is the one that best warps the first image onto the second 
o n e .  

This principle is used implicitly in all area-based stereo techniques in which 
the images are rectified and the scene is supposed to be locally fronto-parallel 
(i.e., parallel to the cameras) at each point [6, 17, 13]. In this case, homogra- 
phies are simple translations. A rectangular window in image 1 maps onto a 
similar window in image two, whose horizontal offset (disparity) characterizes 
the position of the plane in space. The pixel-to-pixel mapping defined by the ho- 
mography allows to compute a similarity measure on the pixel intensities inside 
the windows, based on a cross-correlation of the intensity vectors or a Sum of 
Squared Differences (SSD) of the pixel intensities. 

Another example of this concept is the use of windows of varying shapes 
in area-based stereo by compensating for the effects of forshortening due to the 
orientation of the plane with respect to the camera. In the TELEOS system [16], 
for example, several window shapes are used in the computation of the disparity. 

We use this principle for choosing, among homographies that represent planes 
of various orientations passing through a surface point M, the one that best rep- 
resents the surface at M. We use a standard window-based correlation algorithm 
to establish the correspondences between the images (ml ,  m2) of M. Since the 
methods presented above are sensitive to the disparity estimates, we also use a 
simple sub-pixel disparity estimator. 

3.1 Window-based  representation 

When applying an homography to a rectangular window in image 1, one obtains 
in general a skewed window in image 2. Since the homographies that we study 
map ml on m2, two other pairs of points are sufficient for describing them. 
Therefore, if we choose two reference points in the first window, the homography 
can be represented by two scalar parameters (a=, ay), that represent the position 
of their images along their epipolar lines in image 2 with respect to a reference 
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position. The reference points we use are the midpoints on the top and right 
edges of the correlation window: In the particular case of standard geometry, 
~ ,  ay are then the components of the disparity gradient along the two pixel 
axes (Figure 1). 
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Fig. 1. Parametrization of window deformation; (a): left image. (b): right image if the 
cameras are aligned. (c): right window in general camera configuration. 

Slope Computation Using Window Shape: The parameterization of window shap( 
as a function of planar orientations suggests a simple algorithm for finding the 
slope at M. First, choose a set of values for az and %. Then, compute a mea- 
sure (correlation or SSD) for each possible (az, ay), and find the best slope as 

(a~ , This corresponding to the minimum of the measure (parameters rnin rain % )). 
is very similar to the approach investigated in [2]. 

If all the parameters of the cameras were known, (a rain rain , ,ay ) could be con- 
verted to the Euclidean descdiption of the corresponding plane in space. Other- 
wise, it is still possible to compare the computed orientation with the one of a 
reference plane H ~ whose line at infinity is known. Indeed, the homography of 
the plane passing through M and parallel to H ~ can be computed (Section 2), 
and its parameters (a~,~ ay)~ derived; the distance between the (a~ in, ~ymin) and 
(a~ a~) gives a measure of the slope of the terrain at M with respect to the 
reference slope. Figure 2 shows an example in the case of two single pixel corre- 
spondences selected in a pair of images. The SSD is computed from the Laplacian 
of the images rather than from the images themselves in order to eliminate the 
offset between the two images. 

In practice, //0 can be defined by three point correspondences in a pair of 
training images, two of which lying far enough from the camera to be considered 
as lying at infinity, thus defining the line at infinity of the plane. Another way 
to proceed would be to estimate//0 from any three point correspondences, and 
to compute its intersection with the plane at infinity//oo estimated with three 
non-aligned correspondences selected on a plane that lies far from the cameras. 

Limitations: There are two problems with the (a~, ay) representation of plane 
directions. First, depending on m and d, the discretization of the parameters may 
lead to very different results due to the non-uniform distribution of the plane 
directions in (a~, an) space. In particular, the discrimination between different 
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Fig. 2. Left: Selected pixels in image 1. Center (resp. right): SSD error as function of 
G ~ (o~, ay) at the road (resp. tree) pixel. The reference orientation ( ~, (~g) is approxi- 

mately the orientation of the road, and is represented by the vertical dotted lines. Both 
surfaces have a sharp minimum, but only one (the road point) is located at ((~o, a~). 

plane directions becomes poorer as the range to the surface increases. This prob- 
lem becomes particularly severe when the surfaces are at a relatively long range 
from the camera and when the variation of range across the image is significant. 

The second problem is that  it is difficult to interpret consistently the distance 
D between ra in  ra in  o ((~ , c~y ) and (a~,a~) across the image. Specifically, a particular 
value of D corresponds to different angular distances between planes depending 
on the disparity, but also on the position of the point in the image. 

3.2 Normal-based representation 

Based on the limitations identified above, we now develop an alternate parame- 
terization, that  consists of discretizing the set of all possible orientations in space, 
and then of evaluating the corresponding homographies. This assumes that  the 
intrinsic parameters of the first camera are known as well as the homography of 
the plane at infinity. 

Slope compulation using normal representation: As explained in section 2, as- 
suming that  we know H ~176 and A1, we can compute the homography defined 
by a given pair of points and a normal vector in space. By sampling the set of 
possible orientations in a uniform manner, we generate a set of homographies 
that  represent planes of well-distributed orientations at a given point M. Then 
the algorithm of the previous section is used directly to evaluate each orientation 
ni. In the current implementation, we sample the sphere of unit normals into 40 
different plane orientations using a regular subdivision of the icosahedron. 

Figure 3 shows the SSD dstributions in the case of the two pixels studied 
in Figure 2. Though correct, the results point out one remaining problem of 
this approach: the SSD distribution may be fiat because of the lack of signal 
variation in the window. This is a problem with any area-based technique. In 
the next section, we present an probahilistic framework which enables us to 
address this problem. 

It is important  to note that  the orientation of the cameras does not need to be 
known and that  the coordinate system in which the orientations are expressed 
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Fig. 3. Distribution of SSD at the two selected pixels of figure (Left: road; Right: trees). 
The SSD distribution is plotted with respect to (nx, ny), i.e., two coordinates of the 3D 
normal. The reference orientation (close to the road) is represented as a plain surface 
patch. On the left diagram, the computed SSD values are low in the neighborhood of 
the reference orientation. On the other one, the low SSD values are further from the 
reference orientation. 

is unimportant .  In fact, we express all the orientations in a reference frame 
attached to the first camera, which is sufficient since all we need is to compare 
slopes, which does not require the use of a specific reference frame. Consequently, 
it is not necessary to use the complete metric calibration of the cameras. 

A-priori geometric knowledge: In practice, H a is estimated as described at the 
end of the previous section. Since this only gives an approximation, the lines 
l ~ ,  l ~  that  we compute from a given orientation do not really represent a line 
at infinity. Thus, the planes that  correspond to this orientation rotate around a 
fixed line in space instead of being parallel. For practical purposes, the line is 
far enough that  this discrepancy does not introduce significant error. 

The matr ix  A1 represents the intrinsic parameters of the first image. Since 
we are interested in the slopes in the image relative to some reference plane, it 
is not necessary to know A1 precisely. Specifically, an error in A1 introduces a 
consistent error in the computation of the homographies which is the same for 
the reference plane and for an arbitrary plane, and does not affect the output  of 
the algorithm dramatically. 

We finally remark that  if A1 is modified by changing the scale in the first im- 
age, the results remain unchanged. This geometric property, observed by Koen- 
derink [10], implies that  only the aspect ratio, the angle of the pixel axes and 
the principal point of the first camera need to be known. 

4 F r o m  S l o p e  E v a l u a t i o n  t o  R e l a t i v e  T r a v e r s a b i l i t y  

Although the accuracy of the slopes computed using the algorithms of the previ- 
ous section is not sufficient to, for example, reconstruct terrain shape, it provides 
a valuable indication of the traversability of the terrain. Specifically, we define 
the traversability at a point as the probability that  the angle between a refer- 
ence vertical direction and the normal to the terrain surface is lower than a given 
angular threshold. The term traversability comes from mobile robot navigation 
in which the angular threshold controls the range of slopes that  the robot can 
navigate safely. 
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Estimating traversability involves converting the distribution of SSD values 
S(a~, ay) at a pixel m to a function f(a~, a~) which can be interpreted as 
the likelihood that (a , ,  ay) corresponds to the plane at m. We then define the 
traversability measure T(m) as the probability that the plane is within a region 
R around the direction of the reference plane (a ~ a~): 

T(m)= 
(a~,ay)ER 

We use a formalism similar to the one presented in [13] in order to define f .  
Assuming that the pixel values in both images are normally distributed with 
standard deviation cr 2, the distribution of (a , ,  ay) is given by: 

f(c~, ~y) = ~ exp cr 2 (3) 

where K is a normalizing factor. 
This definition of T has two advantages. First, it integrates the confidence 

values computed for all the slope estimates (3) into one traversability measure. 
In particular, if the distribution of f(c~, (~y) is relatively flat, T(m) has a low 
value, reflecting the fact that the confidence in the position of the minimum of 
S(ol~, o~y) is low. This situation occurs when there is not enough signal variation 
in the images or when m is the projection of a scene point that is far from the 
cameras. 

The second advantage of this definition of traversability is that the sensitivity 
of the algorithm can be adjusted in a natural way. For example, ff R is defined 
as the set of plane orientations which are at an angle less than 0 from Po, the 
sensitivity of T(m) increases as 0 decreases. 

Figure 4 shows the results on two pairs of images of outdoor scenes. The 
first image of each pair is displayed on the left. The center images show the 
complete traversability maps, Once again, the influence of the signal is notice- 
able. In particular, in the top example, a large part of the road has a rather low 
traversability, because there is little signal in the images. On the contrary, the 
values corresponding to the highly textured sidewalk are very high. 

The right image shows the regions that have a probability greater than the 
value we would obtain if there were no signal in the images, i.e. the regions 
that could be considered as traversable. In both cases, the obstacles have low 
traversability values. 

Figure 5 shows the result of evaluating T(m) for three different values of 
0. Only the traversable regions are shown. As 0 increases, the influence of the 
signal becomes less noticeable, and the likelihood of a region to be traversable 
increases. Based on the results of the previous section, we have the elements of 
a different approach in which several driving commands are evaluated based on 
the traversability image and the command with the best evaluation is sent to the 
vehicle for execution. The evaluation is performed by projecting every possible 
path in the image and by selecting the path with the best traversability score in 
the image. The key to this approach is for the image processing to be fast enough 
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F|g.  4. Examples of traversability maps computed on two pairs of images (see text). 

Fig. 5. Traversability map from the distribution of slopes on real data. Left: small 
admissible region 8 = 20~ Center: medium admissible region 0 = 45~ Right: large 
admissible region 8 = 75 ~ 

to allow for rapid correction in vehicle path based on new information from the 
images. Because of the reactive nature of the process, the exact geometry of 
the scene, i.e., exact positions of points and exact slopes, does not need to 
be recovered because small errors in the traversability values are corrected in 
subsequent images. An important  consequence is that  the stereo system does not 
have to be exactly calibrated. In fact, all that  is needed is a training image of 
the reference ground plane and pixel correspondences on that  plane. Contrary to 
navigation approaches that  directly use the ground-plane homography to detect 
obstacles [21], ours remains valid when the ground is not exactly planar, which 
is the case for outdoor, rugged terrain. 



387 

5 Conclusion 

In this paper, we addressed the problem of recovering a measure of surface 
orientation from stereo images assuming limited knowledge of the calibration 
parameters. Our approach relies on the fact that there is a one-to-one corre- 
spondence between planes in space and homographic transformations between 
the two projective image planes. We show that the homography of a given plane 
maps a window in the the first image to a skewed window in the second image. 
The amount of skewing can be represented by two parameters directly related 
to the homography. 

From the basic projective geometry of planes, we develop two approaches to 
orientation recovery from images. In the first approach, the space of all possible 
window skewing parameters is discretized. At a given pixel in the first image, 
the SSD between a window centered at the pixel and the corresponding window 
in the second image is computed for all possible pairs of parameters. The set of 
parameters that yields the minimum SSD value corresponds to the best fit plane 
at the pixel. This only requires the knowledge of the epipolar geometry of the 
cameras. 

In a second approach, we start with a uniform distribution of orientations in 
space and generate the corresponding set of window parameters at every pixel. 
The windows are compared using the SSD as before. The main difference is that 
the distribution of windows corresponds to a uniform distribution of surface 
orientations in space. In particular, this approach allows for computing the dis- 
tance between the orientation at a pixel and the orientation of a reference plane. 
The price to pay in this second formulation is the required additional knowledge 
about camera geometry. Specifically, we need to know the homography of the 
plane at infinity, and the values of the intrinsic parameters. 

These techniques can be applied in the context of computing terrain traversabi] 
ity for a mobile robot by estimating the probability that the terrain at a given 
pixel is within some angular tolerance from the orientation of the reference 
ground plane. Our current work involves using such probability maps to compute 
the admissibility of a set of possible vehicle paths and to integrate this type of 
evaluation into a reactive mobile robot system. 
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