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Abstract. This paper describes a layered control system for a binocular stereo head. 
It begins with a discussion of the principles of layered control and then describes the 
mechanical device for a binocular camera head. A device level controller is presented 
which permits an active vision system to command the position of the gaze point. The 
final section describes experiments with reflexive control of focus, iris and vergence. 

1. I n t r o d u c t i o n  

During the last few years, there has been a growing interest in the use of active control of 

image formation to simplify and accelerate scene understanding. Basic ideas which were 

suggested by [Bajcsy 88] and [Aloimonos et al. 87] has been extended by several groups. 
Examples include [Ballard 91], and [Eklundh 92]. Brown [Brown 90] has demonstrated how 
multiple simple behaviours may be used for control of saccadic, vergence, vestibulo-ocular 
reflex and neck motion. 

This trend has grown from several observations. For example, Aloimonos and others observed 

that vision cannot be performed in isolation. Vision should serve a purpose [Aloimonos 87], 
and in particular should permit an agent to perceive its environment. This leads to a view of a 
vision system which operates continuously and which must furnish results within a fixed 

delay. Rather than obtain a maximum of information from any one image, the camera is a 

active sensor giving signals which provide only limited information about the scene. Bajcsy 
[Bajcsy 88] observed that many traditionally vision problems, such as stereo matching, could 

be solved with low complexity algorithms by using controlled sensor motion. Examples of 
such processes were presented by Krotkov [Krotkov 90]. Ballard [Ballard 88] and Brown [Brown 

90] demonstrated this principle for the case of stereo matching by restricting matching to a 

short range of disparities close to zero, and then varying the camera vergence angles. 

The development of binocular camera heads and an integrated vision system has opened a line 

of cooperation between the scientific communities of biological vision, machine vision and 
robotics. This paper is concerned with a robotics problem posed by such devices: How to 
organize the control architecture. We will argue for a layered control architecture in which a 
"gaze point" may be commanded by an external process or driven by simple measurements of 
information from the scene. 

2. A Layered Control Architecture for a Binocular Head 
The control system for a robotic device may be organised as layers of control loops, where 

layers are defined by the abstraction of the control data and the cycles time of the control loop 

[Crowley 87]. Robot vehicles and robot arms often have layers of control loops at four level: 
Motor, Device, Actions, and Tasks. We have found that such a layered control architecture 

maps quite naturally onto the control of a binocular head, as shown in figure 2.1. 
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Figure 2.1 A Layered Architecture for Control of a Binocular Head in the SAVA System. 

The motor level is concerned with control parameters defined by the motor 

shaft. Sensor (typically optical encoders) provide information in terms of position and angular 

speed of the motor. Commands are generated in terms of motor position, speed and perhaps 
acceleration. Typical control cycle times for robotics are on the order of 1 to 10 milliseconds. 
The motor level is typically controlled by a form of PID Controller. 

The device level is concerned with the geometric and dynamic state of the 

entire device. Control cycles for robotics applications are typically on the order of 10 to 100 
milliseconds. For device independence, it is useful to design a controller for an idealized "virtual 
device". Our virtual head is based on controlling an "gaze-point" defined as the intersection of 

the optical axes. The mapping from the virtual head to a particular mechanical head is 
performed by a translation layer between the device controller and the motor controllers. The 
device level also permits any of the axes of the virtual head to be directly controlled. 

The action level concerns procedural control of the device state based on 

measurements taken from sensor signals. An action will drive the device lhrough a sequence of 

states. The action level for a binocular head involves control of head motion and optical 
parameters. The action level often involves control cycles of 0.1 to 1.0 seconds. 

~ :  A task level controller has a goal expressed in terms of a symbolic state. The 

task level controller chooses actions to bring the device and the environment to the desired 
state. The selection of actions is based on a symbolic description of the preconditions and 

results of actions, as well as a description of the current state of the device and environment. 
This leads us to propose a control cycle composed of three phases: Evaluation (of state), 
Selection (of an action), and Execution (of an action). 

3. A Binocular Camera Head 
This section describes the LIFIA/SAVA binocular head and its motor control system. Our head 
has been designed to minimize weight and complexity while maximizing precision. In 

particular, actuation is provided by small lightweight DC motors. These motors give high 
precision and light weight, at the cost of speed. This head is shown in figure 3.1. 
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Figure 3.1 The LIFIA/SAVA Binocular Camera Head 

The vergence mechanism is mounted on the sixth axis of a robot manipulator. The two 

cameras are mounted on small platforms that pivot about a point underneath the camera lens. A 

precision adjustment screw permits the camera to be moved forward or backward so as to 

position the optical center under the rotation point. The gearing on the motors provides 

approximately 3 encoder counts per arc second (12.5 encoder counts per pixel), over a range of 

20 ~ The sprocket gears have been mounted on the focus and aperture rings of 25 mm fl.8 c- 

mount lenses. The gearing on the ring and motors provide approximately 15 000 counts over 

the full range of movements for the focus and approximately 12 000 counts for the aperture. 

A six axis manipulator serves as a "neck" for this head. The head and neck are mounted on a 
mobile robot, permitting experiments in vision guided motion. The neck is mounted at a 

point which is midway between the power wheels of the vehicle. This point serves as the 

origin for both the vehicle and arm coordinate systems. The neck permits us to command the 

position and orientation of the camera in coordinates which are relative to the position of the 

mobile robot. The mobile robot provides us with an estimate of its position and orientation in 
an arbitrary a world coordinate system. 

A standard PID motor control software has been developed for the three head motor micro- 

processors and burned onto ROM. The software protocol for each of the three motor 

controllers is the same, except that the maximal values for each motor controller depends on 

the axis. The protocol for the motors permits initialization, incremental and absolute 

movement, immediate stop, and interrogation of the current motor position (in encoder counts). 

The protocol is written in such a way that a command may be issued at any time, and that a 

new movement command will replace a current command. 

4. A D e v i c e  L e v e l  C o n t r o l l e r  f o r  a B i n o c u l a r  H e a d  

One of our design goals is that the head controller provide a general control protocol which can 

be easily transported to different mechanical configurations. For this reason, we have defined 

our device controller to command a "virtual head". 

The head controller has four components: Protocol Interpretation (1), State Estimation (2), 

Command Generation (3) and Translation (4). These four components are illustrated in figure 
4.1 and described in the following sections. 



591 

I rotocol Interpretation (~) 

Commarlded"~ [r Estimated 
State J ~ State ~,/ 

/ Q  X r 
Command State 
Generation Estimation 

/ 

State Parameters 

I Translation ) 0 7  Virtual Head 
(Virtual Head to Real Head 

Figure 4.1 Components of the Binocular Head Device Controller 

4.1 A Virtual Head 
The virtual head is an idealized mechanical structure which should be general enough to map 
onto the kinematic structure of many physical heads. Any information which is specific to a 

particular head should be included in the "translator". The motor commands for each of the axis 
of the virtual head are made available at the protocol level, in an idealized form. That is, 
commands are expressed in meters and degrees instead of encoder counts. This level also offers 

the control of a head-centered "gaze-point", defined by the 3-D position at which the optical 
axes of the two cameras intersect. 

In order to accommodate any configuration of axes, a device table is defined. This device table 

is built up from a dynamically allocated structure called an "Axis". Initialization of this 

structure defines which axes are present, their units, the initial value for that axis, the 

conversion factor from encoder counts, and their maximum and minimum values. Subsequent 

access to that axis may either be based on the index of the entry in the table, or by association 

with the axis name. The depth and angle to the gaze point are treated as axes. 

Absolute and incremental moves change the reference for the axis control. At the end of each 
cycle, the translator scans the list of axes and updates the current position. Whenever the 

commanded position is different from the current position, the commanded value is transformed 

to encoder counts and a move is issued to the motor controller. A command to an axis which is 
not currently in the head table will trigger a negative acknowledgement. 

4.2 Estimating the Gaze Point 
The important state component for a binocular head is the gaze point, defined by the 

intersection of the optical axes. Knowledge of the state of the neck permits us to transform the 

gaze point to 3D coordinates whose origin is at the base of the head. A major role of the head 
controller is estimating the current gaze point (process 2 in figure 4.1) and controlling the 
current gaze point (process 3 in figure 4.1). We will start by defining the gaze point in polar 
coordinates whose origin is midpoint on the baseline between the two cameras. We will then 
develop the transformation to a f'bxed reference frame centered at the base of the head. 



592 

Let us derive formulas for determining the gaze point within an "eye centered" 2D polar 

coordinate system. This eye centered coordinate system has its origin mid-way between the 

optical centers of a pair of stereo cameras. Let us define the X axes as coincident with the 
baseline, and the Y axis as perpendicular to the baseline and in the plane det-med by the optical 

axes. Let the separation of the cameras be a distance 2B so that the location of the optical 

centers are the defined as the points (B, 0) and (-B, 0). Furthermore, let the optical axes be 
located in the (X, Y) plane with angles of a I and Or. 

Y 

~ m ~  e 

.,.._,_.Origin, I I ~ = x 
t . ~  ~ l  

Figure 4.2 The gaze point P is the intersection of the optical axes. 

The equation of the left optical axis in the plane defined by the base line and the optical axis is: 

X Sin (al) - Y Cos (Ol) + B Sin(ol ) = 0. 

The right optical axis is described by: X Sin (re - fir) - Y Cos (n - fir) - B Sin(re - fir ) = 0. 

Since Sin (re - fir) = Sin (or) while Cos (n - fir) = -Cos  (fir), the left equation reduces to 

X Sin (fir) + Y Cos (fir) - B Sin(fir ) = 0. 

The position of the fixation point, defined by the intersection of the optical axes, can be 

calculated as the sum and difference of these two equations. This gives 

CoS(Ol)Sin(fir)-Sin(ol)COs(fir) Sin(ol--Or) 
X = B CoS(Ol)Sin(fir)+Sin(ol)Cos(or) - B 'Sin(ol+Or) (4.1) 

2BSin(ol)Sin(or) Sin(ol)Sin(or) 
Y = ~os(al)Sin(fir)+Sin(al)Cos(fir ) = 2B S in (a l+a r )  (4.2) 

In the case of  symmetric vergence angles, o = a l  = Or the two equations become: 

2BSin(o~ 
X = 0 Y = 2Cos(o) = B Tan(a)  

In polar coordinates, (Dc, ok:), the vergence angle to the gaze point can be expressed as 

( Y )  (2  Sin(al)Sin(ar)~~ J Dc = ~/X 2 + y 2  ac  = Tan "1 = Tan ' l  / (4.3) 
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Equation 4.3 describes a gaze point as if at the end of a telescopic stick which we can extend 

and pointed within a plane. We can solve for the position of the end of this stick in the scene 

using the position and orientation of the head and the state of the binocular head. The head 
"state" parameters on which the gaze point depend are the Distance (Dc), the azimuth gaze angle 

or pan (ag) and the elevation gaze angle, or tilt (13g). The gaze azimuth angle, ~g, is defined 

as the sum of the head pan ah and a common vergence angle ~.c. 

C~g = c~ h + ac  

The elevation angle depends on the state of the manipulator "neck". These values constitute a 

polar expression of the gaze point with respect to a head centered coordinate frame. 

Transformation to Cartesian form is quite simple. We consider that the pan and tilt axes of the 
head are located at Cartesian coordinates (Xh, Yh, Zh). The position of the gaze point is 

determined by. 

Xg = Xh + Dc Cos(~g ) 

Yg = Yh + Dc Sin(cXg) 

Zg = Zh + Dc Sin(13g) 

Both the polar and Cartesian forms of the gaze point are stored in a data structure that defines 

the head "state". The Cartesian values are computed from the polar values. Commanded values 

may be set by messages from other processes. The difference between a commanded value and a 

current position triggers the translator to call a device specific procedure to move the necessary 

real axes. 

Command of the gaze point involves controlling an under-constrained system of motors. Our 

solution is to simultaneously drive each of the axes with common error term. In order to assure 

stability, we must assure that the sum of the gain terms for the redundant axes is less than one. 

Thus each motor moves with its characteristic speed, and the system converges to the specified 

gaze point in an over-damped manned. The motor gains are tuned to assure stable convergence 

over the range of motions. 

5. Reflexive Control of Ocular Parameters 
This section concerns action level control of the ocular parameters of aperture, focus, and 
convergence. The measures which are described below are based on smoothed versions of the 

image produced by a binomial pyramid. We have found that with a multiple resolution image 
description provides a computational support which renders our image measures both more 

stable and more efficient. Our multiple resolution representation is computed using a fast 

"optimal S/N" binomial pyramid [Chehikian-Crowley 91]. That is, the image is convolved 

with a cascade of binomial filters based on the kernel [ 1 2 1], to produce a set of 14 

resampled images, numbered 1 to 14. The standard deviation for the level k of this pyramid is 

given by an exact formula: 
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Figure 5.1 Example of the measure for aperture. 

5.1 Control of Aperture. 
We have found that the maximizing the variance of pixels in the region of interest provides a 

robust estimator for aperture. Figure 5.2 shows an example of the measure over the range of 

aperture values. 

5.2 Focus 
It is well known that focus can be controlled by the "sharpness" of contrast. The problem is 

how to measure such "sharpness". In [Krotkov 87] we can find a description of several methods 

for measuring image sharpness. Horn [Horn 65] proposes to maximize the high-frequency 
energy in the power spectrum. Jarvis proposes to sum the magnitude of the f'trst derivative of 

neighboring pixels along a scan line [Jarvis 83]. Schlag [Schlag et al. 82] and Krotkov 

[Krotkov 87] propose to sum the squared gradient magnitude. Tenenbaum [Tenenbaum 82] and 

Schlag compare gradient magnitude to a threshold and sum uniquely those pixels which are 

above a threshold. The problem is then the choice of such a threshold. We have found that such 

a measure performs poorly. After experiments with several measures, we have found our best 

results with the sum of gradient magnitude, without the use of the threshold. 

We measure image gradient at the level five or our low-pass pyramid, providing a binomial 

smoothing window with a standard deviation of 4"~.  Gradient is calculated using compositions 

of the filter [1 0 -1] in the row and column directions. By default, the "region of interest" is 

at the center of the image, but this region may be placed anywhere in the image by a message 

from another software module. Local extrema in the gradient magnitude are summed within the 

region of interest. An initialize command causes focus to look for a a global maximum in this 

sum. Subsequently, the reflex action seeks to keep the focus at a local maximum. Note that 

this measure exhibits a plateau around the proper focal value. This region corresponds to the 

"depth of field". Reducing the aperture will enlarge the depth of field and thus enlarge this 
plateau. 

Figure 5.2 shows the values obtained by this measure. The camera was pointed at the 

boundary between a dark and a gray face of a calibration cube, at a distance of approximately 1 

meter. The sum of the gradient extrema was made within a 20 by 20 pixel region centered over 

this boundary at level 1 of our pyramid, and the focus was scanned over the range of values. At 
each focus setting, the sum of extrema was calculated. 
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Figure 5.2 Example of measure for focus. 

5.3 Control of Convergence. 
Our collaborators at University of Linkoping have found that a very robust measure for 

convergence is provided by the difference in phase of the correlation of an even and odd filters 

with the image [Westelius et al 91]. They have demonstrated vergence control of a simulated 

head using even and odd Gabor-like filters. In collaboration with them, we have determined that 

a reasonable approximation of the phase may be obtained using f'trst and second derivative 

filters [1 0 -1] and [1 0 -2 0 1]. While the phase measured in this way is not linear with 
position, it does seem to be monotonic. 

We exploit the multiple resolution pyramid to converge on an object in a coarse to fine 

manner. An image row and an initial column positions in the two cameras are selected for 

convergence. We measure the phase at this row in the two cameras at level 9 of our pyramid. 

The phase provides a shift in each image. This shift is then used to compute the column for the 

next higher resolution level. The process is repeated at each level. The final shift in each image 

is converted from pixels to encoder counts for the vergence motors and pan motors. The sum of 

the shift is used to compute a pan motion for axe 6. The difference is used to compute a 

vergence angle for the two vergence motors. The process repeats for each pair of images which 

are taken by the image acquisition module. 

6. C o n c l u s i o n s  

In this paper we have presented a layered control architecture for a binocular head. We began by 

discussing the principles of layered control. We then presented the mechanical and motor 
control architecture for the LIFIA/SAVA binocular head. 

Section 4 of this paper was concerned with a device level controller. In particular we developed 

the control system for estimating and controlling the device state in terms of a "gaze point" 

which can be used to explore the scene. By defining a virtual head, we are able to provide a 

general head protocol. This head controller should allow algorithms to be easily ported between 

different heads, even when the axes are not configured the same. 

In section 5 we described some preliminary work on measures for controlling focus, aperture, 

and vergence. The measures which we presented are all simple, stable, and of low 

computational complexity. The development of such control techniques are a necessary 

component in the construction of real time active vision systems. 
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