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Abstract. We propose a new stereo vision algorithm for finding circles in a scene. In 
both 2-D images, ellipses are found. The ellipses are matched in order to find circles 
in 3-D space. The method does not require a special camera alignment, instead both 
camera matrices must be known. Some results are presented, showing that the 
method is sufficiently fast and accurate for object recognition. After edge detection, a 
few seconds of CPU time are sufficient to find full circles with standard deviations of  
the order of  1-2% of the radius of  the circles. 

1. Introduction 

We propose to use ellipses as well as straight lines as primities for stereo vision, resulting 
in circles and straight lines in our 3D description. The set of 3-D circles is a significant 
extension of  the traditional, straight line based approach, while the number of  parameters is 
still kept small enough to allow meaningful estimation. In this paper, we will concentrate on 
the ellipse-based stereo algorithm. Some results will be presented. 

For an overview of the relevant literature, see [Bu2]. There is very little reference to stereo 
vision based on parametfized curves of higher order than a straight line. We have only found 
[PP1], where it is mentioned without detail, and [RG1] which is a predecessor to our work. 
The reason for this may be that it is mainly attractive when the curve considered is really a 
primitive of the scene. Such is the case in our work, where cylindrical objects must be recog- 
nized. 

2. Problem Description 

When is circle is seen under perspective projection, the result is an ellipse. Projecting lines 
from the focal point through each point on the ellipse back into 3-D space yields a "cone" 
with an elliptical section. Stereo vision results in one ellipse in each image. However, com- 
puting the section of the "cones" does not lead to a single circle. If the ellipses found were 
exactly correct, we would find the two different interpretations that are possible: the circle 
and a very eccentric ellipse, see Fig. 1. 

Fig. 1. Two interpretations of two ellipses in 
stereo vision. Top: the circle, bottom: an ec- 
centric ellipse. 
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Fig. 2. 100 points on a typical section of inexact 
"cones". Both the circle mad the ellipse are still 
visible. 

1. This work has been conducted as part of the Delft Intelligent Assembly Cell project, partially 
sponsored by SPIN/FLAIR. 
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In general however, the two 2-D ellipses will not be exact, and the axes of  the two "cones" 
will not meet in one point. The section of the two cones will then look like the example in 
Fig. 2., a single curve that is not planar, but instead switches between the circle and the 
eccentric ellipse. Parts of the circle and the ellipse can still be distinguished. Of course, if 
two entirely unrelated ellipses are matched, the section of  the "cones" may well be empty. 

So, the problem of finding 3-D circles through stereo vision can be split into three steps: 
- Finding ellipses in 2-D images. 
- Computing the section of the corresponding "cones". 
- Identifying the circle in each of these sections. 

In this section, we have written "cones" to denote that the set of all lines through one point 
and an ellipse does not, in general, have a circular section. In the remainder of this paper, we 
will just use the word cone assuming that the reader is aware of this. 

3. Overview of the method 

An overview of  the method is shown in Fig. 3. Both images are treated identically by the 
preprocessing steps: edge detection is applied and the detected edges are stored as chain- 
codes representing one pixel thick lines (for the full procedure see [Bull). From these code 
strings, candidate elliptical edges are selected, to which an ellipse fit algorithm is applied. 
The output of this algorithm is a set of an ellipse equations. 

Left, edge detectionL~ellipse selectior 
segmentation [ I ellipse fitting 

I I 

cone ~ uations 

de ction  sel  on Jst  matc n I 
segmentation ] I ellipse fitting ellipses 

Fig. 3. Overview of the ellipse stereo algorithm. 

One of the sets of ellipse equations is first converted to a set of  cone equations using the 
appropriate camera matrix. Then, this set of  cones and the other set of ellipse equations with 
its camera matrix are then passed to the stereo algorithm, which outputs a set of 3-D circles. 

4. El l ipse  select ion and fitting 

In order to determine which ellipses are present in each image, we resort to fitting, but this 
requires that the set of points belonging to one ellipse are identified first. We need to split up 
slrings of  chaincodes, until each string only contains of one ellipse. Accuracy of the fit 
requires that these strings are as large as possible. Splitting based on the derivative of the 
curvature at each part of  the string does not work very well, because of the eccentricity of  
some ellipses. Instead, we apply a simple grammar to the strings and split where the gram- 
mar no longer applies. This algorithm is simple and fast, and works as long as the smoothing 
effect of the edge detector is sufficient to deal with most of the noise on each ellipse. 

Let  c i be a Freeman code for direction i, and ci+ 1 (Ci_l) be the code for the next direction 
(counter-) clockwise. If we use c* to denote zero or more, and c+ to denote one or more 
occurrences of c, a string belonging to an ellipse can either be written as: 

Ci+ Ci_l+)*Ci*(Ci+l+ Ci+)*Ci+l*(Ci+2 + Ci+l+)*... (1) 

or 
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(Ci+ Ci+ l+)*Ci*(Ci.l + Ci+)*Ci_ 1 *(Ci.2+ C i. 1+) * . .. (2) 

Our splitting algorithm tries both grammars (1) and (2) to find out how far from the start of  
the string they apply, and splits the string after the longest of these substrings. This is done 
for each string of chaincodes, repeatedly if necessary. 

To each of the remaining strings of  chaincodes, the fitting algorithm is applied. Let cq..5 be 
parameters of  the ellipse. Then, following [FS1] we minimize : 

min al ' % % % %(au ~'mts x2 + 0tlxl x2 + a2x22 + (Z3Xl + 0t4X2 -t- (X5) (3) 

which, although somewhat biased towards eccentric ellipses, is a good and efficient esti- 
mator of ellipse parameters. If the minimal error per pixel is below a certain threshold, and 
the set of  parameters that minimizes it corresponds to an ellipse (and not another conic sec- 
tion), we accept the ellipse. 

As a final step, we go through the set of  ellipses found to see whether two ellipses can be 
merged, keeping the average error over the union of the pixels below the threshold. This is 
done repeatedly until no more mergers are possible. 

5. Ellipse-based stereo 

Our method is general in that it does not require the two cameras to be parallel. Rather, it 
assumes that each camera can be described by its mapping of world coordinates Yi to camera 
coordinates xi (in homogeneous coordinates, multiplication with a matrix C) 

EXlSX2s s~T = c' Eyl Y2 Y31~ T , (4) 

and that both camera matrices CL and CR are known. Using (4), the set of all world points 
y that correspond to a given camera point (x1~x2) is the line described by the two equations 

(Cl -x lC3)  .y = 0 and ( C 2 - x 2 C 3 ) " y  = 0 (5) 

where y is the column vector (yl,ye,y3,1) T and C1, C 2 and C 3 are the rows of C, see e.g. 
[Hol].  The line corresponding to (5) can also be written in parameter form, as is show for 
instance in [BB1]. In [Bu2], we derive how an ellipse cone equation can be obtained of the 
from 

( C  3 . y )  2 = ( t  1 . y )  2 +  ( t  2 . y )  2, (6) 

where y is the coordinate vector in homogeneous coordinates. 
Let E L be the equation belonging to the left ellipse and camera matrix. We can obtain a 

number of  points on the right ellipse, and, by solving E L with (5) and (6) for these 2-D 
points, obtain a set of 3-D points Pi on the section. An example of such a set is shown in Fig. 
2. Of  course, it is possible that such a set could not be found, in which case we decide that 
the two ellipses didn't match. 

Subsequently, we try to identify planes in the point set. We do that by moving a window of 
width n over the set of points, trying to fit a plane to Pi, Pi+l"Pi+n-1 �9 If  one or two such 
planes can be found, we try to fit a circle to all points in each plane. If  two circles can be 
found, we keep the best. If  only one circle can be found, it is presumed to be the correct cir- 
cle. Else, we decide that the two ellipses don't match. Both the plane fit and the circle fit are 
least squares fits. The circle fit returns a measure of  fit: the average relative distance of each 
point to the circle (which is zero for a perfect fit). 

This implies that there are a number of parameters to the procedure: the number of points 
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N used to describe one ellipse, the size n of the plane fitting window, the thickness d, nax 
allowed to such a plane (distance beyond which points are no longer considered part of  the 
plane), and a maximum error e allowed for each circle found. Except for plane thickness 
these are relative parameters and depend only on the noise. 

6. Constraints 

The process of stereo matching can be sped up considerably by the use of constraints. Our 
current implementation uses the following constraints explicitly: 

- The epipolar conslraint. This well-known constraint indicates that points in one image 
can only match points on a single line in the other image. This line is the section of the plane 
of the other image with the plane through the point and the centres of projection, see [Hol]. 
In our implementation it is applied to ellipse centres: if the centres of two ellipses are not 
within a given distance of an epipolar line, they are not considered in the matching process. 

- The similarity constraint. Most structures in one image look almost like corresponding 
structures in the other image, if that image is obtained from a viewpoint which is too distant 
(which is usually the case in stereo vision). If difference in length of the major axes of two 
ellipses is not below a certain threshold, a match is not considered. 

- Spatial constraints. Only ellipses within a specific volume in space are accepted. Because 
of  our application, we now very well where real ellipses can be. 

7.  R e s u l t s  

The algorithm has been implemented and applied to a number of tests, using the following 
parameter values: N = 100, n = 5, d = 4 mm, e = 0.15. The principle of the method is illus- 
trated in Fig. 4. Shown are: the stereo pair, edges extracted from each image, ellipses found 
in each image and the circles found, projected back into the scene. The object shown is one 
of the test objects in our project, with four circles of  which three are partially visible. Note 
that only the top side of the discs at each end are found, which is sufficient for recognition. 
The object is about 10 cm wide and 5 cm high, and is one of the largest parts in the cell. Both 
cameras were placed at 65 cm from the scene, 12 cm apart, without any special alignment. 
Instead, the camera matrices were obtained using a robot controlled calibration procedure. 

Processing was done using a Sun 4/330 workstation using 512"512 images. For edge 
detection about 25 s of image processing were required, chaincode handling and ellipse fit- 
ting took 1 s and the ellipse stereo algorithm 0.2 s (CPU times). Note that the image process- 
ing time is independent of scene complexity and can be improved upon using edge detection 
hardware. 

An analysis of  the accuracy of the method can be found in [Bu2]. The figures show that the 
method allows position estimates of  circle centres with a standard deviation of  the order of 
1% of the circle's radius. The standard deviation of radii is about 1.7%. Orientation angles 
show standard deviations of the order of 1 degree. Further research is needed for quantitative 
analysis of the performance of the algorithm where ellipses are only partially visible. A sig- 
nificant increase of errors is to be expected. Furthermore, the integration of ellipse based ste- 
reo in the full stereo vision system needs further evaluation. 

8.  C o n c l u s i o n s  

We have described a stereo vision system using ellipses in images, representing circles in 
3D. It is based on an algorithm to find ellipses or partial ellipses in gray value images, and an 
algorithm to find the circle in 3D corresponding to two ellipses. The algorithms proves to be 
sufficiently fast and accurate for use in robot vision. Speed improvements may be obtained 
using edge detection hardware. The performance of the stereo algorithm where ellipses are 
only partially visible must still be investigated quantitatively. 
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Original Edges detected Ellipses found 

Fig. 4. The stereo algorithm applied to a 
cylindrical part. The first and second row 
above show the steps as each image is pro- 
cessed. Note that there is no special camera 
alignment. On the right the circles found 
are drawn in one of the images, including 
normal vectors. 
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