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1 I n t r o d u c t i o n  

This paper describes an algorithm for reconstructing surfaces obtained from a sequence of 
overlapping range images in a common frame of reference. It does so without explicitly 
computing correspondence and without invoking a global rigidity assumption. Motion 
parameters (rotations and translations) are recovered locally under the assumption that 
the curvature structure at a point on a surface varies slowly under transformation. The 
recovery problem can thus be posed as finding the set of motion parameters that preserves 
curvature across adjacent views. This might be viewed as a temporal form of the curvature 
consistency constraint used in image and surface reconstruction [2, 3, 4, 5, 6]. 

To reconstruct a 3-D surface from a sequence of overlapping range images, one can 
at tempt  to apply local motion estimates to successive pairs of images in pointwise fashion. 
However this approach does not work well in practice because estimates computed locally 
are subject to the effects of noise and quantization error. This problem is addressed 
by invoking a second constraint that concerns the properties of physical surfaces. The 
motions of adjacent points are coupled through the surface, where the degree of coupling is 
proportional to surface rigidity. We interpret this constraint to mean that  motion varies 
smoothly from point to point and at tempt to regularize local estimates by enforcing 
smooth variation of the motion parameters. This is accomplished by a second stage of 
minimization which operates after local motion estimates have been applied. 

The remainder of this paper will focus on the key points of the algorithm, namely: 
how the problem of locally estimating motion parameters can be formulated as a convex 
minimization problem, how local estimates can be refined using the motion consistency 
constraint, and how the combination of these two stages can be used to piece together 
a 3-D surface from a sequence of range images. An example of the performance of the 
algorithm on laser rangefinder data is included in the paper. 

2 R e c o v e r y  o f  L o c a l  M o t i o n  P a r a m e t e r s  

Our approach is based on the minimization of a functional form that measures the sim- 
ilarity between a local neighbourhood in one image and a corresponding neighbour- 
hood in an adjacent image. Following the convention of [6], we describe the local struc- 
ture of a surface S in the vicinity of a point P with the augmented Darboux frame 
2)(P) = (P, Mp,.]~p, Np,~Mp,~./~p), where gp is the unit normal vector to S at P, 
Mp and ~4p are the directions of the principal maximum and minimum curvatures re- 
spectively at P, and gMp and ~ p  are the scalar magnitudes of these curvatures [1]. 
Now let x and x t be points on adjacent surfaces S and S ~ ~,'ith corresponding frames 
:D(x) and :D(x'), and let ~2 and T be the rotation matrix an i translation vector that 
map x to x ' ,  i.e., x '  = $2x + T. The relationship between :D(x) and D(x ')  is then 
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:D(x') = T( / ) (x) , /2 ,  T),  

where T 0 is defined as follows: 

(1) 

x' =$2 x + T  Mx, = / 2  Mx .Atfx, = /2 .A4x  (2) 
Nx, = / 2  Nx  ~r ~-- #r I~-AAX, = K2*4X 

The task is to find/2 and T such that ]]:D(x)-:D(x')H is minimum. However, for reasons 
of uniqueness and robustness which are beyond the scope of this paper, the minimization 
must be defined over an extended neighbourhood that includes the frames in an i x i 
neighbourhood of x, 

min ~-'~ I I~i (x ' )  - 7-(79i(x) , /2 ,  T)II. (3) 
aT "7" 

If an appropriate functional DaT can be found that is convex in/2  and T, then these 
parameters can be  easily be determined by an appropriate gradient descent procedure 
without explicitly computing correspondence. Let A C S be a patch containing a point 
x and :Di(x) a set of frames that describe the local neighbourhood of x. The patch A is 
now displaced according to /2  and T. Specifically, we claim that if 

1. /2 and T are such that the projection of x on S '  lies somewhere on the image of ),, 
A' on S' ,  

2. A meets existence and uniqueness requirements with respect to :Di(x), 
3. A is completely elliptic or hyperbolic, 

then a DOT can be found that is convex. We define DaT as follows: 

~ 3+ I~Mx, lu  I~Mx,,I + I~x , I  + I~x , , I  
DaT 

, %  

- -  ( Mxi " Mx'i) 2 - (.h4xl" .A4x'I) 2 - ( Nxi " Nx'i)2 ~ (4) 
J 

where  (gMxl ,  IC.MXi , Mxl, .Mxl, Nxi), and OCMx,,, ~ x , , ,  Mx,i, .Mx,i, Nx,i) are the com- 
ponents of :Di(x) �9 S and :Di(x') �9 S' respectively. 

An algorithm for the local recovery of /2 and T follows directly from (4) and is 
described in [8]. Given two range images R(i, j) and R'(i, j), the curvature consistency 
algorithm described in [2, 3, 4] is applied to each image to obtain :D(x) and :D(x') for 
each discrete sample. Then for each point x for which/2 and T are required, the following 
steps are performed: 

1. Obtain an initial estimate of [2 and T. This can either be provided by a manipulator 
system or estimated from the velocity of an object in motion. It is assumed that  DaT 
is convex in the vicinity of ~ and "~. 

2. Minimize DaT for each parameter of /2  and T,  i.e. 0x, 0v, 0z, Tr, Ty, and Tz using 
an appropriate gradient descent procedure. 

3. Apply the resulting/2 and T to ~D(x) to obtain ~D(x'). Validate the result by checking 
the compatibility of the local neighbourhood of ~D(x') with that of ~D(x). 



224 

3 3 - D  S u r f a c e  R e c o n s t r u c t i o n  

A brute force solution to the 3-D reconstruction problem would be to estimate s and 
T for each element of R(i, j) and map it to R'(i, j), eliminating multiple instantiations 
of points in overlapping regions in the process. However a more efficient and effective 
approach is to determine s and T for a subset of points on these surfaces and then 
use the solutions for these points to map the surrounding neighbourhood. Besides being 
more efficient, this strategy acknowledges that  solutions may not be found for each point, 
either because a point has become occluded, or because a weak solution has been vetoed. 
Still, as proposed, this strategy does not take the behaviour of real surfaces into account. 
Because of coupling through the surface, the velocities of adjacent points are related. A 
reasonable constraint would be to insist that variations in the velocities between adjacent 
regions be smooth. We refer to this as motion consistency and apply this constraint to the 
local estimates of s and T in a second stage of processing. However, rather than explicitly 
correct for each locally determined s and T,,  we correct instead for the positions and 
orientations of the local neighbourhoods to which these transformations are applied. 

3.1 Motion Consistency 

The updating of position and orientation can be dealt with seperately provided that cer- 
tain constraints are observed as there are different compositions of rotation and transla- 
tion that can take a set of points from one position to another. While the final position 
depends on the amount of rotation and translation applied, the final orientation depends 
solely on the rotation applied. This provides the necessary insight into how to separate 
the problem. 

Within the local neighbourhood of a point P we assume that the motion is approxi- 
mately rigid, i.e. that the motion of P and its near-neighbours, Qi, can be described by 
the same s and T. The problem, then, is to update the local motion estimate at P, s 
and Tp, given the estimates computed independently at each of its neighbours, s and 
Ti. Since motion is assumed to be locally rigid, then the relative displacements between 
P and each Qi should be preserved under transformation. One can exploit this constraint 
by noting that 

Pl -" qli -{- rll, (5) 

where Pl and qll are vectors corresponding to P and Qi in view 1, and rll is the relative 
displacement of point P from point Qi. It is straightforward to show that the position of 
P in view 2 as predicted by its neighbour Qi is given by 

p21 = s (qll - Ti) Jr- s . (6) 

A maximum liklihood estimate of P can be obtained by computing the predicted 
position of P for each of its neighbours and taking a weighted mean, i.e., 

p = E =I w p2, 
, r; 

E'=I Wi 

where the w, take into account the rigidity of the object and the distance between 
neighbouring points. The weights w, and the size of the local neighbourhood determine 
the rigidity of the reconstructed surface. In our experiments a Gaussian weighting was 
used over neighbourhood sizes ranging from 3 • 3 to 11 x 11. 

The second part  of the updating procedure seeks to enforce the relative orientation 
between point P and each of its neighbours Q,. However, under the assumption of locally 
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rigid motion, this is equivalent to saying that each point in the local neighbourhood 
should have the same rotation component in its individual motion parameters. Of course 
one cannot simply average the parameters of D as in the case of position, l~ ta t ion  
parameters are not invariant with respect to reference frame. To get around this problem 
we convert estimates of Y21 into their equivalent unit quaternions Qi [9, 7]. The locus of 
unit quaternions traces out a unit sphere in 4-dimensional space. One of their desirable 
properties is that metric distance between two quaternions is given by the great circle 
distance on this sphere. For small distances, which is precisely the case for the rotations 
associated with each Qi, a reasonable approximation is given by their scalar product. 

The computational task is now to estimate the quaternion at P,  Qp ,  given the quater- 
nions Qi at each Qi by minimizing the distance between Qp and each Qi. Using standard 
methods it can be shown that the solution to this minimization problem amounts to an 
average of the quaternions Qi normalized to unit length. An example of the effect of 
applying these updating rules is shown later on in this section. 

3 .2  E x p e r i m e n t a l  Resu l t s  

The reconstruction procedure that we use can now be summarized as follows: 

1. Selection of tokens. A set of points that spans the surface S and the frames ~)i(x) 
corresponding to the local neighbourhoods of each are selected. 

2. Estimation of local correspondence. The algorithm described in Section 2 is applied 
to each candidate point to estimate $2 and T. 

3. Mapping of ~q into S ~. Each point on 8 is mapped into ,.q~ according to the /2  and T 
of the closest token point that has a valid correspondence in S ~. 

4. Application of motion consistency. The updating rules for position and orientation 
are applied to the data mapped in the previous step. 

Some results from our motion estimation and reconstruction procedure are now pre- 
sented. Figure 1 shows three views of an owl statuette obtained with a laser rangefinder 
in our laboratory and taken at 0 ~ 450 and 90 ~ relative to the principal axis of the owl. 
The effects of the motion consistency constraint are shown next in Figure 2a and b. In 
this experiment local estimates of /2  and T are used to map the surface of the 0 ~ view 
into the coordinates of the 450 view. As can be see in Figure 2a, small perturbations due 
to noise are evident when the constraint is not applied. Figure 2b shows that  application 
of this constraint is very effective in correctly piecing together adjacent surface patches. 
The algorithm is now applied to the three range images in Figure 1 and the results shown 
in Figure 2d. Next to it in Figure 2c is a laser rangefinder scan of the owl taken from the 
viewpoint at which the reconstructed surfaces are rendered. As can be seen, the three 
surfaces align quite well, especially considering that the surfaces of the object are smooth 
and the displacement angles large. 

4 C o n c l u s i o n s  

In this paper we have sketched out an algorithm for reconstructing a sequence of over- 
lapping range images based on two key constraints: minimizing the local variation of 
curvature across adjacent views, and minimizing the variation of motion parameters 
across adjacent surface points. It operates without explicitly computing correspondence 
and without the invoking a global rigidity assumption. Preliminary results indicate that 
the resulting surface reconstruction is both robust and accurate. 
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Fig. 1. Laser rangefinder images of an owl statuette at (a) 00, (b) 450 and (c) 90 ~ Resolution 
is 256 x 256 by 10 bits/rangel. 

Fig.  2. First pair of images: Surface of the owl at O* rotation mapped into the coordinates of 
a second frame at 45 ~ using local motion estimates. (a) Motion consistency not applied. (b) 
Motion consistency applied. Second pair of images: (c) A laser rangefinder image rendered as a 
shaded surface showing the owl from the viewpoint of the reconstructed surfaces shown next. 
(d) Reconstruction of three views of the owl taken at 00, 45 ~ and 90 ~ and rendered as a shaded 
surface. 
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