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Abstract. We present a practical existentially unforgeable signature 
scheme and point out applications where its application is desirable. 
A signature scheme is existentially unforgeable if, given any polynomial 
(in the security parameter) number of pairs 

where S(m)  denotes the signature on the message m, it is computa- 
tionally infeasible to generate a pair ( m k + l ,  S(mkt1)) for any message 
mk+l $! { m l , ,  . . mk}. We have developed a signature scheme that re- 
quires at most 6 times the amount of time needed to generate a signature 
using RSA (which is not existentially unforgeable). 

1 Introduction 

Consider the problem of providing a “receipt” for data stored in a docum.ent 
repository, where the data  can be of arbitrary form, much as one is provided 
with a claim check a t  a left luggage counter. In the most simple implementation, 
the receipt should just be a pair consisting o f  an identifier and a signature on 
this identifier. If the signature scheme is existentially forgeable,  then anyone can 
produce what appears to  be a valid receipt, or claim check; an existentially 
unforgeable signature scheme prevents this. 

In order to  ensure that the retrieved document is authentic, it should be 
signed by the owner. Suppose, for example, that  the document is a will. If the 
signature is computed using an existentially forgeable scheme, then the will can 
be challenged by anyone producing a possibly nonsensical “will” and a signature 
on this “will.” However, with an existentially unforgeable signature scheme any 
signed document, nonsensical or otherwise, has necessarily been signed by the 
claimed signer. 

Our interest in finding efficient existentially unforgeable signature schemes 
comes from the problem of signing FAXed documents. Since FAXed documents 
have received legal standing in court, it  is essential to  find a signature scheme 
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appropriate to this environment. Let D be a document, let h be a collision- 
intractable hash function, and let S be a signing function. Assume the sender 
sends to  the receiver D ,  h (D) ,  S (h (D) ) .  Even if the receiver can check that the 
document has been correctly hashed and that the signature on the hash is valid, 
once D is printed out on a FAX machine there is no way to  re-capture D from the 
printed image. For example, scanning the printed image optically will probably 
produce some D’ # D ,  since the scanned image may be slightly tilted, or dirty, 
etc. Either the receiver must have a small disk drive, or even a tape drive on 
which to  store D ,  or some other party must store the data and issue a receipt 
to the receiver. In particular, the (not necessarily trustworthy) sender could 
store the data; the receipt could be the pair ( h ( D ) ,  S (h (D) ) ) .  Since h ( D )  looks 
“random,” the signature scheme must be existentially unforgeable, otherwise, as 
in the claim check example, anyone could generate what appears to be a valid 
receipt3. 

In this paper we present an efficient existentially unforgeable signature scheme 
which we believe is the first practical one. The security of the scheme relies only 
on the RSA assumption: it  is computationally znfeasible t o  extract p th  roots mod 
N ,  where p is a prime and N is a product of two large primes. The cost of 
implementing our scheme is close to  that of RSA: for all reasonable parameters, 
the cost of signing and verifying is only six times that of RSA. Thus in almost 
every scenario where it is feasible to apply RSA it should be feasible to use our  
scheme. 

The paper is organized as follows: in the next section we describe the history 
of digital signatures, emphasizing work relevant to our scheme. In Section 3 the 
scheme is presented. Section 4 provides the outline of the proof of security. In 
Section 5 we describe how to use the proposed scheme in the context of signing 
FAXes . 

2 Related Work 

Since the introduction of the concept of digital signatures by Diffie and Hellman 
[3] and the first proposals of candidates for implementation [13, 171 the subject 
has been widely studied. We briefly outline the major developments (not neces- 
sarily in chronological order), especially those pertaining to  the scheme proposed 
in this paper. 

Goldwasser, Micali, and Rivest [lo] formalized the notion of security of a 
signature scheme. The highest form of security they proposed was called exzs- 
tentially unforgeable under an adaptive chosen plaintext attack. In this attack 
the adversary (or forger) gets to see a signature on any message of its choice, in 
an adaptive manner. The forger has then to produce, without the cooperation 
of the signature algorithm, a signature on one message that was not previously 
signed. (See exact definition in [lo]; we use their definitions in this paper.) This 

Actually, a t  the cost of complicating the protocol, we can assume h is chosen, by the 
receiver, from a family of universal one-way hash functions [15]. This is discussed 
further in Section 5. 
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notion was considered too strong for practical purposes, but as the application 
to signing FAXed documents briefly sketched in the Introduction shows, it does 
appear in the L‘real-worldll. The RSA [17] and Rabin’s [16] schemes are known 
to be not existentially unforgeable. 

The implementation of an existentially unforgeable signature scheme sug- 
gested in [lo] was based on the hardness of factoring. Constructions based on 
weaker assumptions (trapdoor permiitation, 1-1 one-way functions and one-way 
functions) were given in [l,  15, 181. These schemes are all rather inefficient. For 
instance, the scheme in [lo] employs a tree whose height is proportional to  the 
length of the message (or some digest of it). [15, 181, who use Merkle’s authen- 
tication tree method [12], need a tree whose height is a least the logarithm of 
the total number of messages signed by the system. Signing and verifying both 
involve tracing a path from the root to a leaf, where moving from node to  node 
is quite expensive (e.g. an RSA computation in [lo], as optimized in [9]). 

Our scheme employs a tree as well. However it is very shallow one; in a 
lifetime of a system it is very unlikely to need more than three levels. 

There are several constructions of one-time or fixed-time signature schemes 
that are existentially unforgeable. (One-time means that the public key is good 
for one signature only; fixed-time means that there is an a priori upper bound on 
the number of messages the scheme can sign. The size of the public key is usually 
related to this number.) These are the original Lamport scheme (described in [3] 
and used in [12, 15, IS]). This requires as many invocations of a one-way function 
as there are bits to  be signed (Some improvements are known). The scheme of 
Bos and Chaum [2] can be considered as a fixed-time signature scheme. The size 
of the public information needed grows at least as fast as the square root of the 
number of messages the scheme should be able to sign. See more about it below. 

Even, Goldreich, and Micali [5] tried to combat the computational cost of 
signature schemes by distinguishing between on-line and off-line computation. 
Their scheme requires extensive pre-computation, “between” signing of different 
documents, but the on-line computation required for signing is very efficient. 
The size of a signature is rather large. 

The El-Gamal scheme [4] relies on no cleanly specified function; moreover, 
given a legitimately signed document in that scheme, i t  is possible to generate 
other legitimate signatures and messages and thus is not existentially unforge- 
able. The scheme of Fiat and Shamir [7], and its descendants [8, 14, 191, are very 
efficient, since, unlike RSA and related schemes, they do not require modular 
exponentiation. However, they do require that the “one-way hash” function ac- 
tually be something stronger, more like a black-box random function (no precise 
definition of the assumptions needed appeared), None of them is known to be 
existentially unforgeable. 

Most of the ingredients of our scheme have appeared before; the contribution 
of this work is merely in finding the right mixture that makes the full scheme 
efficient. The idea of using exponentiation to  hide information appears in the 
original RSA signature scheme [17]. Fiat and Shamir employ the subset product 
technique for signing [7]. Merkle [la] suggested the tree authentication scheme, 
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but in his scheme the tree cannot be shallow. The scheme in [2] is similar in 
spirit to  the one-time version of our scheme used in every node. Bellare and 
Micali [l] suggested a tree based scheme where nodes are “revived” by choosing 
a new trapdoor permeation which, in turn, is authenticated by the parent, of the 
current node. Our scheme can be seen as an efficient way of performing this, by 
replacing the trapdoors of [l] with “masks” from the Fiat-Shamir scheme [7]. 

3 The Scheme 

3.1 Outline 

In rough outline, the scheme works as follows (details are given in t,he next 
section). Every signer s has, as in any signature scheme, a pair of keys. The 
public key is used to verify the signature on messages supposedly signed by 
i. The private key contains information known only to s, and is used by s to 
compute signatures of given messages. 

The signer maintains a short, very bushy tree. Every message is associated 
with a leaf of the tree. Thus, the tree will be quite large; however, as we shall 
see, at  any time the signer need only store information associated with a single 
root-leaf path in the tree. For concreteness, we take the outdegree of the tree to 
be I = 1000. If the tree is of height 3 then it has a billion leaves, (which should be 
sufficient to  sign all the message’s s should desire). Associated with every node is 
a 1000-bit number. This number is random for all internal nodes and a message 
for the the leaves. Assume all messagcs have length at most one thousand hits 
(larger messages may be hashed down to this length or broken into pieces, with 
each piece signed individually). A signer’s public key is an integer N ,  the product 
of two large primes, and yrOot ,  the random number associated with the root of 
the tree. (yVoot can be the same for all signers, as long as it chosen as a random 
1-bits number initially.) At first all leaves are unused. To sign a message m, the 
signer associates m with the leRmost unused leaf, say wI  and authenticates the 
path from the root to w .  That is, starting with the root, for each step along the 
(length 3) path from root to leaf, the signer authenticates the string associated 
with the child, using the string associated with the parent. This is done via a 
basic authentication step which involves using subset product [7] and extracting 
pth roots [17]. 

Intuitively, the reason the scheme is practical is that we have found a way to 
“re-use” an internal node many times (once for each leaf in the subtree rooted 
at this node). 

Common to all users (signers and verifiers) are two lists: P contains one 
thousand primes, and X contains one thousand random strings. Let be an 
internal node in the tree, with associated string y,,, and let w be the j t h  child 
of v .  In the basic authentication step we use the bits of the string associated 
with w to  select elements of X .  We compute the product of yv and the selected 
elements. Finally, we compute the pjth root of this product. Note that) since the 
values associated with the internal nodes are all random, there is virtually no 
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chance that any two such strings are identical. Thus, we never use the same y,,, pj 
pair twice in a basic authentication step. This is critical in obtaining existential 
unforgeability. 

3.2 Detailed Description 

Let 1 be the security parameter of the scheme ( I  should be such that i t  is infeasible 
to factor I-bit numbers). In practice we would take I to be about 1000, though of 
course we can take it to  be larger. There are two sets X = {zl, 2 2 , .  . . ,XI} and 
P = { p l , p ~ , .  . . , p l }  of integers. The pi ’s are random integer of length at most 1. 
The pi’s are primes, they can be either the 1 smallest primes or 1 random primes 
of length I (This depends on the RSA assumption we are making, whether it is 
“ it is hard to  ext,ra.ct pth roots mod N for small p” or ” i t  is hard to  extract pth 
roots modN for random p”). These lists are fixed and the same for all signers. 
All signers and verifiers should have access to  them. 

Each signer maintains a tree of height d and outdegree 1 .  As mentioned above, 
d need not be larger than 3, since I d  is a lower bound on the number of messages 
it is possible to sign. Associated with each internal node v is an /-bit number yu. 
Associated with each leaf is an 1-bit string representing a message of up to  I bits. 
The value associated with the root, yroot, is random and is part of the public 
information, like P and X. The value associated with a non-root internal node is 
chosen at random and on the fly, and is authenticated in a basic authentication 
step that uses the (authenticated) value associated with the parent node. The 
y’s within any given tree must be distinct; there is virtually no chance that the 
same y will be chosen twice. Similarly, a message, which is conceptually just a 
value associated with a leaf, is authenticated using the the value stored at the 
parent node. The full signature of a message is the path from the root to  the 
leaf, together with the basic authentication steps for all values associated with 
the nodes along the path. 
The public key: the public key of each signer s is a number N 3 ,  where N ,  is 
an I bit number which is a product of two primes. It is important t o  chose the 
primes at  random (and of course independent of the list X). 
The basic authentication step: For the basic authentication step at, a non- 
root node v, let y,, be the value associated with u (a message, if u is a leaf), 
and let z,, be the value associated with the parent of v. We use the bits of yu as 
selectors of the elements of X.  Let y,i denote the ith bit of y,,, for 1 5 i 5 1. Let 
v be the j t h  child of its parent. Then auth(y,) is given by 

The authentication of y,, can be verified as follows. Given a string cy pur- 
ported to  be auth(y,), and given also z,, , y,, j ,  and the public lists P and X,  one 
computes 

z ,  n zi modN, 
y , , = l  
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and checks that it is equal to ~ P J  mod N , .  
A signature of a message rn associated with leaf w is composed of m, the 

path from the root to  w (i.e. the indices of the children), and for each node v 
along the path (excluding the root and including w), yv (the value associated 
with v)  and its authentication, as computed in the basic authentication step just 
described. The signature is verified by verifying the basic authentication steps 
for all the nodes on the path. 

3.3 Computational Requirements: 

The complexi ty  t i m e  of signing 
Signing a message involves 

- d RSA computations (i.e. exponentiations mod N b )  
- d subset multiplications, i.e. multiplying a random subset of I numbers. This 

is roughly equivalent to  modular exponentiation. 

Since we can assume that d = 3, we say that the complexity of the scheme is six 
times that of RSA. The complexity of verifying a signature is similar. 
Size of signature 

A valid signature consists of d numbers, each I bits long, plus d numbers to 
describe the path from the root to the leaf which are log1 bits each. Therefore 
the size of a signature is roughly 6 times that of RSA. 
Size of public key and storage requirements 

The size of public key is an I-bits number (similar to  RSA). A cost that  
RSA does not have is the storage of the lists X and PI common to all users, 
which require 212 bits altogether. This is roughly 1,000,000 bits which should 
be accessible to every user. This is feasible if both signer and receiver are a 
“full” computer, but may be an obstacle in using the scheme in a smartcard 
environment. However, as smartcards are getting more powerful, storing 128K 
bytes in ROM on a smartcard is not impossible. 

Apart from the lists X and P ,  the memory needed to run the signature 
scheme is not large, one should essentially maintain a path from the root to a 
leaf, i.e d log l  bits. 

3.4 Remarks on Implementation 

Consider a particular path in the tree. Since the tree is of height 3, the path 
has 3 internal nodes: the root, and two others, say, v and w. Let yroot, yv, and 
yw be the values associated with these internal nodes. Then, although the first 
time a message associated with a child of w is signed, the signer must perform 
the computation needed to  authenticate yw using yv ,  this information can be 
saved and used for the remaining I - 1 [about 1000) messages associated with 
children of w. Similarly, the authentication of yu using yroot can be  re-used l 2  
times (about 1,000,000 times). 
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The pi’s may be chosen to be small in order to  speed up verification of a sig- 
nature. Furthermore, Fiat [6] suggested a way of amortizing RSA computation. 
His method fits very well with our scheme, since we use different roots anyway. 

Other suggestions to speed up RSA and the Fiat-Shamir signature scheme are 
applicable to  our scheme as well. The signer can do its computation modulo each 
of the factors of N ,  separately and combine them using Chinese remaindering. 
To speed up the subset product one can pre-process the list X and partition 
X to  small sets and for every set compute all products of its subsets. This can 
decrease significantly the time spent on the subset multiplication. 

4 Security of the Scheme 

Our definition of security is that of Goldwasser, Micali and Rivest [lo]. We only 
sketch why the proposed scheme obeys this definition. The proof of security 
is by showing that the ability to  generate a single (m,S(m)) pair, even for a 
nonsensical m, for an m on which the signer was not explicitly asked to  sign, 
violates the RSA assumption: it is computationally infeasible to extract pth roots 
mod N ,  where p is a (random) prime of length 1 and N is a product of two large 
primes chosen at random, also of length 1. 

Intuitively, the security of the scheme rests on the important observations 
made in [20] and [7]: 

- Having a black box that computes xl/P1 mod N for random x does not help 
in evaluating x1/P2 mod N, if pl and p2 are relatively prime. 

- For numbers X I ,  22, . . .XI, for arbitrary subset S c { 1,. . . , I} and random 
y E ZN the value of (y ni,, xi)”’ mod N yields no information about any 
of the xiiP. 

Suppose that the scheme can be broken, i.e. there is a algorithm A that  
operates in time T and has probability p of breaking the scheme. We show that 
there is an algorithm B that works in expected time O ( T )  and can extract pth 
roots with probability at  least p/12. 

The input to B is 2, N and p .  The algorithm consists of two phases, a pre- 
processing phase where the public key and public information are generated, 
and a simulation phase where the algorithm A is simulated on the public key 
generated in the previous phase. 

If a tree based scheme (i.e a system where parents vouch for the authenticity 
of there children) is broken, then there must be the first time an illegitimate value 
(i.e. a value not authenticated by the signer) is authenticated at  some node w. 
we can guess with probability 1/1 at which child 1 5 j 5 1 of w this will occur. 
Furthermore, we can guess with probability at least 1/1 an index 1 5 i 5 1 where 
the legitimate value authenticated with T O  and j and the forged value differ. 
Preprocessing phase 

1. Choose random 1 5 i 5 I and 1 5 j 5 1. 
2. Set N ,  = N .  
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3. Choose random I-bit primes p l ,  p2 ,  . . . ~ j - ~ , p j + l ,  . . . P I .  Set pj  = p and let 

4. To choose 21, x2,. . . xi-1, zi+l, .  . .xl, generate I - 1 random values in ZN. 
and raise them to the power p l  - p ~  . .  .pl  modulo N , .  Thus all the pkth roots 
of the elements X \ (26) are known and can be computed efficiently. Choose 
zi to  be (~.z)Pl"'P~-~.p~+l..'P~ mod N , ,  for a random T E Z N , .  The important 
thing to note is that given z:"' it is possible to extract (T . %)'/Pi from it  
(see [20]) and hence x. 

5. We now determine y, for all internal nodes w tha,t are ancestors of the first T 
(the upper bound on the number of steps of d) leaves. The tree is constructed 
bottom up. Our intuition is: given that w is the j t h  child of its parent, then 
- if yv; = 1 then z, (the value associated with the parent of w) should be 

- if y,i = 0, then z ,  should be chosen as ,BE1.Pz"'f" for random p,, E ZN,  . 
Though the above procedure suggests a bottom-up method for choosing the 
yv,  we prefer the following two steps description: start with assigning random 
bits b, E ( 0 , l )  as the values of the y,;'s (i.e. the ith bit of y,) to  all the 
nodes u of the tree. Note that for a leaf u ,  b, is necessarily a guess, and is 
correct with probability 1 /2 .  However, all the other b,'s will indeed be the 
values of y,;. 
Given an assignment 6, to yui for all node u ,  it is possible to  quickly find a 
solution to  the yu's togelher with the appropriate P,'s satisfying the require- 
ment that yvi = bv's for all internal nodes w: choose ,& € Z N .  at random and 
set y, by the rule above. With probability 1/2 yvi = b,  (i.e. it has the right 
y,j). If they are equal, then accept yv and continue with the preprocessing; 
otherwise, repeat until successful. 

p = { P l , P 2 , .  . . lP l} .  

chosen as ,B{~'P~.''P~/x; for random ,Bv E Z N ~ .  

6. Fix yToot as the value the above procedure gave to the root. 

Before we proceed in describing the simulation we should note that in the 
description above there is an inaccuracy: we choose values z E ZN at random 
(where z stands for either the z k ' s  or the yv's), whereas in a regular execution 
of A it should be that z is a random I-bit number. This can be corrected by 
replacing z by a random z' of length 1 such that z = z' mod N .  However, this 
gives a certain advantage to the z ' s  such that z > (a7  mod N )  (since there are 
fewer 2"s that z = 2' mod N ) .  Hence we reject such Z'S (and repeat the process 
we used to choose it) with probability proportional to their bias - m. This 
cannot increase the expected work by more the a factor of 2. 
The siinulatioii  

1. present A with ( X ,  P, N , ,  yroot) as determined in the preprocessing phase. 
2. Start the simulation of A; at every step t ,  A provides the signer with a 

message mt and requests a signature. The algorithm A receives as requested 
a signature on mt using the path to  the t t h  leftmost leaf of the tree chosen 
in the preprocessing. The signature is generated according to  the following: 
- To handle a node which is not the j t h  child of its parent is not a problem, 

since we can ext,ract all pkth roots when k # j. 
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- TO handle a node which is a j t h  child but is an internal  node can also 
be done easily because of the way yv was chosen in step 5 in the prepro- 
cessing phase. 

- When handling a leaf u that  is the j t h  child of its parent v, then with 
probability 1/2 the incorrect 6 ,  was chosen (i.e, not fitting the i th bit of 
the message mt for which A requests a signature). In this case 

0 Rewind A for j steps back, to a stage just before parent v is used 

Choose a new value to b, at random. 
0 Choose a new value y v l  where 

for the first time. 

is the parent of u; the value of y, 
should obey the restriction b, on yvi imposed in the preprocessing 
step, thus preventing further propagation of the rollback. 

As discussed below, the rewinding may increases the expected run-time 
by a factor of at most two. 

Claim 4.1 T h e  distribution the A i n  the s imulat ion witnesses (i.e. the  signa- 
tures)  is the  same distribution A sees in a regular execution. 

Proof. The lists X is of l numbers uniformly chosen from the I-bits numbers. The 
list P is a list of 1 primes of length I ,  given that the input p was chosen at  random 
(which is our assumption). All the yv are uniformly distributed /-bits numbers. 
Hence, by induction on the number of steps the distribution A witnesses in the 
simulation is the same as in a regular execution. 

Claim 4.2 T h e  expected t i m e  t o  r u n  the s imulat ion i s  O ( T ) .  

Proof. There are two possibilities that may force us to  spend more time than 
T :  one is Step 5 of the preprocessing phase where we may fail in choosing y, 
that  satisfies the requirement on y,i. However this happens with probability 1/2 
and hence doubles the expected amount of work. The second possibility is in 
Step 2 of the simulation, where we may have to  rewind A for j steps. However, 
as before, this happens with probability 1/2 and forces an expected increase of 
2 j / i  5 2 of the work. 

Claim 4.3 T h e  probability of success i s  at least p / i 2 .  

Proof. Since the A in our simulation sees the same distribution as in a regular 
execution, the probability it breaks the system is p. furthermore, the distribution 
A in the simulation sees is independent of i and j chosen by 8. If a A breaks the 
signatures scheme there is the first time an illegitimate value is authenticated 
by some node w. By illegitimate we mean that the signer in the simulation 
authenticated a different value at 20. Hence, with probability at  least 1/12 we 
have that the forgcry occurred at  a j t h  child and the value authenticatcd by the 
signer and the value forged differ at the ith bit. If this is the case, then we can 
extract xl/P mod N from the two authenticated values. 

We therefore can conclude 

Theorem 1. Any algorithm for breaking the provided signature scheme can be 
used at a s imilar  cost a n d  probability of success t o  extract modular roots. 
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5 Application to Signing Faxed Documents 

We assume that  at least one of the sender or the receiver is using a computer- 
FAX, or CFAX, system. There are three scenarios to  consider: CFAX to CFAX 
(straightforward) CFAX to  FAX (interesting), and FAX to  CFAX (same as 
CFAX t o  CFAX). As mentioned in the Introduction, the CFAX to  FAX sce- 
nario is interesting because the receiver cannot store the bit-stream image of 
the FAXed document, and yet this is the data that has been signed. Thus, the 
sender must store the data, and issue to the receiver some type of receipt. 

We next discuss the different scenarios in more detail. We do not assume the 
existence of a collision-intractable hash function. Rather, we rely only on the 
existence of a family of universal one-way hash functions [15]. These functions 
have the following property: Fix a document D.  Let h be chosen ut random 
from a family of universal one-way hash functions. Then it is computataonally 
infeasible t o  find a document D‘ such that h (D)  = h(D’)4.  

Impagliazzo and Naor have described a one-way hash function based on sub- 
set sum [ll]; in particular, breaking the assumed universal one-way hash property 
of this family of functions is as hard as solving subset sum. They also suggested 
less efficient schemes based on factoring. 

Throughout this section, we assume the existence of an existentially unforge- 
able signature scheme secure against chosen plaintext attack, such as the one 
described in Section 3. 

5.1 When the Receiver is a CFAX 

For documents prepared on-line this is straightforward. The receiver doesn’t re- 
ally care who is actually sending the transmission, since when it verifies the 
signature it knows that the claimed sender actually signed the document origi- 
nally. The procedure for sending a document D is as follows. The sender chooses 
at  random a universal one-way hash function h hashing documents down to f in -  
gerprints of, say, 1000 bits. Letting K s  (respectively, L s )  be the public (resp. 
private) signature key of the sender, the sender sends to  the verifier S (the 
sender’s name), D (the document), and L s ( h ( D ) )  (a signed fingerprint of 0). 

The properties of h make it virtually impossible for the receiver to  find a 
document D’ with the same fingerprint as D ,  i.e. , satisfying h(D’) = 
Since the signature scheme is existentially unforgeable, i t  is virtually impossible 
to  produce Ls(m’) for any m’, despite seeing any (polynomial) number of other 
signed messages (or hashes of messages) Ls( rn l ) ,Ls (mz) ,  . . . without knowing 
the private key. 

This is weaker than collision-intractability, which allows D to be chosen after h is 
known. 
Note that,, if the sender did not choose h at random, then the properties of UOWHFs 
do not prevent finding such a D‘. However, the sender is protected by choosing h at 
random, and the receiver is protected because it is the responsibility of the receiver 
to store and later to produce D together with h ( D ) .  
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If the document is sent as a series of blocks, or pages, then each page must 
have an identifying header and a page number, as in all legal documents (e.g., 
“Page 2 of 5 ” ) .  The identifying nonce can include things like time of day. 

Physical documents can be scanned into the sender’s machine and treated 
from then on as if prepared on-line. 

5.2 The Procedure for CFAX to FAX 

Here we have a CFAX machine C sending a document to  an ordinary FAX F .  In 
this scenario the receiver cannot alone convince a third party that the document 
was signed by the claimed sender, but it can show to a third party a signed 
statement promising cooperation in the judgment process. This weakness can be 
circumvented by adding a tape drive to the box. The idea is that  the tapes are 
used only if the sender refuses to  cooperate. As pointed out below, refusal on 
the part of the sender to  cooperate may actually permit the receiver to  forge, so 
it is definitely in the sender’s interest to cooperate. In the following, we do not 
assume that the receiver has a long-term storage device. 

To avoid having to  maintain and access a directory of public keys, there can 
be a central agency with whom public keys are registered. The central agency 
has its own pair of keys, Kcenter, Lcenter ,  where all users know Kcenter (rather 
than having to  know all public keys). 

The CFAX sender, G, first forwards to the recipient the statement LCenter 
(“C’s public signature key is KC”) ,  where Lcenter is the private key of the 
trusted center. The recipient knows Kcenter and can therefore be certain of 
using the correct public key for F .  The agents proceed as follows. 

1. F chooses at random a UOWHF h. It does not reveal this t o  C.  
2.  C sends to F the document D ;  F hashes D on-line, computing h ( D )  and 

temporarily saving this; it also prints D .  
3. F sends h to  C. 
4. C computes h(D)  and sends L c ( h ) ,  L c ( h ( D ) )  to F .  
5. Let the pair received by F be a l p .  F checks that h is indeed the func- 

tion i t  sent to  C above. I t  verifies that a = Lc(h ) .  It verifies that  p = 
Lc(h (D) ) ,  using h(D)  that it computed and stored above. F then prints 
h,  L c ( h ) ,  h (D) ,  L c ( h ( 0 ) )  in hex or a bar code. 

For particularly important transactions C may store U on tape. This is discussed 
next. 

Handling Disputes The tape should be used only as a last resort. Since the 
signature scheme is existentially unforgeable, the tuple h,  L c ( h ) ,  h (D) ,  L c ( h ( D ) )  
constitutes a promise by C to produce a document that hashes to h(D) ,  since 
F cannot generate the first two components of the triple because h is chosen 
at random. Moreover, D was fixed by C without knowledge of h,  so the only 
satisfactory document that C can produce is D. We are relying here on the 
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properties of universal one-way hash functions: If D is fixed and h is chosen at 
random,  then  i t  is “impossible” to find a D’ such that h(D’) = h(D) .  

If the sender C refuses to produce D, then if D has been stored on tape  F 
can produce the t ape .  However, since F is the one that chose h this exposes C to 
“forgery,” in that if F had been dishonest and chosen h dependent on D (after 
S tep  2, rather than before Step 2), then  F may be  able to produce D’ # D such 
that h(D’) = h(D) .  
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