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Abstract. This paper presents an overview of the activities carried out
within the second year of the ESPRIT project OCEANS whose objective
is to combine high and low-level optimisation approaches within an iter-
ative framework for compilation. In this paper we discuss our approach
to iterative compilation.

1 Introduction

Within the OCEANS project, the consortium intends to design and implement
an optimising compiler that utilises aggressive analysis techniques and inte-
grates source-level transformations with low-level, machine dependent optimisa-
tions [4, 5]. A major objective is to provide a prototype framework for iterative
compilation, where feedback from the low-level is used to guide the selection of
a suitable sequence of source-level transformations.

In general, compiler optimizations rely on static analysis, simplified proces-
sor and cache models and sometimes profiling information. Static analysis and
models are necessarily pessimistic approximations. Profile based analysis pro-
duces averages of the observed behaviour of the system for a limited number of
benchmarks/input sets. Compiler analysis determines the best parameters for
each compiler optimisation separately (e.g., tile size). However, optimizations
are not independent in their effect. We observe that the traditional approach
to optimization only gives suboptimal results [6]. An alternative approach to
optimisation, namely, iterative compilation, has been proposed in the OCEANS
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project. It consists of searching for a good transformation sequence. This ap-
proach has also been adopted by some authors. Whaley and Dongarra [8], and
Bilmes et al. [1] describe a system for generation highly optimised versions of
BLAS routines by probing the underlying hardware to find optimal values for
blocking factors, unroll factors etc. These systems are capable of producing code
that is more efficient than the vendor supplied, hand optimised library BLAS
routines. Wolf, Maydan and Chen [9] have described a compiler that searches
for the best optimisation. This compiler uses a static cost model to evaluate
the different optimisations in contrast to the present approach. Bodin et al. [2]
search for the best optimisation on the assembly level, taking into consideration
both execution times and code size.

In this paper, we present an overview of the work that has been carried out
during the second year of the project. An overall description of the system is
given in Section 2. In section 3 we discuss approaches to iterative compilation.
Finally, in section 4 we present some conclusions and directions of future work.

2 An Overview of the OCEANS Compiler System

The OCEANS [4, 5] compiler is centered around two major components: a high-
level restructuring system, MT1, and a low-level system for supporting assembly
language transformations and optimisations, Salto. Salto is coupled with Sea,
a set of classes that provides an abstract view of the assembly code, and tools
for software pipelining (PiLo) and register allocation (LoRa). Their interaction
is illustrated in figure 1. The OCEANS compilation process is driven by a global
driver which select optimisations at the source-level and the low-level iteratively
until a certain level of performance is reached.
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Fig. 1. The Compilation Process.
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3 Iterative Compilation

We selected three important kernels and examined their behaviour across seven
separate commodity processors and different data sizes: Matrix-Matrix Multi-
plication, Matrix-Vector Multiplication, and Successive Over Relaxation. We
restricted attention to loop unrolling (with unroll factors from 1 to 20) and loop
tiling (with tile sizes from 1 to 100). From the results reported in [3, 6] we
can conclude that if static techniques are to find the local minima, they need
to model program/processor interaction extremely closely. Given the difficulty
of statically finding the minima, the next section considers the use of iterative
compilation to search through the transformation space.

3.1 High Level Searching

Our compiler searches for the best transformation, by sampling the transforma-
tion space and measuring execution times. The algorithm used is grid based:
we define an initial grid over the transformation space and refine around good
candidate points, that is, points with a low execution time. See [6] for details.
In figure 2, we have given the average percentage of how close to the absolute
minimum the search algorithm comes across all platforms, benchmarks and data
sizes. The x-axis shows the number of evaluations and the y-axis shows the dis-
tance to the minimum. The figure shows a monotonic decreasing graph that
reaches high levels of optimization rapidly. Hence, we conclude that by visit-
ing only a small fraction of the entire transformation space we can obtain good
optimisations.
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3.2 Alternative Search Techniques

Code Size–Performance Trade-Off An additional constraint of compilers
for embedded applications compared to traditional compilers is that code size
is important. We therefore not only search for the best optimisation concerning
code performance but try to find a trade-off between these two aspects, using a
cost model which takes dynamic and static feedback into account.

Genetic Algorithms We are also investigating the application of genetic algo-
rithms (GA) as a means of determining the best transformation sequence. This
has the potential benefit of investigating transformation spaces which cannot
easily be described as a cartesian domain and is extremely robust in the pres-
ence of local minima. The OCEANS GA search is implemented as part of the
GAPS compiler framework described in [7].

4 Conclusions and Open Problems

In this paper we have described the activities within the second year of the
Esprit project OCEANS. We have addressed the problem of finding the best
optimisation for a given processor, program and data size. We have shown that
an iterative compilation approach based on a simple search algorithm may be
able to find a good optimisation by visiting a relatively small fraction of the
entire optimisation space. However, for real applications, the search spaces that
need to be considered are extremely large. Hence aggressive pruning strategies
need to be developed. The optimisation approach described in this paper is
intended to be used for (kernels of) embedded applications. In such cases, long
compilation times can be afforded since highly efficient code is required for these
systems and compilation times can be amortised over a large number of shipped
products.
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