
Multi-protocol Communications and

High Speed Networks
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Abstract. Due to heterogeneity in modern computing systems, method-
ological and technological problems arise for the development of paral-
lel applications. Heterogeneity occurs for instance at architecture level,
when processing units use different data representation or exhibit vari-
ous performances. At interconnection level, heterogeneity can be found
in the programming interfaces and in the communication performances.
In this paper, we focus on problems related to heterogeneity in the frame
of interconnected clusters of workstations. In order to help the program-
mer to overcome these problems, we propose an extension to the multi-
threaded programming environment PM2. It facilitates the development
of efficient parallel applications on such systems.

1 Introduction

New technologies for local networks[1] as well as for high speed communications
reinforce the interest for parallelism. Architectures built out of PCs intercon-
nected by a high speed network (clusters) can be compared to super-computers
in terms of performances (with bandwidth beyond a Gigabit per second and la-
tency less than 5 µs). However, legacy and system protocols (TCP/IP) produce
significant overhead due to system calls and multiple messages copies. Commu-
nication interfaces in user’s context (such as BIP, Fast Messages, Active Mes-
sages) are actively explored to provide high performance communications for
user’s programs. Unfortunately, they act at a low level and their use by an
average programmer is not straightforward. Higher level interfaces have been
developed, such as MPI-FM[5], MPI-BIP or PM2 HighPerf[2]. But they are still
not completely satisfactory: interoperability is lacking. Some environments[4, 3]
have been developed to integrate interoperability. In this paper, we describe our
multi-cluster approach based on PM2.

PM2[6] is a parallel programming environment which is not based upon
message-passing procedures: its programming paradigm is to express a paral-
lel program as a set of tasks handled by lightweight processes (threads). These
tasks are executed via LRPC (Lightweight Remote Procedure Call). In this work,
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we determined which mechanisms have to be integrated in PM2 in order to sup-
port the simultaneous use of different protocols in the same parallel program.
It mainly concerns the polling of several communication interfaces and the data
conversions between heterogeneous processors.

This paper is organized as follows: in a first part methodological and technical
problems are explained; then solutions to these problems are developed and
finally their implementation is presented.

2 The Multi-cluster Approach

We consider a heterogeneous configuration, called a multi-cluster, as being struc-
tured as a federation of interconnected homogeneous clusters. Let us firstly define
a cluster : it is a pool of homogeneous machines connected by the same network
and the same communication protocol. We consider that machines are homo-
geneous when they have similar processors, power, and operating system. Then
basic data type have fully compatible representations and thus no data conver-
sion is required for the communications. Inside a cluster, load-balancing is also
simplified because the processors exhibit similar performances. Furthermore, the
best communication protocol can be employed.

Our objective is to extend the programming environment PM2 in order to
handle this kind of configuration. This concerns the handling of the different
machines and the management of the communications between clusters. A multi-
cluster is defined as the interconnection of several (homogeneous) clusters. On
each cluster, a machine has to deal with the communications from the other
clusters, it is referred as the gateway of this cluster. From the network point
of view, the clusters are physically connected to Internet via a single gateway.
Consequently, we reproduce this connection model in the communication layer of
MC-PM2. Usually, the performances achieved by the interconnecting technology
between clusters (the network and the communication protocol) are very poor
compared to the ones used inside the clusters. Then communications between
clusters must be explicit. Since communications occur in PM2 at LRPC, a new
operator has been defined: CLUSTER LRPC. It has roughly the same semantics
as a ASYNC LRPC[6], the differences being that the thread runs on a machine
of another cluster and that this communication is explicitly required by the
programmer.

From the user’s point of view, which problems arise? He has to take into
account that the inter-cluster network is less efficient than the intra-cluster net-
work. To limit the interactions between clusters, the user has to restructure his
applications. This can lead to new schemes for sharing data and for communica-
tions. For instance, shared data can be replicated on every cluster and a relaxed
consistency protocol can be implemented. A paper by H. Bal[7] and his team
illustrates how applications have been modified and how gains in performances
have been obtained on clusters of PCs/Myrinet interconnected via ATM.
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3 Implementation

In this section, we describe some of the main mechanisms that have been added
to PM2 to make it support heterogeneous infrastructures.

Since data conversions take a non negligible part of communications’ time,
they are deserve to be handled with care. Our choice consists in performing
only one conversion at the sending stage. Our data conversion procedures are
very simple : since the differences in representations often lie in the order of
bytes inside a word, they mainly consist in exchanging bytes in words. When
the sender prepares the message, it converts the data into the receiver’s internal
format, at packing procedures’ call. Experimental results are presented on Figure
1: they show that conversions made by madeleine ("MAD/TCP Conversion"
minus "MAD/TCP BY COPY") are more efficient than XDR, used in PVM("PVM
DataDefault" minus "PVM DataRaw").

Routing is performed when a communication between two distinct clusters is
done. First, the message is automatically routed to the sender’s cluster gateway
machine, then this machine transfers the message to the gateway in the receiver’s
cluster and finally the message is transmitted to the receiver’s machine. To sum
up, our implementation involves at most three communications, two fast intra-
cluster communications and one slower inter-cluster communication.

In the context of a homogeneous cluster, message polling is performed by
a thread dealing with all messages sent to its parent process. Only that spe-
cific thread receives madeleine messages, but every thread can emit messages
(LRPC). In heterogeneous context (i.e. on gateway machines), several protocols
are used since several networks are used. We choose to dedicate specific threads
to handle the polling of messages issued by each protocol. The advantage of
this approach is to simplify the tuning of polling frequencies: this is achieved by
adjusting properly the priority of the polling threads. Moreover, with one inde-
pendent thread for each protocol, MC-PM2 can take advantage of Symmetric
Multi-Processors (SMP) architectures.
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Since inter-cluster communications are rather slow, they should be avoided by
the programmer and intra-clusters communications should be preferred, which
implies that: 1/ intra-cluster communications should be privileged by choosing a
high frequency, which ensures a good reactivity of the polling thread; 2/ for inter-
clusters message polling, a lower priority is assigned. As can be seen on Figure
2, on a fast network such as Myrinet, the frequency of inter-cluster network
polling influences dramatically the performance of LRPC on the gateway. When
the external polling thread has a priority of 1 and the internal polling thread has
a priority of 100, this double polling is not very costly compared to the original
PM2 simple polling method.

4 Conclusion and Future Work

Meta-computing is quickly developing in the United States, thanks to the inter-
connection of the supercomputers of the main research centers. An analogous
approach can be taken by interconnecting clusters of workstations and of PCs.
Problems raised by the heterogeneity of these clusters can be solved by tech-
niques tending to limit memory allocations and copies. Due to the heterogeneity
in communications, several constraints are also added to the programmer, who
should limit the volume of inter-clusters communications, and to the execution
support, which should be able to deal with different protocols. In this paper, we
have described our extension to PM2, and we overviewed the following aspects:
data conversion and communications routing and polling. Our main goal is to
ensure a high level of performance inside clusters. The multi-cluster approach is
going to be used for scientific computations (global optimization with interval
arithmetic[8]).
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[2] L. Bougé, JF. Méhaut, and R. Namyst. Madeleine: an efficient and portable com-
munication interface for multithreaded environments. In Proc. 1998 Int. Conf. Par-
allel Architectures and Compilation Techniques (PACT’98), pages 240–247, ENST,
Paris, France, October 1998. IFIP WG 10.3 and IEEE.

[3] M. Brune, J. Gehring, and A. Reinefeld. A lightweight communication interface for
parallel programming environments. Lecture Notes in Computer Science, 1225:503,
1997.

[4] I. Foster, J. Geisler, C. Kesselman, and S. Tuecke. Managing multiple commu-
nication methods in high-performance networked computing systems. Journal of
Parallel and Distributed Computing, 40:35–48, 1997.

[5] M. Lauria and A. Chien. MPI-FM: High performance MPI on workstation clusters.
Jounal on Parallel and Distributed Computing, 40(01):4–18, 1997.

[6] R. Namyst, Y. Denneulin, JM. Geib, and JF. Méhaut. Utilisation des processus
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Réseaux et Systèmes répartis, 10(3):237–258, July 1998.

http://www.myri.com/research/publications/Hot.ps


Multi-protocol Communications and High Speed Networks 143

[7] A. Plaat, H. E. Bal, and R. F.H. Hofman. Sensitivity of parallel applications to
large differences in bandwidth and latency in two-layer interconnects. In Proc
of 5th IEEE High Performance Computer Architecture HPCA’99, pages 244–253,
Orlando, USA, January 1999.
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