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Abstract. In content-based image retrieval (CBIR) performance char-
acterization is easily being neglected. A major difficulty lies in the fact
that ground truth and the definition of benchmarks are extremely user
and application dependent. This paper proposes a two-stage CBIR frame-
work which allows to predict the behavior of the retrieval system as well
as to optimize its performance. In particular, it is possible to maximize
precision, recall, or jointly precision and recall. The framework is based
on the detection of high-level concepts in images. These concepts cor-
respond to vocabulary users can query the database with. Performance
optimization is carried out on the basis of the user query, the perfor-
mance of the concept detectors, and an estimated distribution of the
concepts in the database. The optimization is transparent to the user
and leads to a set of internal parameters that optimize the succeeding
retrieval. Depending only on the query and the desired concept, preci-
sion and recall of the retrieval can be increased by up to 40%. The paper
discusses the theoretical and empirical results of the optimization as well
as its dependency on the estimate of the concept distribution.

1 Introduction and Related Work

Performance characterization in computer vision has long been recognized as an
important problem [1,2]. Most research on performance characterization how-
ever is carried out in the context of constrained applications such as document
analysis [3], face recognition [4] or tracking and surveillance [5]. Relatively little
research has been done on more general performance characterization of vision
algorithms, vision modules or vision subsystems. At the same time, there have
been several dedicated workshops and discussions recently [6,7,8,9,10,11] under-
lining the importance of performance characterization.
Content-based image retrieval (CBIR) is an area that received much atten-

tion lately from various and even disjoint communities such as the computer
vision, the image processing and the database community. For an overview of
the current state of the art in CBIR see Rui [12] or Smeulders [13]. Performance
characterization of CBIR algorithms is indispensable for the comparison of dif-
ferent algorithms. In addition, it permits the integration of CBIR as well as other
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algorithms into larger systems. On the other hand however, performance char-
acterization for image retrieval systems is especially challenging. The ultimate
notion of performance evaluation should be related to the users’ satisfaction.
Since the desired outcome of the retrieval varies greatly between individual users,
tasks, application and even between sessions with the same user, it is difficult to
obtain the necessary ground truth. In addition, the semantic gap between the
user’s image understanding and the low-level image representation of the com-
puter complicates the definition of benchmarks. Nevertheless, benchmark sets of
images and queries are beneficial as discussed by Smith [14], Müller et al. [15],
as well as in the context of MPEG-7.

This paper proposes a two-stage retrieval framework which makes perfor-
mance characterization manageable. The key idea is that the user queries the
database with high-level concepts. An immediate benefit is that for those con-
cepts ground truth is more easily available. In this paper, we propose methods
that allow to predict as well as to optimize the performance of such a two-stage
CBIR system. In the first stage, the images are subdivided into small, equally-
sized patches that can be as small as an image pixel. A set of image detectors
make decisions if concepts such as “sky”, “buildings”, “foliage”, etc. are present
in the patch. In the second stage, the decisions of the image detectors for all
patches in an image are processed and accumulated. Thus, users can pose their
queries in the form ’Search images with u% of sky’ or ’Search images with no
faces’.

The image detectors are either pre-implemented or may be learned both
on- and offline through user interaction. For several object categories such as
“face”, “grass”, “brick”, “cloud”, “water”, etc. there exist elaborate detectors
with high detection rates [16,17,18]. The problem of determining a segment’s
category is more manageable than the general problem of retrieving images. For
that reason, the performance of the detectors, that is their classification rate,
can be determined more easily and is often reported in the related publications.

Image retrieval systems are usually characterized on the basis of precision
and recall. Precision is the percentage of the retrieved images that are relevant
and recall is the percentage of relevant images that are retrieved. Often differ-
ent applications have different performance criteria for the underlying retrieval
system. The retrieval system may for example be used as a pre-filtering stage in
order to limit the search space for succeeding retrievals. In that case, the user
is primarily interested in maximum recall. In other cases, a maximum precision
might be needed for the prevention of false positives. This shows that in the
context of CBIR, algorithms and subsystems should be adaptable, and their
performance should be controllable online. This is particularly helpful when the
performance requirements change over time and might not be completely fore-
seeable beforehand. The proposed performance prediction and optimization of
an image classification subsystem is online and transparent to the user. Thus, the
overall system can adapt the behavior to the task, application and even query
at hand and the input search space of the succeeding system can be precisely
controlled.
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In the following sections, we discuss the abilities and limitations of the two-
stage framework in depth. At first, a more detailed overview of the framework
is given. In Section 2, we develop closed-form expressions for the probability of
precision and recall depending on the user query, the detectors’ performance,
and the concept distribution. The prediction of precision and recall is evaluated
empirically in Section 3. Also, the dependency of the prediction on the concept
distribution is investigated using the jackknife estimate. Since the expressions for
the performance prediction are based on the concept distribution, Section 4 in-
troduces approximate estimates of the concept distribution and determines their
influence on the prediction. We present an alternative method for performance
optimization in Section 5. Here, no knowledge about the concept distribution is
necessary. The various proposed methods for performance prediction and opti-
mization are compared and discussed in Section 6.

1.1 Retrieval Framework

In this section, we give a short description of the retrieval framework in which the
optimization of precision and recall is achieved. The general goal is to retrieve
images from a database using high-level concepts such as “sky”, “building”,
“water”, etc. The image analysis is obtained through the use of image detectors.
Each image is subdivided into a regular grid of patches, which are in our case
equal patches each comprising 1% of the image. An image detector is an entity
that makes a decision per patch and per concept if the patch contains the con-
cept. If a particular patch covers a “sky” region, the patch is said to be ’positive’
relative to “sky”.
When the user asks for images with u% of a certain concept, the decisions

of the appropriate image detector on the patches of each image are evaluated.
More generally, the user queries the system with a lower and an upper limit of
the search, so that the system returns images with U = [Ulow%, Uup%] of the
image covered with the desired concept. Hereby, the interval U = [Ulow%, Uup%]
could be mapped to amount descriptors such as “very little”, “a few”, “half of”
etc. The image detectors, naturally, do not classify perfectly. This is modeled by
p, the probability that a positive patch is correctly detected as positive, and q,
the probability that a negative patch is correctly detected as negative. Due to the
fact that the detectors’ decision are only correct with the probabilities p and q,
the performance of the retrieval system will vary if the system is queried using an
interval S = [Slow%, Sup%] that differs from the user query U = [Ulow%, Uup%].
In general, the goal of the following sections is to determine a system query S =
[Slow%, Sup%] for internal use that optimizes the performance of the retrieval
system in either precision or recall or both. Naturally, the values of precision
and recall are determined relative to the user query U = [Ulow%, Uup%]. In
other words, if the user asks for images with [Ulow%, Uup%] of a certain concept,
the system uses internally the query [Slow%, Sup%] which results in a better
performance for the user (see Figure 1 and [19,20]).
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Fig. 1. a) Current Retrieval Framework, b) New Retrieval Framework with Perfor-
mance Optimization

2 Analytical Performance Prediction and Optimization

In the following, we develop a closed-form expression for the probability of pre-
cision and recall in our two-stage framework. These expressions permit the pre-
diction of precision and recall. The derivations are based on the assumption that
the image detectors decide independently on each patch. Thus, the probability
ptrue(k) that k positive patches are correctly returned for an image that in fact
has NP positive patches is binomially distributed. Respectively, the probability
pfalse(k) that k patches out of (N − NP ) negative patches are retrieved is also
binomially distributed. In Equation 1 and 2, N is the total number of patches
(in our experiments N = 100), NP is the number of positive patches in an image
and p and q are the detectors’ parameters.

ptrue(k) =
(

NP

k

)
pk(1− p)NP −k (1)

pfalse(k) =
(

N − NP

k

)
(1− q)kqN−NP −k (2)

ptrue(k) is in fact the probability for the so-called true positives, that is of
correctly retrieved positive segments, while pfalse(k) is the probability for the
false positives. False positives are patches that do not contain the concept but
are retrieved. If a total of i positive patches is to be retrieved, both the true
positives and the false positives add up to the total number of detected patches.
Thus the probability to retrieve i positive patches, given that a particular image
has in fact NP truly positive patches, is:

P (Nretrieved = i|NP ) =
i∑

j=0

ptrue(i − j) · pfalse(j) (3)

Similarly, if the interval S = [Slow%, Sup%] of positive patches is to be re-
trieved, Equation 3 has to be summed over this interval to obtain the probability
P (Nretrieved ∈ S|NP ). Note that Equation 3 is a special case of Equation 4.

P (Nretrieved ∈ S|NP ) =
Sup∑

i=Slow

i∑
j=0

ptrue(i − j) · pfalse(j) (4)
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Pretrieved(S) is the probability to retrieve images (not patches!) that satisfy
the query S relative to the image database. Thus, the probability P (Nretrieved ∈
S|NP ) has to be weighted with the distribution of the concepts P (NP ) in order
to obtain Pretrieved(S):

Pretrieved(S) =
N∑

NP =0

P (Nretrieved ∈ S|NP ) · P (NP ) (5)

Up to this point, the derivations are decoupled from the user query. Equa-
tion 5 depends solely on the internal system query S, the detectors’ perfor-
mance and the concept distribution. In order to determine the probability for
the relevant images and for the true-positive images, the user query is of im-
portance. Ptrue positive(U, S) is the probability that the images retrieved by the
system query S are in fact relevant for the user query U . For that computation,
P (Nretrieved ∈ S|NP ) is only weighted with the part of the concept distribution
P (NP ) that lies inside the user query U = [Ulow%, Uup%].

Ptrue positive(U, S) =
Uup∑

NP =Ulow

P (Nretrieved ∈ S|NP ) · P (NP ) (6)

The probability that images satisfy the user query depends only on the user
query U and the concept distribution:

Prelevant(U) =
Uup∑

NP =Ulow

P (NP ) (7)

Finally, Equations 5 to 7 lead to a closed-form expression for the probability
of precision and the probability of recall.

Pprecision =
Ptrue positive(U, S)

Pretrieved(S)
=

∑Uup

NP =Ulow
P (Nretrieved ∈ S|NP )P (NP )∑N

NP =0 P (Nretrieved ∈ S|NP )P (NP )
(8)

Precall =
Ptrue positive(U, S)

Prelevant(U)
=

∑Uup

NP =Ulow
P (Nretrieved ∈ S|NP )P (NP )∑Uup

NP =Ulow
P (NP )

(9)

For a given user query U and given detector parameters p and q, Equation 8
and 9 can recursively be optimized in order to maximize precision and/or recall.
In the next section, the optimization algorithm is described. It returns a system
query S which leads to the desired performance increase.

3 Empirical Evaluation of Performance Prediction

In this section, the performance characterization according to Equation 8 and
9 and the performance optimization using Equations 1 to 4 are simulated and
validated. Before the discussion of the results, the used ground truth and the
optimization algorithm are described. Since the performance prediction depends
on the concept distribution P (NP ) which is usually only partly available, the
impact of that dependency was tested by means of the jackknife estimate.
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Fig. 2. Predicted search space for [20%,40%] of “sky”, p = q = 0.90

Ground Truth. In order to verify the performance prediction and optimization
according to the derivations in the previous section, the image detectors have
been simulated with an annotated database. The database consists of 1093 im-
ages subdivided into N = 100 equal patches, each containing 1% of the image
area. For each image, the patches containing ’sky’, ’water’, ’grass’ or ’build-
ings’ have been labeled manually. All simulations in the following are based on
this ground-truth. Depending on the parameters p and q, these annotations are
randomly falsified.
In our case, both precision and recall are functions of the desired concept,

of the detectors’ performance specified by p and q and of the user query U =
[Ulow%, Uup%]. In each of the following tests, the parameters were varied as
follows. This leads to 120 simulations in each test.

concept ∈ {‘grass‘, ‘sky‘, ‘buildings‘, ‘water‘}
p = q ∈ {0.95, 0.90, 0.85, 0.80, 0.75, 0.70}

U ∈ {[10%, 30%], [20%, 40%], [30%, 50%], [40%, 60%], [50%, 90%]}

Algorithm. The Equations of Section 2 result in a closed-form expression for
precision and recall. However, they do not allow to find a closed-form expres-
sion for the system query S = [Slow%, Sup%] as a function of user query and
desired performance. We present now a recursive algorithm that returns a set
of system queries. These system queries optimize the user query for example
for maximum recall, maximum precision or maximum precision and recall. The
algorithm works in two steps. In the first step, a set of system queries is gener-
ated that are most probably of interest to the user. Starting from the user query
U = [Ulow%, Uup%], precision and recall of that point and its four neighbors
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Fig. 3. Entry form for the users’
parameters

Fig. 4. Retrieval results for [20%,40%] of “sky”,
p = q = 0.90

[Ulow%±1%, Uup%±1%] are calculated and stored in a hash table. Recursively,
those of the four neighbors that improve the current performance are used as
starting point and the hash table is updated. Figure 2 depicts the search space
for the user query [20%,40%] of “sky” and p = q = 0.90. Each point in the graph
corresponds to a different set of system queries S = [Slow%, Sup%]. Note that
two points that are close to each other in the plot do not necessarily have simi-
lar system queries. With this algorithm, typically only about 2% of the possible
system queries have to be evaluated. Thus, the calculation time is not noticeable
for the user during interaction time.
In the second step, the algorithm selects the point in the search space that

meets the users’ constraints as marked in the form of Figure 3. In the enlarged
part of Figure 2 the two gray lines identify the desired minimum performance of
70%. The predicted performance of the user query is marked by a black circle
while the possible solutions are marked by black crosses. From left to right these
are: “Maximum Precision”, “Mapped Query” (see Section 5), “Minimum Dis-
tance to Maximum”, i.e. shortest distance to the 100%/100%-point and “Maxi-
mum Recall”. Figure 2 visualizes by how much the performance of the user query
could be improved.

Results. Figure 4 shows the retrieval result corresponding to the query
[20%,40%] of “sky” and p = q = 0.90 in Figure 3. Note the difference to most
other retrieval systems. Since here the concept “sky” is searched for, the retrieved
images are very diverse. The user selected the “Min. Distance to Maximum”
option, that is joint optimization of precision and recall. Only the first nine
retrieved images are displayed. On top of the display some statistics are summa-
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rized: the precision was predicted to increase from 66.15% to 85.19%. The actual
retrieval resulted in a precision of 85.3%. The prediction for the optimized recall
was 88.29% which is close the recall of the original user query. In the actual
retrieval the recall reached 88.81%. Thus, for this particular query, only the pre-
cision could be improved by about 20% while the recall stayed approximately
constant. The bars visualize the relation between non-relevant (dark gray), rele-
vant (medium gray, left of the non-relevants) and retrieved (light gray) images.
The length of the bars correspond to the amount of images. From left to right,
the light-gray bar for the retrieved images overlaps more with the medium-gray
bar of the relevant images and less with the dark-gray bar of the non-relevant
images. This depicts the increase in precision and recall graphically.

Table 1. Validation of performance prediction and optimization: Results for maxi-
mization of recall with precision ≥ 50%

Query Prediction in% Retrieval Mean in % Std.Dev. in %
Precision Recall Precision Recall Precision Recall

Grass User [10,30] 7.50 89.11 7.51 89.09 0.3 2.8
p=q=0.90 Optimized [17,58] 56.62 94.21 56.60 94.15 3.5 3.1
Grass User [30,50] 15.31 91.93 15.39 92.05 1.9 8.4

p=q=0.80 Optimized [37,56] 50.46 84.33 51.07 85.65 9.4 11.5
Buildings User [10,30] 22.71 75.96 22.85 75.86 0.8 2.3
p=q=0.90 Optimized [15,42] 50.54 98.77 50.59 98.84 1.4 0.8
Buildings User [30,50] 54.16 88.91 54.28 89.53 1.6 2.4
p=q=0.80 Optimized [31,57] 50.74 99.18 50.82 99.25 1.2 1.5

The performance prediction and optimization has additionally been carried
out with all parameters specified above, that is for 120 queries. Table 1 summa-
rizes the results of some representative user queries. These are [10%,30%] “grass”
with p = q = 0.90, [30%,50%] “grass” with p = q = 0.80, [10%,30%] “buildings”
with p = q = 0.90 and [30%,50%] “buildings” with p = q = 0.80. It was specified
that the recall is to be maximized under the constraint that the precision does
not drop below 50%. For each query, prediction and actual retrieval of the user
query are compared to prediction and actual retrieval of the optimized query.
The column ’Query’ shows to what extent the optimized system query differs to
the user query.
From Table 1, three main conclusions can be drawn. Firstly, the performance

gain, especially of the precision, is substantial in all cases. Due to the optimiza-
tion, the gain in precision is between 19% and 49% while the recall increases by
6% to 23%.
Secondly, all user-set constraints are met. That is, the predicted and the

actually reached value for the precision are always greater than 50%. The recall
has been maximized. The optimized recall is in all but one case greater than the
non-optimized recall. The only exception is the query [30%,50%] grass. Here,
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the constraint of precision ≥ 50% was stronger, so that the optimized recall
decreased compared to the non-optimized value.
The third conclusion is that the difference between the prediction and the

mean of the actual retrieval is at most 0.8%. For most of the 120 queries, the
standard deviation is below 4%. It degrades, though, when the concept distri-
bution is sparse, such as for the query 30-50% grass (see concept distribution
in Figure 5). The reason is that the retrieval of plus or minus one image has a
high impact on the performance if only 6 or 8 images are relevant. The standard
deviation of the predicted recall is usually larger than that of the predicted pre-
cision because the recall depends more strongly on the concept distribution (see
Equations 8 and 9).

Jackknife-Estimate of Performance Prediction. In the previous section,
the results were obtained with the complete knowledge P (NP ) about the concept
distribution. It is certainly not realistic to have the entire distribution at hand. So
we tested the dependency on the concept distribution with the jackknife estimate
of bias and standard deviation [21]. The performance prediction was carried out
120 times (see Section 3). Also, the performance prediction was performed both
for the user query and for the optimized query, that is altogether 240 times.
The database was divided into n=3 parts. That is, all simulations have been
conducted with the first third of the database left out, the second third of the
database left out etc.
Figure 7 and 8 display the histograms of the jackknife bias and of the jackknife

standard deviation. Precision and recall are analyzed separately. The jackknife
bias of the precision is less than 2% in 70% of the simulations and less than 1%
in 54% of the simulations. The jackknife bias of the recall is less than 2% in 88%
of the simulations and less than 1% in 68% of the simulations. The jackknife
estimates of the standard deviation is less than 1% in 76% of the predictions for
the precision and in 90% of the predictions for the recall. These values are smaller
than the standard deviation of the image retrieval due to the performance of the
image detectors.
It can be concluded that knowledge about only two thirds of the database

still yields good results for the performance prediction and optimization. These
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results are encouraging. Obviously, the performance optimization is not as sen-
sitive to changes of the concept distribution as one would expect. It can be ex-
pected that an approximate estimate of P (NP ) is sufficient for the performance
prediction and optimization.

4 Approximate Performance Prediction and Optimization

In order to further evaluate the dependency of the performance prediction and
optimization on the concept distribution, two additional tests were carried out.
In the first test, the actual distribution of the concepts was completely ne-
glected. Instead, it was assumed that the number of patches per image containing
the particular concept, that is the positive patches, are uniformly distributed:
Puniform(NP ) = 1

N+1 , where N is the maximum number of positive patches.
In the second test, it was assumed that the a-priori probability is available if

a particular concept is present in an image. That leads to a two-class frequency
distribution. Class A is the number of images that do not contain the concept
at all. Class B is the number of images that do contain one or more patches
of the desired concept. The uniform distribution of the previous paragraph has
been weighted with the two-class distribution. That is, Ptwo class(0) contains the
information of class A and the information of class B has be divided equally to
Ptwo class(NP ), with NP = 1 . . . 100.
In Table 2, the performance optimization based on these two test distribu-

tions is compared to the “perfect” optimization results that have been generated
with the complete distribution. The comparison includes the system query that
resulted from the different optimizations, the predicted performances that are
based on the three distributions, and the actual retrieval that was carried out
with the optimized system queries. The goal is to jointly maximize precision and
recall. The exemplary queries are [10%,30%] “sky” with p = q = 0.90, [20%,40%]
“water” with p = q = 0.85, [30%,50%] “sky” with p = q = 0.75 and [10%,30%]
“grass” with p = q = 0.75. The main observations of the simulations are the
following:
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Table 2. Uniform/two-class vs. complete distribution: Results for joint opti-
mization of precision and recall

Used distribution System Prediction in % Retrieval Mean in %
for Optimization Query Precision Recall Precision Recall

Sky User Query [10%,30%]
p=q=0.90 complete distribution [18%,35%] 85.36 88.86 85.23 88.87

uniform distribution [18%,34%] 85.45 86.42 86.91 86.28
two-class distribution [18%,34%] 82.83 86.42 86.70 86.55

Water User Query [20%,40%]
p=q=0.85 complete distribution [29%,44%] 78.56 80.80 78.66 81.23

uniform distribution [28%,43%] 77.76 84.63 76.64 83.55
two-class distribution [29%,43%] 79.62 81.67 79.83 79.09

Sky User Query [10%,30%]
p=q=0.75 complete distribution [31%,47%] 62.90 74.55 62.87 74.63

uniform distribution [28%,43%] 64.02 81.04 53.56 81.32
two-class distribution [31%,46%] 49.39 71.87 64.09 71.80

Grass User Query [30%,50%]
p=q=0.75 complete distribution [41%,53%] 50.03 67.09 51.23 67.40

uniform distribution [39%,51%] 62.80 77.74 38.43 73.39
two-class distribution [40%,51%] 63.12 73.65 45.13 66.92

1. The system queries in the third column, that resulted from the performance
optimizations based on either of the two approximate distributions, are ex-
ceedingly close to the reference result based on the full distribution. That
is Slow and Sup differ by only 1 or 2% from the reference. Accordingly, the
results of the actual retrieval are similarly close to the reference retrieval.

2. The performance prediction based on the test distributions differs from the
actual retrieval, especially when the detectors’ performance specifiers p and
q are small.

3. The prediction of the precision is more sensitive to approximations in the
concept distribution than the prediction of the recall. Partly, the difference
between prediction and actual retrieval exceeds 20%. This behavior is in
concordance with the theory in Equation 8 and 9.

4. Although the performance prediction based on the test distribution is not
always correct, the results of the actual retrieval are close to the reference
results.

5. Over all 120 simulations, the optimized system query, and thus the actual
retrieval, are slightly better for the two-class distribution.

In summary, it can be concluded that the optimized system queries are so
close to the reference “perfect” ones, that the actual retrieval results nearly reach
the reference values. This is the case even though the performance prediction
based on the approximate concept distributions is worse than in the reference
cases. Also, often the difference between the reference values and the retrieval
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based on the approximate distributions is smaller than the standard deviation
of the retrieval. In the case that the true distribution is ’sparse’, the two-class
distribution produces better system queries. Compare for example the concept
distribution of “grass” (Figure 5) with that of “buildings” (Figure 6). The out-
come of simulations for other goals, such as e.g. the maximization of only the
recall, is comparable.

5 Query Mapping for Performance Optimization

Up to now, the approach for performance optimization was to predict the sys-
tem’s performance depending on the user query, the detectors’ parameters and
the concept distribution. Via the outcome of the prediction, a system query
S = [Slow, Sup] was obtained that, in the end, optimized the system’s perfor-
mance. In other words, the user query was mapped to an internal system query
in order to compensate for the wrong decisions of the image detectors and for
the concept distribution. However, the concept distribution is usually not fully
available. So, another approach for the performance optimization is just to com-
pensate for the probabilistic errors of the image detectors.
Generally, the decision of an image detector on a particular patch is only

correct with the probabilities p and q. For that reason, the decision on the
complete image is also influenced by those two parameters. The influence of p
on the decision per image is larger when the user is looking for images covered
with the concept by more than 50% and vice versa. In Section 2, the behavior
of an image detector was modeled by a binomial distribution.
The expected value of a random variable that is binomially distributed with

the parameters n and p is E(Xn) = pn. Consequently, the expected values for
retrieving truly positive patches (Equation 1) and for retrieving falsely positive
patches (Equation 2) are:

E{Xtrue,retrieved} = pNP (10)
E{Xfalse,retrieved} = (1− q)(N − NP ) (11)

and the expected amount of positive patches (true positives plus false positives)
that are retrieved out of NP indeed positive ones is:

E{Xretrieved|Np} = pNP + (1− q)(N − NP ) (12)

Using Equation 12, we obtain a valid mapping from a user query U =
[Ulow, Uup] to a system query S = [Slow, Sup]. If we assume, that there are
NP = Ulow percent of a concept in an image, Equation 12 returns the per-
centage of image area that is expected to be retrieved if the detector performs
with the parameters p and q. This expected value can be used as new lower
limit for the system query Slow because it compensates for the errors due to the
randomness of the image detector. The new Slow takes into account that, on
average and independent of the concept distribution, the detectors make wrong
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decisions. The reasoning for Sup is similar. The complete mapping equations are
the following:

Slow = pUlow + (1− q)(N − Ulow) (13)
Sup = pUup + (1− q)(N − Uup) (14)

Implicitly, Equation 13 and 14 are based on the assumption that the con-
cepts are uniformly distributed. From Figs. 5 and 6 it becomes clear that this
assumption is not realistic. Nonetheless, even with this strong assumption, the
performance gain is immense. For the exemplary query [10%,30%] “sky” and
p = q = 0.90, the mapped system query is S = [18%, 34%] and on av-
erage the precision is increased from 41.08% to 86.92% and the recall from
76.62% to 86.73%. From Table 2, it can be seen that the “optimal” system
query is S = [18%, 35%] and the one obtained with the uniform distribution is
S = [18%, 34%]. This shows that the system queries are very similar. It also
demonstrates the above mentioned assumption.
The query [20%,40%] “water” and p = q = 0.85 leads to a mapped system

query S = [29%, 43%] and to an avarage increase in precision from 27.3% to
80.2%. With the complete distribution the optimized query is S = [29%, 44%]
and with the uniform distribution S = [28%, 43%]. The recall decreases in this
case on average from 86.1% to 78.3%. The last example demonstrates the limi-
tations of the approach. With the mapping of the user query to a system query,
precision and recall can be maximized only jointly. This can also lead to a de-
crease of one of the values. With the algorithms that were presented in Section
3 and Section 4, precision and recall can also be optimized separately which is
in many situations more important.

6 Discussion and Conclusion

In this paper, we have shown that the introduction of a two-stage, concept-
based retrieval framework enables performance characterization. In particular,
the framework allows the prediction and optimization of the retrieval perfor-
mance. Performance prediction and optimization are extremely important but
also exceedingly difficult in the context of CBIR as stated in the introduction. It
has been argued [18,19,20,22] that a concept-based framework such as the one
presented in this paper may help to close the semantic gap between the user and
the CBIR system. The results of this paper suggest that the use of concepts not
only allows to characterize the performance of the retrieval but also to optimize
the retrieval results in a way which is transparent to the user.
In this paper, four methods for performance prediction and/or optimization

have been proposed. They are listed and compared in Table 3. The best results
for both performance prediction and optimization are achieved if the complete
concept distribution is available. In that case, the performance can be optimized
for maximum precision as well as for maximum recall and for joint maximization
of precision and recall. The predicted performance is always close to the actual
one and the determined system query is indeed optimal. Using the jackknife
estimate, the results are still nearly optimal.
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Table 3. Comparison of the methods for performance prediction

Maximization of precision & recall Maximization of recall
System Query Prediction System Query Prediction

complete distr. ++ ++ ++ ++
two-class distr. + prec: – rec: + + prec: – rec: +
uniform distr. + prec: – – rec: + ∅ prec: – – rec: +
query mapping + n.a. n.a. n.a.

Since the complete concept distribution may not be available, the two-class
and the uniform distribution have been evaluated for the performance prediction
and optimization. Here, again the optimization is possible for all goals, that
is for maximum precision, maximum recall or joint maximization of precision
and recall. In nearly all cases the optimized system queries are so close to the
“perfect” ones that the actual retrieval results are similar to the reference values.
The performance prediction however is not as good as before. In particular, the
precision prediction degrades. The prediction is slightly more reliable for the
two-class distribution than for the uniform distribution since more information
is available.
In the fourth method, the system query is obtained through a mapping that

depends solely on the detectors’ performance. For that reason, a performance
prediction is not possible, hindering for example the optimization for maximum
recall. Even though absolutely no information about the concept distribution is
used, the optimized system query for joint optimization of precision and recall
is as good as with the uniform distribution.
Several extensions of the proposed framework remain to be explored. The use

of image detectors working at multiple scales for example requires the considera-
tion of arbitrarily sized patches. Also the concepts’ locations in the image and the
combination of multiple queries need further investigation. Taking into account
the concepts’ distribution in the image and the relations between patches will in-
crease the performance of the system. All those issues influence the performance
prediction and therefore the complexity of the optimization algorithm.
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