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Abstract. Edge detection depends not only upon the assumed model of
what an edge is, but also on how this model is represented. The problem
of how to represent the edge model is typically neglected, despite the
fact that the representation is a bottleneck for both computational cost
and accuracy. We propose to represent edge models by a partition of the
edge manifold corresponding to the edge model, where each local element
of the partition is described by its principal components. We describe
the construction of this representation and demonstrate its benefits for
various edge models.

1 Introduction

Underlying any given edge detection scheme is a model of what an edge actually
is. These models typically possess several parameters, e.g., position, contrast, ori-
entation, and ‘scale’ (or ‘blur’), and while edge detection per se is concerned only
with determining the presence or absence of an edge at some location, to ignore
these parameters is to invite error [46][68][71]. Furthermore, the parameters that
characterize the edge are of interest themselves: they can be used to determine
the physical nature of the edge [26][72][57][30] and scene geometry [36], or to
support subsequent processing such as perceptual organization and recognition
[44]. These considerations have led researchers to develop progressively complex
models of edges. See Table 1.

Table 1. Some edge parameters and a
sampling of edge models incorporating
them. A complete edge model would in-
clude all of these and more. How do we
represent this complexity?

Parameter Detector
Orientation [27][49][19][12]

Blur (or ‘scale’) [8][60][42][18]
Subpixel location [32][67][28][47]
Intensity variations [55][53][59][69]

Curvature [17][35][37][73]

Solving edge detection in light of the effects of these parameters is equivalent
to parameter estimation [70][33][63]: given a neighborhood of an image I and an
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edge model E with parameter space Θ, we seek the ‘best’ explanation of I, e.g.,
finding θ̂ ∈ Θ that maximizes p(E(θ)|I).

The parameter estimation problem can be viewed geometrically [27][3]: the
edge model E is a low-dimensional manifold embedded in a high-dimensional
space, where the dimensionality is given by the number of pixels in the image
neighborhood. Our contribution here is to develop a representation of this man-
ifold that reflects its intrinsic geometry. We construct our representation using
the method of local principal component analysis [34].

The advantages of our representation lie in its relationship to the geometry
of the edge manifold. This leads to an accurate representation, and it can be
applied to a wide variety of models, even nonparametric ones.

2 Edge Manifolds

Edge detection is generally treated as a local process. An image point is identified
as an edge if the neighborhood of the image centered on that point, as defined
by the edge detector window, is determined to be ‘edge-like’, as defined by the
assumed edge model. These neighborhoods are images themselves, and so edge
detection is then the classification of these images into edge and non-edge. We
can view each image (i.e., windowed neighborhood of an image) as a point in a
high-dimensional space, with the dimension of the space equal to the number of
pixels in the image and the coordinates of the image as the intensity values at
the corresponding pixels. The class of edge images is some subset of this space.
If the class of edge images is defined by a model where the image of an edge
varies smoothly as the parameters vary, then the trace of the model in the high-
dimensional space is a manifold (note that some regularization is required for
discrete images).

Consider a simple edge model E : [0, 2π) → (X × Y → R
n) where the only

parameter θ ∈ [0, 2π) is orientation, x ∈ X and y ∈ Y are image coordinates, n
is the number of pixels in an image (n = |X × Y |), and intensity takes on real
values. The image intensity function is given by E(x, y; θ) = G ∗ f(x, y; θ), where
G is a regularization operator, e.g., a Gaussian, ∗ denotes convolution, and

f(x, y; θ) =
{

1 if − sin(θ)x+ cos(θ)y > 0
0 otherwise .

As θ varies, E(θ) traces out a curve in R
n. See Figure 1(a). Given an observed

image I, we would like to determine whether or not it is an edge according to our
model. The parameter estimation computations to achieve this can be described
in terms of the geometry of this manifold (Section 2.1). To support this we
develop a representation of the manifold based on local principal component
analysis (Section 2.2), which is particularly well suited to the problem.

2.1 Parameter Estimation

Let E(θ) ⊂ R
n be the edge manifold where θ ∈ Θ is a vector of edge parameters

and let I ∈ R
n be an image. The parameter estimation problem is then to find
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Fig. 1. (a) The edge manifold for an edge model where the only parameter is ori-
entation. The manifold is embedded in a 197-dimensional space; here we display the
manifold projected to the first 3 principal components of the entire manifold data
set (see also [3]). Since orientation is periodic, the manifold is a closed loop. (b) The
manifold sampled at 32 points. (c) Local PCA: The manifold sampled at 16 points
with the first principal component of the neighborhood of the samples. The princi-
pal components approximate the local tangent space to the manifold, enabling better
reconstruction than in (b).

the ‘best’ element of E that ‘explains’ I and the corresponding parameters θ̂.
These parameters can subsequently be used for the edge decision procedure. This
can be interpreted geometrically, as we show, highlighting the importance of the
representation E .

Parameter estimation is well studied [70], and the maximum likelihood es-
timator (MLE) is often used. It is defined as the parameter which maximizes
the likelihood function for a given observation. Previous work in edge parameter
estimation [33][63] show that, for certain restricted edge models, the MLE is a
minimum variance unbiased estimator, i.e., it achieves or approaches the Cramér-
Rao lower bound. Under simple assumptions, i.e., additive Gaussian noise and
a uniform probability distribution over Θ, the MLE for the general edge model
is,

θ̂ML = argmax
θ

L(E(θ)|I) = argmax
θ

1
(2π)n/2 e

− 1
2 ‖I−E(θ)‖2

,

where L is the likelihood function. This shows that the best estimate, in the
maximum likelihood sense, is the closest point on the manifold to I. This result
also shows the importance of the manifold’s geometry: one source of bias for the
MLE is curvature asymmetry in the manifold; see [1]. Other sources of estimator
error include variations in noise [52] and preprocessing [2]. In what follows we
assume that the MLE is adequate, however the representation we suggest is
certainly not limited to this case. In all cases, the representation of E that we
choose determines the nature of the computations used to find θ̂, and ultimately
dictates the accuracy of parameter estimation.



Representing Edge Models via Local Principal Component Analysis 387

2.2 Representing Edge Manifolds

The most straightforward approach to representation, where computational cost
is not an issue, is to simply sample the manifold finely enough so that the distance
between samples is less than the amount of error we are willing to accept. See
Figure 1(b). The problem of finding the closest point on the manifold to a given
image is then a search problem [3]. Such an approach is not optimal in that it
does not take advantage of the smoothness of the manifold.

Another approach is to construct a linear approximation to the manifold,
e.g., via the Karhunen-Loève transform [16]. Unfortunately, in most cases the
manifold is highly nonlinear, and as a result the approximation is poor.

Our approach is to take advantage of the merits of the Karhunen-Loève
transform by applying it to a subset of the manifold where it is appropriate. The
intuition is that since the manifold is smooth, it can locally be well approximated
by a linear subspace. The resulting representation is a piecewise linear one, where
the parameter space Θ is partitioned into subsets Θ1,Θ2, . . . ,ΘN and each
corresponding subset of the manifold E(Θ1), E(Θ2), . . . , E(ΘN ) is represented
by a linear approximation Ê1, Ê2, . . . , ÊN , i.e., E ≈ Ê =

⋃
i Êi. The estimation

problem is now one of finding the closest point to a given image I on Ê , which is
computed using a combination of search and linear projection. See Figure 1(c).
The procedure to construct this representation is called local principal component
analysis, developed by Kambhatla and Leen [34].

Local Principal Component Analysis (Local PCA). The procedure con-
sists of two main ingredients: a partitioning the manifold, and the principal
components of the elements of the partition.

Various procedures exist for solving the optimal partitioning of a set, de-
pending on what measure of optimality is chosen, e.g., [41]. Given that we are
interested in partitions where linear approximations work, an optimal partition,
in the sense of minimizing reconstruction error, can be formally described as
minimizing the expected distance between points in the elements of a partition
and their reconstructions. We compute the partition via the generalized Lloyd
algorithm [22] with reconstruction error as the distortion metric [34].

Computing the linear approximation of a given partition element is a matter
of computing its principal components. If E(Θi) is the partition element under
consideration, then the principal components are the eigenvectors of the covari-
ance matrix of E(Θi), i.e., the eigenvectors ψi and corresponding eigenvalues λi

are solutions to
Cψ = λψ

where C is the covariance matrix

C = E[(E(θ − E[E(θ)])(E(θ − E[E(θ)])T ]

for θ ∈ Θi. These can be computed using standard techniques [62]. The com-
ponents are orthogonal vectors aligning with the directions along which E(Θi)
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varies maximally, the first component accounting for most of the variance, the
second for the the second-most, and so on.

The number of components we store to define the representation should be
commensurate with the dimension of the manifold. The measured dimension may
of course depend upon the extent over which the samples are taken; thus ideally
the dimension selection should be coupled with the partitioning algorithm, with
a maximum acceptable reconstruction error determining the stopping. In our
examples we simply fix the dimension based on the number of parameters in the
model.

Determining the closest point on the manifold to a given point in the ambient
space is done by searching for the closest element of the partition to the point
in space followed by a projection onto the corresponding principal components.
Given an image I, the algorithm searches for the closest subset of the edge
manifold E(ΘI), where

ΘI = arg min
Θi

‖I − E[E(Θi)]‖.

The approximate closest manifold point is given by

Î = E[E(ΘI)] +
∑

i

ciψΘI ,i

where ψΘI ,i are the principal components associated with ΘI and

ci = (I − E[E(ΘI)]) · ψΘI ,i.

See Figures 2 and 3. The distance to the manifold is ‖I − Î‖. The estimated
‘parameters’ are the local coordinates of Î, i.e., the ci. To relate these to the
model parameters requires a labeling of the partition element centers and the
associated diffeomorphism from the subspace to the global coordinates.

2.3 Elaborating the Edge Manifold

So far we have only considered the orientation dimension of an edge model to
illustrate our approach. Here we consider some additional dimensions to illustrate
the generality of the approach and some geometric issues of significance.

Orientation × Curvature. An example of a two-dimensional manifold is an
edge model with parameters for orientation (θ1)1 and curvature (θ2). We can
describe an image generated by this model as E(x, y; θ) = G ∗ f(x′, y′; θ2) where

f(x′, y′; θ2) =
{

1 if y′ > θ2x
′2

0 otherwise ,

and x′ = cos(θ1)x + sin(θ1)y and y′ = − sin(θ1)x + cos(θ1)y. We show a set of
the corresponding filters in Figure 4.
1 Note that θi takes on a different meaning with each different model.
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Fig. 2. Determining the closest point on a manifold E (dotted line)to a given image I
(grey circle). (a) For the manifold representation given in Figure 1(b) the reconstruction
Î is the closest subset center M4, where Mi = E[E(Θi)], the Θi being the elements of
the partition in the parameter space. The reconstruction is found by simply searching
through the Mi. (b) For the manifold representation of Figure 1(c) the closest subset
center is found by search, followed by a projection onto the linear approximation of
the subset.

Original (I) E(E(ΘI)) ψΘI ,1 Reconstruction (Î)

Fig. 3. Approximating an edge manifold. An edge image, I, is generated by a model, E
parameterized by orientation; I = E(1.98rad). The algorithm finds the nearest subspace
center to I, E[E(ΘI)], and projects the image onto the first principal component of the
subspace, ψΘI ,1; here we use only one component as the manifold is one-dimensional.
The reconstruction is given by Î = E[E(ΘI)]+c1ψΘI ,1, where c1 = (I−E[E(ΘI)])·ψΘI ,1

In this case, ‖I − E[E(ΘI)]‖/‖I‖ = 6.86%, ‖I − E[E ′(ΘI)]‖/‖I‖ = 3.55%, where E ′

is the same edge manifold represented by twice as many subsets but no principal
components, and ‖Î − I‖/‖I‖ = 0.48%.

Intensity Variation. One well known shortcoming of step-edge models is that
edges observed in the natural world are typically not steps [26][4]. Local energy
based detectors [53][59] improve the situation but fail to capture the full variety
of intensity variation on either side of the discontinuity. Local PCA is an attrac-
tive approach to model higher order intensity variations because the added cost
of representation is simply additional principal components for each partition,
but no additional partition elements. Intensity variation in the neighborhood of
an edge can be captured up to its Taylor approximation, with the order dictated
by the number of filters. The model is given by E(x, y; θ) = G ∗ f(x, y; θ), where

f(x, y; θ) =
{

θ1 + θ2x+ θ3y + θ4x
2 + θ5xy + θ6y

2 if y > 0
θ7 + θ8x+ θ9y + θ10x

2 + θ11xy + θ12y
2 otherwise .
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Original (I) E[E(ΘI)] ψΘI ,1 ψΘI ,2

Reconstruction (Î)

Fig. 4. Manifold E has two parameters, orientation and curvature. I has orientation
2.5rad and curvature −0.48. As before, Î = E[E(ΘI)] + c1ψΘI ,1 + c2ψΘI ,2, where
ci = (I − E[E(ΘI)]) · ψΘI ,i. The reconstruction error is 2.2%. The last two images
show an example of this operator applied to an image. The close up shows a piece of
the image as reconstructed by the local PCA represented manifold. Note the curvature
bias induced by the shading.

We show a set of second order filters in Figure 5. Note that identifying quadratic
intensity variation may be fundamental to edge classification [4], e.g., similar
filters have proven useful in occluding contour identification [29].

ψΘ,1 ψΘ,2 ψΘ,3 ψΘ,4 ψΘ,5 ψΘ,6

ψΘ,7 ψΘ,8 ψΘ,9 ψΘ,10 ψΘ,11 ψΘ,12

Fig. 5. The principal components specifying a 12 parameter edge manifold where the
edge orientation is fixed horizontally and all variation is up to quadratic in intensity.
Filters ψΘ,1 and ψΘ,2 account for contrast, filters ψΘ,3 and ψΘ,4 account for linear
variation along the edge, filters ψΘ,5 and ψΘ,6 account for linear variation in the
direction normal to the edge, while the remainder account for quadratic variations.
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Orientation × Position × Blur. A three-dimensional manifold we consider
is given by the parameters for edge position (θ1), blur (θ2), and orientation (θ3).
The model is given by E(x, y; θ) = G(θ2) ∗ f(x, y; θ1, θ3)

f(x, y; θ1, θ3) =
{

1 if − sin(θ3)x+ cos(θ3)y > θ1
0 otherwise .

See Figure 7 for the associated filters.

2.4 Geometry of the Edge Manifold

Considering progressively more complex edge manifolds raises the question: how
do these parameters interact? The local PCA representation, by construction,
creates a local orthogonal coordinate frame describing each subset of the man-
ifold. In the one-dimensional case we saw (Figure 1(c)) that the first principal
component (Figure 3 ψΘI ,1) was approximately tangent to the manifold (indeed,
in the limit that the subset shrinks to zero, it becomes exact), which corresponds
to the derivative of the manifold with respect to θ. In the multi-parameter case,
the principal components span the (approximate) tangent space to the manifold
and point in the so-called principal directions [14]. In Figure 6 in E(Θ1) the com-
ponents ψ1 and ψ2 are roughly parallel to the parameter curves; this also occurs
on the orientation × position × blur manifold, see Figure 7. In general, the edge
manifolds are twisted, and there is no guarantee that a simple relationship ex-
ists between the principal components and the parameter curves or between the
parameter curves themselves. See Figure 6, E(Θ2). In contrast, the coordinates
of the the local PCA representation are naturally coupled to the geometry of
the manifold, the eigenvalues of each axis depending on curvature; furthermore
this coordinate system is automatic - a nonparametric manifold where the data
points are observed as opposed to constructed would be equally well represented
by local PCA.

Fig. 6. An edge manifold E defined by
two parameters, θ1 and θ2. The canon-
ical coordinate curves (dashed lines)
have an arbitrary relationship with the
local principal components, ψ1 and ψ2,
which are dependent on the intrinsic
geometry of the manifold. They may
align, as in E(Θ1). In general the co-
ordinate curves are neither orthogonal
nor aligned with the principal compo-
nents, as in E(Θ2).
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∂E
∂θ1

≈ ∂E
∂θ2

≈ ∂E
∂θ3

≈

ψΘ0,1 = ψΘ0,2 = ψΘ0,3 =

Fig. 7. Top row : The ‘partial derivatives’ of an edge manifold E with parameters cor-
responding to location (θ1), blur (θ2), and orientation (θ3), where location is measured
normal to the edge. These are obtained by computing the first principal component of
the subset of the submanifold defined by considering variation in only a single param-
eter, centered on E([0, 0, 0]), where each subset is approximately of the same length
in the ambient space. Bottom row : The first three principal components of the cell
centered on E([0, 0, 0]). The correspondence with the partial derivatives suggests that
the coordinate curves are near orthogonal at E([0, 0, 0]).

3 Results

We tested the reconstruction performance of the local PCA representation on
edge manifolds of increasing complexity. As a measure of performance, we cal-
culate the percent error in the reconstruction of manifold points, averaged over
the whole manifold: Error = E

[
‖Î−E(θ)‖

‖E(θ)‖
]
, for θ ∈ Θ. For comparison, we mea-

sure the performance of the representation consisting of partition averages with
no principal components, i.e., given a partitioning of the manifold E1, E2, ..., the
reconstruction is given by Î = E[Ej ] where j = argmini‖I − E[Ei]‖ (note that
this is simply vector quantization). The results are shown in Table 2.

Before discussing the results, some details are necessary. In all cases the
number of computations was kept approximately constant, i.e., a manifold rep-
resented by local PCA with m partition elements and n principal components
per element would be compared against a manifold with m2n partition elements.
The partitions were computed using vector quantization with reconstruction er-
ror as the distortion metric. The window size is 491 pixels. For the manifolds we
considered, orientation is sampled uniformly over [0, 2π) radians, blur is sam-
pled uniformly over [0, 8] pixels standard deviation, position is sampled uniformly
over [−8, 8] pixels (in the direction normal to the edge), and curvature is sam-
pled uniformly over [−0.083, 0.083]. Note that the uniform sampling may bias
the representation computed by local PCA.
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Table 2. Comparison of local PCA and vector quantization (0 components) represen-
tations of three manifolds. Error values given are the expected reconstruction percent
errors. In each case we indicate the size of the partition and the number of principal
components used. See text for a discussion.

Model Parameters Partition Size × Components Error
Orientation 36 × 0 2.31%

18 × 1 0.69%
12 × 2 0.45%

Orientation, 512 × 0 3.29%
curvature 128 × 2 2.21%
Orientation, 512 × 0 11.1%
blur, position 64 × 3 8.9%

Our first test considers the one-dimensional edge manifold parameterized by
orientation. The comparison is essentially between the representations shown in
Figure 1(b) and (c). For the local PCA representation with a single principal
component, the necessary filters are depicted in Figure 3. The errors show the
benefit of the local PCA representation, suggesting that the manifold is well
approximated by the linear subspaces at the scale chosen.

Despite the fact that the edge manifold is one-dimensional, we see that adding
a second principal component further reduces the error. From this it is clear
that the tangent space to the manifold varies within the partition elements: the
second component is capturing the curvature of the manifold. The representation
in some sense ‘dilates’ the manifold, as a point that lies on the plane determined
by the two components is interpreted as being on the manifold.

We represent the orientation × curvature manifold in the second case. The
manifold is two dimensional and the filters used by the local PCA representa-
tion are depicted in Figure 4. Here we see that again the local PCA is more
efficient, though not as dramatically as in the previous case. This suggests that
the manifold is highly curved in the curvature dimension.

The last manifold we consider is three-dimensional, with parameters varying
edge location, orientation, and blur. Local PCA filters for this manifold appear
in Figure 7. Here we have chosen a coarse partition, typical of many edge detec-
tors (see, e.g., the discussion in [58]). Even at this resolution, the structure of
the manifold is still captured significantly by the local PCA representation, as
evidenced in the errors.

We have illustrated that for a variety of edge models, the local PCA rep-
resentation yields better reconstructions than the vector quantization method.
The amount of computation is marginally less for the local PCA, while the
storage cost for the local PCA is significantly less (O(m logm + mn) vs.
O(m2n log(m2n))). Optimization of the method is the subject of ongoing work.
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4 Related Work

The treatment of edge detection as a model matching problem is classical
(Hueckel [27]). The statistical formulation and analysis of the problem as one
of parameter estimation [64][33][52][9][63] is still ongoing, in part because as the
edge model is elaborated, the analysis becomes less tractable, hence our accep-
tance of the maximum-likelihood estimator. The geometric nature of the problem
on which our analysis depends is nicely highlighted by Baker et al. [3]. Perhaps
the earliest effort to explicitly represent an edge manifold is due to Meer et al.
[50], using self-organizing maps [38].

Following Hueckel [27], Hummel [31] applied the Karhunen-Loève transform
to edge space to obtain an optimal basis in which to represent the edge manifold.
Note that this is different from the representation itself, which is nonlinear (see
Figure 1(a)), and that we would still need to represent the manifold, only now
embedded in a reduced dimensional space. The same approach has been used to
determine optimal bases in which to represent arbitrary image patches [23][43]
and by Perona [58] to represent steerable filters [20][65].

Our approach is to use the Karhunen-Loève transform for the representation
itself, applying it to a neighborhood of the manifold as opposed to the whole
manifold (as in the optimal bases case [31][58]) or some superset containing
the manifold (as in the natural image statistics literature [23][43][7][56]). The
advantage is that the resulting representation reflects the intrinsic dimensionality
of the manifold rather than the dimensionality of the space it lies in. While
here we use knowledge of the parameters of the edge model to determine the
dimensionality of the manifold, methods to estimate the dimensionality, e.g., [21],
may be used in conjunction with local PCA (see [11]) when such information is
not available.

An alternative formulation of steerable filters uses Lie group theory to derive
the basis [40][51][25]. While again the result is only a basis and not a represen-
tation, it is interesting to note that the construction of the basis depends upon
derivative operators that act on the edge manifold.

Researchers in learning have developed various representations for nonlinear
manifolds, e.g., nonlinear principal component analysis (NLPCA) [39], principal
curves [24], and local PCA [34]. Local PCA is approximately a first order repre-
sentation of principal curves, and has the attraction that it is easily computed;
this is not the case for some of the nonlinear methods [48]. Alternative nonlin-
ear methods include population coding [66][45] and radial basis functions [61].
We also note that related local linear methods have been successfully applied in
computer vision [10][5][13].

5 Conclusions

Motivated by the need to represent complex models of edge appearance, we con-
sidered the geometry of the corresponding edge manifold. The global structure
of the edge manifold reveals the limitation of standard linear dimension reduc-
tion techniques. The smoothness of the manifold suggests its tangent space as a
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means of local approximation. We achieve just such a representation using local
principal component analysis.

We construct local PCA representations of edge manifolds of varying com-
plexity. These constructions give rise to image filters which correspond to points
on and tangents to the edge manifold. Using these filters we compute the dis-
tance of an image patch to the edge manifold, which is equivalent to estimating
the edge model parameters. Furthermore, these filters are not designed: they are
direct consequences of the intrinsic geometry of the manifold.

Appearance-based approaches to object recognition, e.g., [54], bypass edge
detection to model intensity distributions directly. These approaches are ulti-
mately limited by complexity at the object level [6][15]. However, the variation
that is captured by such models can also be captured locally by sufficiently com-
plex features, e.g., occlusion edges [29]. Here we achieve a representation of edges
that balances their local nature with the complexity of their appearance.
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