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Abstract. This paper describes an on-the-fly technique for computing
the CFFD-preorder relation on two labelled transition systems (LTSs).
CFFD is a process-algebraic semantic model for comparing processes. It
is a modification of the CSP model. LTSs are used as a representation of
processes. The presented technique is based on transforming the specifi-
cation process into a special tester process. The tester is then composed in
parallel with the processes of the implementation. Violations against the
specification are detected as illegal states, deadlocks and livelocks during
the computation of the composition. Tester processes are an extension
of Brinksma’s canonical testers. Using a tester process can be a substan-
tially faster method of computing CFFD-preorder than the previously
used method of comparing acceptance graphs.

1 Introduction and Motivation

This work is based on process-algebraic theories such as Calculus of Communi-
cating Systems (CCS) [11], Communicating Sequential Processes (CSP) [5] [14],
and Chaos-Free Failures-Divergences (CFFD) [18,19]. These theories define ways
to compare processes. Each of them defines its own notion of equivalence, that
is, defines when the behaviours of two processes are considered equivalent.

The semantic model used in this paper is CFFD, which is a further develop-
ment of CSP. Unlike CSP, the CFFD theory can distinguish between different be-
haviours after a possible livelock. CSP considers all livelock situations as “chaos”
and therefore equivalent, no matter what can happen after the potential livelock.
CFFD avoids this problem, hence the name “Chaos-Free Failures-Divergences”.

In this paper it is assumed that the processes are formally modelled as la-
belled transition systems (LTS), or parallel compositions thereof. LTSs resemble
nondeterministic automata. The key difference is that an LTS has no accepting
states, and, in addition to the normal alphabet, there is a special invisible action
τ . τ resembles the ε of automata theory, but is usually given more significance.

Many process-algebraic theories contain a preorder relation that can be con-
sidered as an implementation relation: a system Sys is a legal implementation
of a specification Spec, if and only if Sys ≤ Spec. A detailed analysis of many of
them is in [9]. The CFFD-preorder “≤CFFD” is particularly interesting, because
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– it has nice compositional properties, so it is suitable for compositional veri-
fication;

– it handles livelocks in a satisfactory way; and
– it has an interesting connection to ordinary state-based linear-time temporal

logic (LTL) [10].

Namely, if Sys ≤CFFD Spec holds and Spec satisfies an LTL formula, then also
Sys satisfies it, provided that the values of the atomic propositions of the formula
are fully determined by the non-τ actions executed so far, and the formula does
not contain the “next state” operator [7]. (Notice that Sys may satisfy also
formulas that Spec does not satisfy.) This is an important property, because
LTL is one of the most important formalisms used for specifying systems, “next
state” is usually considered irrelevant in concurrency contexts, and the τ -actions
can be chosen according to the atomic propositions of the formula. Furthermore,
all major process-algebraic preorders lack this property because of the way they
handle livelocks. There are less well known preorders that have the property and
some that also preserve deadlocks, but CFFD-preorder can be shown to be the
coarsest compositional one among them [7].

CFFD-preorder guarantees that Sys has only “legal” execution traces (those
specified by Spec), Sys has only legal refusal sets (a generalization of deadlocks),
and Sys can livelock only when specified by Spec. It implies testing preorder, or
failure preorder [1].

Checking of Sys ≤CFFD Spec is PSPACE-complete in the size of Spec. On the
other hand, it can be done in low-order polynomial time in the size of Sys . We
will develop an algorithm that is exponential in the size of Spec and fast in the
size of Sys . It is based on converting Spec into a special tester process, putting
it in parallel with Sys , and checking for certain conditions when computing the
parallel composition of Sys and tester(Spec). In addition to being cheap in terms
of the size of Sys , the algorithm has the advantage that it can detect errors on-
the-fly, that is, during the construction of an LTS for Sys . This is obtained by
presenting Sys as a parallel composition of several processes P1, P2, . . . , Pn, and
computing P1 ||P2 || · · · ||Pn || tester(Spec) and simultaneously checking for the
error detection conditions. As was discussed in detail in [16] Section 4.2, on-
the-fly verification may save a lot of effort when analysing erroneous systems,
compared to fully computing the LTSs of Spec and Sys before comparing them.

Many of the fundamental ideas presented in this paper are not new. They
can be found from the literature on reduction algorithms in classic automata
theory, the theory of canonical testers [2], and the CSP model checking in the
FDR tool [13,14]. However, as far as we know, this is the first time that the
theory of tester processes is put together and presented in an organized man-
ner. Furthermore, nontrivial new ideas were needed for adding the handling of
divergences in an appropriate way, and, as we pointed out above, divergences
are necessary for checking the absence of illegal livelocks.

Other algorithms for checking a preorder that resembles CFFD have been
proposed in [3,13]. The [3] approach is exponential also in the size of Sys . The [13]
approach is rather similar to ours and has more or less the same complexity. The
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main difference, in addition to the important fact that our approach handles also
livelocks, is that some things that the [13] approach postpones to the computa-
tion of the parallel composition are done already during the tester construction
in our method. Therefore, our method states less requirements to the parallel
composition tool. (Please be not confused by the fact that the handling of live-
locks causes a rather strict requirement in our method — this should not be
taken into account when comparing to [13], because the latter treats livelocks as
“chaos”.)

The algorithm described in Section 4 has been implemented as an addition
to the “Advanced Reachability Analysis” verification tool set, which has been
developed by VTT Electronics and the Verification Algorithm Research Group
at Tampere University of Technology [17].

Section 2 recalls the basic definitions. In Section 3 the notion of acceptance
graphs is introduced. Our new method is described in Section 4.

2 Background

2.1 CFFD Semantics

The CFFD semantics is a semantic model for labelled transition systems (LTS).
It is a modification of the CSP model [5] [14]. The CFFD model differs from the
CSP model in the handling of (possible) divergences. The CFFD model records
the behavior of the system after divergences whereas the CSP model disregards
any behavior after the first divergence. The CFFD model is described in detail
in [18] and [19]. Here are some definitions of the concepts used in this paper.

Definition 1 (Labelled transition system) LTS P is the 4-tuple P = (S,Σ,
∆, ŝ), where S is the set of states, Σ is the finite set of visible action symbols.
There is also the invisible action τ �∈ Σ. ∆ ⊆ S × (Σ ∪ {τ}) × S is the set of
transitions and ŝ ∈ S is the initial state.

In addition to the alphabet symbols in Σ there is the invisible action τ . It
denotes some execution step which is internal to the system and its execution
cannot be directly observed in the execution behavior of the LTS.

Definition 2 (Arrow notation) The following are more convenient notations
for executions of an LTS.

– s−a→ s′ iff (s, a, s′) ∈ ∆
– s−a1a2 . . . an→ s′ iff

∃s0, s1, . . . , sn : s = s0 ∧ s0 −a1→ s1 −a2→ · · · −an→ sn ∧ s′ = sn.
– If σ = a1a2 . . . an then s−a1a2 . . . an→ s′ can be written s−σ→ s′.
– s−σ→ iff ∃s′ : s−σ→ s′

– s=a1a2 . . . an⇒ s′ iff s−τ∗a1τ∗a2τ∗ . . . τ∗anτ
∗→ s′ , where each τ∗ denotes

any sequence of zero or more τ-actions, and none of ai is τ .
– s=σ⇒ iff ∃s′ : s=σ⇒ s′
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Parallel composition is an operator which combines many LTSs into one. We
use a parallel composition operator that synchronizes all visible actions which
occur in the alphabets of more than one component LTS.

Definition 3 (Parallel composition) Let L1 = (S1, Σ1, ∆1, ŝ1), . . . , Ln =
(Sn, Σn, ∆n, ŝn). Their parallel composition L1 || · · · ||Ln = (S,Σ,∆, ŝ), where

– S = S1 × S2 × · · · × Sn

– Σ = Σ1 ∪Σ2 ∪ · · · ∪Σn

– (s, a, s′) ∈ ∆, where
s = (s1, . . . , sn) ∈ S ∧ s′ = (s′1, . . . , s

′
n) ∈ S,

iff either



a = τ ∧ ∃ i ∈ {1, . . . , n} :

{
(si, τ, s′i) ∈ ∆i and
∀j : (j �= i⇒ s′j = sj) or

a ∈ Σ ∧ ∀ i ∈ {1, . . . , n} :

{
a ∈ Σi ⇒ (si, a, s′i) ∈ ∆i and
a �∈ Σi ⇒ s′i = si

– ŝ = (ŝ1, ŝ2, . . . , ŝn)

The LTSs generated by this definition of composition contain unreachable
states. In practice, these states can be ignored, since they don’t affect the be-
havior of the LTS. In other words, only states s which satisfy ∃σ : ŝ−σ→ s are
important.

Definition 4 (Traces) The set of traces of an LTS P = (S,Σ,∆, ŝ) is tr(P ) ={
σ ∈ Σ∗ ∣∣ ŝ=σ⇒ }

Definition 5 (Stable failures) The set of stable failures of an LTS P is the
set of pairs sfail(P ) =

{
(σ,R) ∈ Σ∗ × 2Σ

∣∣ ∃s : ŝ =σ⇒ s ∧ ∀a ∈ R ∪ {τ} :
¬(s−a→ )

}
. The set R is called a refusal set.

The number of refusal sets for a given σ is often very large. All subsets of a
refusal set are also refusal sets, that is (σ,R) ∈ sfail (P ) ∧ R′ ⊆ R ⇒ (σ,R′) ∈
sfail(P ). Therefore, the stable failures with maximal refusal sets with respect to
⊆ completely determine the set of stable failures.

Sometimes it is more convenient to use acceptance sets instead of refusal
sets. Acceptance sets are the complements of refusal sets. Complements of the
maximal refusal sets are the minimal acceptance sets.

Definition 6 (Deadlock traces) The set of deadlock traces of an LTS P is
the set dltr (P ) =

{
σ ∈ tr(P )

∣∣ ∃s : (ŝ=σ⇒ s ∧ ∀a ∈ Σ ∪ {τ} : ¬(s−a→ ))
}

Thus

Theorem 1 dltr(P ) =
{
σ

∣∣ (σ,Σ) ∈ sfail(P )
}
.

Definition 7 (Divergence traces) The set of divergence traces of an LTS P
is the set divtr (P ) =

{
σ

∣∣ ∃s : ŝ=σ⇒ s ∧ s−τω→ }
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Here τω denotes an infinite sequence of invisible events. Similarly, Σω denotes
all infinite sequences of visible actions.

Traces can be derived from stable failures and divergence traces [15]:

Theorem 2 tr(P ) = divtr (P ) ∪ {
σ

∣∣ (σ, ∅) ∈ sfail(P )
}
.

Definition 8 (Infinite traces) If P is an LTS, then
inftr(P ) =

{
σ ∈ Σω

∣∣ ŝ=σ⇒ }
Definition 9 (Stability) State s is stable iff there are no invisible transitions
from it: stable(s) ⇔ ¬(s−τ→ ). An LTS P is stable iff its initial state is stable.

Definition 10 (CFFD-equivalence) LTSs P and Q are CFFD-equivalent,
written P ≡CFFD Q, iff Σ(P ) = Σ(Q) ∧ stable(P ) = stable(Q) ∧ sfail(P ) =
sfail(Q) ∧ divtr(P ) = divtr (Q) ∧ inftr(P ) = inftr(Q)

There are five components (Σ, stable(), sfail(), divtr () and inftr()) in the
CFFD-equivalence. In the case of finite state systems the inftr()-component
follows from the other components:

Theorem 3 If P is a finite state LTS, then inftr(P ) =
{
ω ∈ Σω

∣∣ ∀σ < ω :
σ ∈ tr(P )

}
.

The proof can be found in [19].
The following formulae are intended to illustrate the relation between CFFD

and CSP [12,15]. Let ρ ≤ σ denote that ρ is a prefix of σ. Let P be an LTS.
Then its CSP-divergences and CSP-failures are

Definition 11 (CSP-divergences and CSP-failures) CSPdiv (P ) =
{
σ ∈

Σ∗ ∣∣ ∃ρ ∈ divtr (P ) : ρ ≤ σ }
and CSPfail (P ) = sfail(P ) ∪ (CSPdiv (P )× 2Σ).

2.2 CFFD-Preorder

The CFFD-preorder is a relation which is used to compare two LTSs. One of the
LTSs represents the specification (S) and the other represents the implementa-
tion (I). The relation is written I ≤CFFD S.

Definition 12 (CFFD-preorder) If P and Q are LTSs, then P ≤CFFD Q iff
1. Σ(P ) = Σ(Q) ,
2. stable(P ) ∨ ¬stable(Q) , (or, equivalently, stable(Q) ⇒ stable(P ))
3. sfail(P ) ⊆ sfail(Q) ,
4. divtr(P ) ⊆ divtr (Q) and
5. inftr(P ) ⊆ inftr(Q)

This relation is both reflexive and transitive, so it is a preorder. The equiv-
alence induced by this preorder is the CFFD-equivalence. That is, P ≤CFFD

Q ∧Q ≤CFFD P ⇐⇒ P ≡CFFD Q.
If the LTSs are both finite, then the fifth property follows from the 3rd

and 4th.
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Property 1 tells that the implementation and specification should be inter-
ested in the same set of actions. Property 2 tells that if the specification is stable,
then the implementation must be also stable. In general, the specification may
contain more nondeterminism than the implementation but not the other way
around. Property 3 states that the implementation is allowed to refuse some set
R ⊆ Σ of actions after executing a trace σ ∈ Σ∗ only if the specification can
execute σ and then refuse R.

The implementation does not have to refuse everything that the specification
may refuse. When considering the acceptance sets instead of refusal sets, the
situation is complementary: After executing σ the implementation should always
be able to accept some superset of one of the specification’s acceptance sets. Note
that this property only speaks of the stable states.

Property 4 means that the implementation is allowed to diverge (livelock)
after executing some trace only if also the specification can diverge after that
trace. The implementation may also choose not to livelock even if the specifica-
tion allows it to do so, but then the implementation refuses at least ∅ after the
trace, which may violate property 3.

Property 5 is important only in the case of infinite state systems as Theorem 3
states. In [19] this issue is presented in more detail.

Definition 12 (properties 3 and 4) with theorems 1 and 2 implies two addi-
tional properties:

Theorem 4 If P ≤CFFD Q then 6. tr(P ) ⊆ tr(Q) and 7. dltr(P ) ⊆ dltr (Q)

2.3 The Complexity of Checking CFFD-Preorder

The checking of equivalence according to a semantics that is based on failures is
typically PSPACE-complete [8]. This applies also to CFFD-semantics. Because
P ≡CFFD Q ⇔ P ≤CFFD Q ∧ Q ≤CFFD P , the problem of checking P ≤CFFD Q
must be PSPACE-hard in the size of at least one of P and Q. The next theorem
states that it is hard in the size of Q. On the other hand, as will be described in
Section 4.1, it can be done in low-order polynomial time in the size of P .

Theorem 5 Checking that P ≤CFFD Q is PSPACE-complete in the size of Q.

Proof. If P ≤CFFD Q does not hold, then at least one of properties 1 to 4 of
Definition 12 does not hold. The first two are trivial to check. If the property 3 or
4 does not hold, P and Q have a trace σ such that either there is an action a such
that σa ∈ tr(P ) but σa /∈ tr(Q); or there is A ⊆ Σ such that (σ,A) ∈ sfail (P )
but (σ,A) /∈ sfail(Q); or σ ∈ divtr(P ) but σ /∈ divtr(Q). A nondeterministic
algorithm can guess the kind of error and then one by one guess the steps of an
execution of P that yields σ as the trace, and leads P to a state with an illegal
next action a, refusal set A, or divergence. The algorithm simultaneously keeps
track of all the states that Q may be in after executing the same trace as P has
so far executed.

At some point the algorithm guesses that the execution has been completed.
Then it verifies that P can continue with a or refuse A or diverge from its current
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state, but Q cannot from any of the states in its current set of states. Thanks
to the interleaving of the steps of P and Q, neither the (possibly exponentially
long) execution nor its trace σ needs to be stored. Keeping track of the set of
states of Q requires two or three bits per each state of Q. So polynomial space
suffices. Thus P �≤CFFD Q can be checked in nondeterministic polynomial space,
and NPSPACE is know to be the same as PSPACE.

It remains to be proven that checking P ≤CFFD Q is PSPACE-hard. The
checking whether a nondeterministic finite automaton N = (S,Σ,∆, ŝ, F ) ac-
cepts all traces (known as “words” in automata theory) in its alphabet is a
well-known PSPACE-complete problem. (F ⊆ S is the set of acceptance states ;
the other components are like in an LTS; and the automaton accepts a trace
if and only if it has an execution that produces that trace and ends in an ac-
ceptance state.) This problem can be reduced to the checking of P ≤CFFD Q in
polynomial time as follows.

First, N is converted to the LTS L1 = (S1, Σ1, ∆1, ŝ), where S1 =S ∪ {s#},
Σ1 = Σ ∪ {a#}, ∆1 = ∆ ∪ {

(s, a#, s#)
∣∣ s ∈ F } ∪ {

(s#, a, s#)
∣∣ a ∈ Σ1

}
,

and s# and a# are new (i.e., s# /∈ S and a# /∈ Σ). That is, a new state is
added such that it can be reached from each original acceptance state by a#,
and from itself by just any visible action. If N rejects some trace σ, then σa# /∈
tr(L1). Otherwise, L1 can execute any σ ∈ Σ∗ in such a way that it can then
continue with a# and any element of Σ∗

1 . Thus N accepts all traces if and only
if tr(L1) = Σ∗

1 .

Next S1, ∆1 and ŝ are replaced with S2 =
{
[[s]]

∣∣ s ∈ S1

}
and ∆2 ={

([[s]], a, [[s′]])
∣∣ (s, a, s′) ∈ ∆1

}
and ŝ2 = [[ŝ]], where [[s]] =

{
s′∈S1

∣∣ s=ε⇒s′∧
s′ =ε⇒ s

}
, yielding L2 = (S2, Σ1, ∆2, ŝ2). In other words, each strongly con-

nected component is collapsed into an individual state, where only τ -transitions
are taken into account when checking strong connectivity. Very efficient algo-
rithms are known for this, and tr(L1) is not changed, that is, tr(L2) = tr(L1).

Finally a new initial state and τ -transition are added, a new deadlock state
is added and made reachable from any old state by one τ -transition, and all
“self-loop” τ -transitions are removed. More formally: S3 = S2 ∪ {sI , sD}, ∆3 =
∆2 ∪ {(sI , τ, ŝ2)} ∪ {

(s, τ, sD)
∣∣ s ∈ S2

} − {
(s, τ, s)

∣∣ s ∈ S3

}
, and ŝ3 = sI ,

where sI /∈ S2 and sD /∈ S2. This conversion leaves tr(L2) intact, and ensures
that stable(L3) = false, sfail(L3) = tr(L3)× 2Σ1 , and divtr (L3) = ∅.

Consider the LTS L′ = ({s1, s2}, Σ1, ∆
′, s1), where ∆′ = {(s1, τ, s2)} ∪{

(s1, a, s1)
∣∣ a ∈ Σ1

}
. We have stable(L′) = false, sfail (L′) = Σ∗

1 × 2Σ1 , and
divtr (L′) = ∅. Therefore, L′ ≤CFFD L3 holds if and only if Σ∗

1 ⊆ tr(L3). On the
other hand, tr(L3) ⊆ Σ∗

1 by definition, and tr(L3) = tr(L1) by construction.
So L′ ≤CFFD L3 holds if and only if tr(L1) = Σ∗

1 , which, in turn, was shown
equivalent to N accepting all traces in its alphabet. ✷
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3 Acceptance Graphs

In order to check whether the relation P ≤CFFD Q holds, we have to check if the
properties 1-5 of Definition 12 hold for them. If we assume that Q does not have
an infinite number of states, then property 5 need not be checked.

Properties 1 and 2 are simple. Equivalence of alphabets is just a set compar-
ison. The values of stable(P ) and stable(Q) can be obtained by inspecting the
output transitions of the initial states of P and Q, and from then on the check
of property 2 consists of simple Boolean arithmetic.

To check for properties 3 and 4 we rely on the idea of acceptance graphs,
which are a modification of acceptance trees of [4]. They are deterministic LTSs
with some additional information.

Definition 13 (Acceptance Graph) An acceptance graph (AG) is the 7-
tuple (S,Σ, δ, ŝ, accsets , divok , stable), where

– S is the set of states.
– Σ is the alphabet.
– δ is a set of transitions, unlike in LTSs, it is a partial function S ×Σ → S.
– ŝ ∈ S is the initial state.
– accsets(s) is an attribute of each state in S. Its value is a set of sub-
sets of Σ such that no set is a subset of another. That is, if accsets(s) =
{A1, A2, . . . , Ak}, then Ai �⊆ Aj whenever i �= j.

– divok (s) is a Boolean attribute of each state in S.
– stable is a Boolean attribute of the entire AG.

Because an acceptance graph is deterministic, it can be exponentially bigger
than a CFFD-equivalent LTS. Acceptance graphs may thus be expensive to use.

Acceptance graphs and their construction are described in more detail in [18].
Now we will only briefly review the structure of an AG.

An acceptance graph can represent the same information as the CFFD-model
of finite LTSs, namely the alphabet, stability, stable failures, and divergence
traces. The main difference is that an AG contains no invisible transitions and
it is deterministic.

Since the AG is deterministic, each trace σ leads to a unique state s. If
σ ∈ divtr (P ) in the LTS representation, then the corresponding state in the AG
has its divok = true. The stable failures are stored as minimal acceptance sets in
each state. If there are stable failures (σ,R1), (σ,R2), . . . associated with trace
σ, then we take the maximal ones among the refusal sets R1, R2, . . . , compute
their complements in order to save space and store these complements (minimal
acceptance sets) as an attribute to the AG state s reachable with trace σ. The
initial stability information is stored as a separate attribute of the entire AG.

4 Checking CFFD-Preorder with Tester Processes

4.1 Use of the Tester

A tester process is an augmented LTS which can be used to check CFFD-preorder
P ≤CFFD Q without determinising P . Like in the previous checking method, the
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parts 1 and 2 of Definition 12 are checked separately. The parts 3 and 4 are
checked by computing the parallel composition of the tester and the original
LTS P . Any violations of the conditions 3 and 4 for CFFD-preorder can be seen
as a result of this construction.

The tester is “almost” deterministic. Given any trace σ, either the tester
cannot execute it at all, or the tester is in a unique state immediately after
executing σ. From this state there may be zero or more τ -transitions, but their
end states are stable.

In addition to the components of a normal LTS, the tester will have up to
three checks in each of its states. These may be considered as Boolean values
attached to the states. Each state can be marked as a rejection state, deadlock
rejection state or livelock rejection state, or any combination of these. The values
of these flags on the state s are given by the functions reject(s), DL-reject(s)
and LL-reject(s). They should be observed when constructing the parallel com-
position of the tester and the implementation under test.

If the parallel composition ever reaches a state where the tester is in a re-
jection state, it is considered an error of the implementation. Similarly, if the
parallel composition deadlocks when the tester is in a deadlock rejection state, or
livelocks when the tester is in a livelock rejection state, then these are considered
illegal behavior of the implementation.

Violations against rejection and deadlock rejection states are easy to de-
tect on-the-fly, that is, during the construction of the parallel composition. An
efficient algorithm for on-the-fly detection of also violations against livelock re-
jection states was described in [20]. The algorithm is based on constructing the
parallel composition in a certain order, and monitoring for loops consisting solely
of τ -transitions. Also the “non-progress cycle” detection algorithm of [6] can be
used for the task, but [16] argues that it is usually less efficient.

4.2 Construction of the Tester

We shall present an algorithm that converts the acceptance graph of Q into a
tester process tester(Q). It needs the notion of the minimal mirror collection [2]
of a collection of sets.

Definition 14 (Set mirroring) Let A = {A1, A2, . . . , An}, where Ai ⊆ Σ
when i = 1, . . . , n be a collection of subsets of Σ. Define intersect(A) =

{
B ⊆

Σ
∣∣ ∀j ∈ {1, . . . , n} : Aj ∩ B �= ∅}

. The minimal mirror collection of A is the
set of the minimal members of intersect(A):
Mirror (A) =

{
M ∈ intersect(A)

∣∣ ¬∃M ′ :M ′ ⊂M ∧M ′ ∈ intersect(A)
}
.

Notice that this definition implies Mirror ({a1, a2, . . . , an}) = {{a1}, {a2},
. . . , {an}}, Mirror (∅) = {∅} and Mirror ({∅}) = ∅. The name suggests that the
mirror image of a mirror image of a collection should be the original collection.
This is not true in general, but holds if no set in the original collection is a subset
of another.
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Algorithm 1 Tester LTS Construction

Input: An acceptance graph AG(Q) = (SQ, ΣQ, ∆Q, ŝQ, accsetsQ, divokQ, stableQ)
of LTS Q.
Create a new state sfail. ; S′

Q := SQ ∪ {sfail}
reject(sfail) := true ; LL-reject(sfail) := true ; DL-reject(sfail) := true
For each state s ∈ SQ such that s �= sfail:

reject(s) := false ; LL-reject(s) := ¬divok(s)
DL-reject(s) := (accsetsQ(s) �= {∅})
For each a ∈ ΣQ such that ¬(s −a→ ):

Create a new transition s −a→ sfail.
end
M := Mirror(accsets(s))
For each A ∈ M :

Create a new state sA. ; S′
Q := S′

Q ∪ {sA}
Create a new transition s −τ→ sA.
reject(sA) := false ; DL-reject(sA) := DL-reject(s)
LL-reject(sA) := LL-reject(s)
For each a ∈ A and s′ ∈ SQ such that s −a→ s′:

Create a new transition sA −a→ s′.
Mark the transition s −a→ s′ for removal.

end
end
Remove marked transitions.

end
Output: tester (Q) = (S′

Q, ΣQ, ∆Q, ŝQ, reject, DL-reject, LL-reject)

end

Theorem 6
1. If A1 ⊆ A, then Mirror ({A1, A2, . . . , Ak, A}) = Mirror ({A1, A2, . . . , Ak}).
2. If no member of A is a subset of another, then Mirror (Mirror (A)) = A.

The proof is skipped because of lack of space.
We are now ready to present the tester construction algorithm. It is the

enclosed Algorithm 1. It works by adding new states and transitions to AG(Q),
deleting some old transitions, and setting the reject- etc. flags of all states. These
operations are guided by the accsets- and divok -attributes of AG(Q).

In theory, the reject flag is not necessary. The only state where it is on,
namely sfail, has no output transitions. Furthermore, the tester has the same
visible actions as the specification Q and the implementation P . Therefore, if
P || tester(Q) reaches a state where tester(Q) is in sfail, then it can continue only
with invisible actions. If it can do an infinite number of them, then it livelocks,
otherwise it eventually deadlocks. Thus the reaching of sfail would be detected as
a violation against LL-reject(sfail) or DL-reject(sfail). However, the reject flag is
extremely easy to implement, and it makes it possible to catch the error sooner.
Early catching of errors is a virtue of on-the-fly verification.
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ab c d

(a) Specification
LTS Spec

cba d

{{a}, {b, c}}

(b) Acceptance Graph
AG(Spec)

d

e

ba a c sfail

(c) Tester LTS
tester (Spec)

Fig. 1. Stages of the tester construction

Also the DL-reject-flags are unnecessary in theory, but helpful in practice.
They could be avoided by adding the transition s −τ→ s to every original
state s of AG(Q) when starting to process s in the algorithm, and treating
every state as a DL-reject-state. Then the parallel composition cannot dead-
lock in s because the tester can livelock there; it can deadlock only when the
tester is in some state sA that the algorithm added to cater for a set A in
Mirror (accsets(s)). If the specification allows deadlocking, then accsets(s) = {∅}
and Mirror (accsets(s)) = ∅, so there will be no sA. However, letting the tester
livelock would complicate the use of the LL-reject-flags, as one would then have
to distinguish those livelocks that are not due to the tester. It would also cause
a small increase in the size of the parallel composition LTS.

The construction of the tester may be sped up by minimizing AG(Q) [18]
before tester construction.

4.3 An Example Tester

The LTS Spec in Figure 1 contains three explicitly shown states, which represent
possible states after some trace σ. All three are reachable with the same trace
from the initial state somewhere in the “cloud”. The alphabet of this specification
is Σ = {a, b, c, d, e}.

In the acceptance graph fragment all three states are combined into one, since
they are reachable by the same trace and different stable failures are represented
by different acceptance sets in this state. Notice that the state with divergence is
unstable and therefore does not generate an acceptance set of its own. However,
the divergence state causes the divok -flag of the AG state to be set. The mirror
image of these acceptance sets is Mirror ({{a}, {b, c}}) = {{a, b}, {a, c}}.

The tester generated from the acceptance graph shows a new “child” state
and a τ -transition to it for each mirrored acceptance set. The visible transitions
from the original state have been moved and possibly duplicated to begin from
the child states. The transition labelled d is not a member of any acceptance set,
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so it has been left intact. The trace σe is illegal, so that trace leads the tester
immediately to the failure state sfail.

4.4 How Does the Tester Work

Consider the parallel composition of a tester with another LTS. From it one
should be able to tell if any of the properties of the CFFD-preorder are violated.
In fact, sfail(P ) ⊆ sfail(Q) and divtr (P ) ⊆ divtr(Q) are the only interesting
properties, since the alphabet and stability are easy to check without testers,
and infinite traces are relevant only if Q has infinitely many states.

Traces First of all, the parallel composition can verify tr(P ) ⊆ tr(Q). Due
to its construction, AG(Q) has the same set of traces as Q. If P has a finite
trace σfail that Q cannot execute, then it has a (possibly empty) longest prefix
σ′fail ≤ σfail which is a trace of both processes. After executing σ′fail, AG(Q) will
be in a state where it cannot continue with the next visible action in σfail. An at-
tempt to execute this action will lead tester(Q) immediately to sfail.On the other
hand, because AG(Q) is deterministic and tester(Q) inherits its structure from
AG(Q), sfail can be reached only by an illegal trace. Therefore, tr(P ) �⊆ tr(Q) if
and only if the parallel composition will contain a transition to sfail.

Divergence Traces Since AG(Q) is deterministic, each of its traces uniquely
determines a state, where execution ends up after that trace. The LTS Q can
diverge after some trace σ iff AG(Q) has its divok -flag set in the state s deter-
mined by σ. The tester constructed using the above algorithm has all the states
of AG(Q) and some more. In the tester, the trace σ leads to state s or one of
its “child states” sA added during the algorithm. In all these states the flag
LL-reject has the opposite value from divok (s) in AG(Q).

This means that if the testee process P in the composition has a divergence
after σ, and if σ is not rejected as an illegal trace, then the parallel composition
will livelock after σ. If σ is in divtr (Q) (legal divergence), then the LL-reject-flags
in the states immediately after σ are off, so no error is declared. In the opposite
case, the tester component is in a livelock rejection state, so an illegal livelock
will be detected during the computation of the parallel composition.

Stable Failures We still have the check sfail(P ) ⊆ sfail(Q). If (σ,R) ∈ sfail (P )
but σ /∈ tr(Q), then σ is an illegal trace and will be detected as such. Therefore,
let us from now on assume that σ ∈ tr(Q) but (σ,R) /∈ sfail(Q).

Let sP be a stable state of P that can be reached with σ and refuses all
actions in R. Let R1, . . . , Rn be the maximal refusal sets of Q after σ. Because
the refusal of R is illegal, for each i, R contains an action ai that is not present
in Ri. Thus ai ∈ Σ−Ri, and we can reason that each minimal acceptance set of
AG(Q) after σ contains an action ai that is also in R. The mirror image of the
collection of the minimal acceptance sets contains a subset A of the set of those
actions, so that A ⊆ {a1, . . . , an}. The tester has a state sA that is reachable
with σ and offers precisely the actions in A as the next actions. Because sP
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refuses all of a1, . . . , an and both sP and sA are stable, the parallel composition
is in a deadlock. Because refusing of R is illegal, we see that Σ is not a refusal set
of Q after σ, so the collection of minimal acceptance sets is not {∅}, its mirror
image is not ∅, and DL-reject(sA) = true. Thus the deadlock is illegal, and the
error is detected. We have now shown that all illegal stable failures are detected.

It remains to be proven that if the parallel composition deadlocks while the
tester is in a deadlock rejection state, then P has an illegal stable failure. The
deadlock state is of the form (sP , sQ), and is reached by some common trace σ
of P and Q. The state sQ is either sfail, or one of the sA-states added by the
tester construction algorithm, or one of the original states of AG(Q). If it is sfail,
then already σ is illegal. An original state can be a component of a deadlock
state only if it has no τ -transitions to the sA-states. This is possible only if
Mirror (accsets(sQ)) = ∅, in which case accsets(sQ) = {∅}, so DL-reject(sQ) =
false, and no error is reported. Therefore, assume from now on that sQ is one
of the sA-states. It corresponds to some set A in Mirror (accsets(sQ)). By con-
struction, A contains at least one action from each minimal acceptance set of Q
after σ. Thus for each refusal set Ri, 1 ≤ i ≤ n, of Q after σ there is ai ∈ A
such that ai /∈ Ri. However, because (sP , sQ) is a deadlock, sP refuses all of ai.
Thus sP refuses {a1, . . . , an} that is not a refusal set of sQ.

4.5 Implementation Considerations

The tester construction algorithm is otherwise quite straightforward to imple-
ment, but it contains operations on sets of subsets of Σ. Choosing appropriate
data structures is important for fast set operations. The most effective set rep-
resentation in a typical computer depends on the size of Σ. For a small Σ a bit
vector representation is most efficient.

Excluding the handling of the acceptance sets (the “for eachA ∈M” loop and
the preceding line, which does set mirroring), the complexity of the algorithm is
of the order |Σ||S|. The cost of processing the acceptance sets, and the number
of the states and transitions in the constructed tester, depend greatly on the
results of the acceptance set mirroring. If the average number of sets in the
mirror images is high, then the resulting tester will be large.

Suppose Σ = {a1, a2, . . . , a2n}, where ai �= aj whenever i �= j. Then some
state may have the acceptance sets A = {{a1, a2}, {a3, a4}, . . . , {a2n−1, a2n}}.
Because all the elements in these n sets are different, the mirror image will be
{a1, a2}× {a3, a4}× · · ·× {a2n−1, a2n}. The number of these sets is 2n or 2( |Σ|

2 ).
Therefore, any algorithm for computing the mirror image has a worst-case ex-
ponential run time with respect to the size of Σ.

A brute-force method for computing Mirror ({A1, A2, . . . , An}) is to first
compute the Cartesian product A1 ×A2 × · · · ×An. The result is formally a set
of vectors, but these vectors can be converted into sets by dropping the duplicate
elements and disregarding the order of elements. Then we only have to find the
minimal ones among these sets. This can be done simply by comparing each set
to all the others and removing the set if any of its proper subsets is found.
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The computation of a long chain of Cartesian products can be done one
product at a time. In this case the computation can be optimized by checking
for minimality already at this stage, and discarding sets which have subsets in
the already-computed result.

4.6 Measurements

The tester construction algorithm has been implemented as an extension to
the “Advanced Reachability Analysis” verification tool set [17]. The following
measurements are intended to give only a rough estimate of the time consumed
by the tester construction algorithm starting from the acceptance graph. The
time indicated includes inputting the acceptance graph from a file, constructing
the tester and outputting the result into a file. The measurements were made on
a Sun SPARCStation 5 with a 70MHz sparc CPU. The time program provided
with the operating system (Solaris 2.5) was used to measure program run times.
The first test case is a simple artificial example LTS, the second case is a model
of the alternating bit protocol with buffers and the third test case is an incorrect
version of the same protocol.

Test case Simple ABP BABP
Size of Σ 5 5 13

Specification AG Size of S 5 150 1500
Size of ∆ 7 270 3600

Tester LTS Size of S 10 310 4100
Size of ∆ 30 750 21000

CPU time used 0.2s 1.7s 31s
Real time used 0.4s 1.9s 32s

5 Conclusions

We have developed an on-the-fly CFFD-preorder verification method which is
based on tester processes. Tester processes are ordinary LTSs extended with three
kinds of error detection states: reject, reject if deadlock, and reject if livelock.
The implementation process is represented as an LTS or a parallel composition
of several LTSs. The specification LTS is converted into a tester by determin-
ising, mirroring of the refusal information, adding new states and τ -transitions,
and declaring certain states as error detection states. Implementation errors
according to ≤CFFD can be detected on-the-fly with an ordinary LTS parallel
composition algorithm augmented with three relatively easy checks based on
the local state of the tester. The check for livelocks uses an algorithm that has
been published earlier, [6] or [20].

The use of testers requires computationally expensive things to be done only
to the specification LTS. A software tool for computing these tester processes
from specification LTSs has been implemented.
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