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Abstract. This paper describes experiences gained from development
of a fully compliant implementation of the W3C’s XML based P3P stan-
dard. P3P aims to make privacy policies of web sites transparent for
automated agents, and thereby to improve transactions of personal data
on the Internet. We look at some of the most important issues that have
arisen from our development work, including problems with the privacy
preference standard, APPEL, before concentrating on issues related to
end user assurance. We look at P3P usage scenarios to show that the
current P3P standard has weaknesses in this area. The paper then con-
siders possible extensions to P3P, which could provide greater assurance
to end users and facilitate dispute resolution. In particular, we present an
overview of a way for increasing assurance of a privacy policy’s validity
using signed XML.
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1 Introduction

There have been several optimistic projections of rapid growth in e-commerce
however the business-to-consumer (B2C) sector has failed to realise its expected
growth potential. Surveys show that lack of information about privacy practices,
and lack of trust in third party management of personal data are some of the
most significant obstacles to the growth of e-commerce on the Internet. A survey
performed by Consumers International [8] revealed that a third of investigated
web sites made no mention of their privacy practices and the quality of actual
practices where they existed had not been audited. A Harris poll [1] showed that
when asked specifically about their online privacy concerns, respondents said
they were most worried about web sites providing their personal data to others
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without their knowledge (64 percent) and web sites collecting information about
them without their knowledge (59 percent).

The P3P standard has been proposed and developed by the World Wide Web
Consortium (W3C) in response to the growing technological need to manage the
privacy concerns of consumers engaging in on-line commerce. This paper will de-
scribe the experience gained in the development of a P3P implementation that
is fully compliant with the standard, identify some of the outstanding problems,
and outline recommendations for addressing them. It should be stressed that
P3P offers only one (albeit important) technical solution in a wider spectrum of
privacy enhancing technologies and security technologies that can be applied by
IT systems for managing on-line privacy issues. In particular it provides a frame-
work, which allows users and, importantly, automated agents on behalf of users
to assess the terms and conditions of a web site’s Privacy Policy via unam-
biguous machine readable statements which explicitly declare a the web site’s
data handling practices for personal data. These statements may be processed
automatically, but visibly, before any personal data is sent to a remote web site.

After a brief introduction to P3P, we describe the JRC P3P reference imple-
mentation in section 2. Section 3 reviews some of the findings deriving form the
implementation. Section 4 describes how some important questions of end user
trust remain inadequately addressed by the current P3P specification. For exam-
ple, the privacy statement of a web site might state that they will not contravene
certain privacy principles (such as disclosure to third parties) but currently P3P
does not contribute to the process of making this an agreement that can be
enforced by providing non-repudiability. We claim that the P3P process has the
potential to deliver far more in terms of a legally binding statement.

1.1 Information Privacy

An important concept in the context of online privacy protection and P3P is in-
formational self-determination; i.e. empowering the user to assert his/her rights
in the use of personal data [11]. According to EU data protection legislation, data
are personal data when they deal with any information relating to an identifiable
natural person. To determine whether a person is identifiable is subject to inter-
pretation and therefore the technical definition of personal data is in continuous
flux, not least because in the emerging Information Society an increasingly wide
range of human characteristics (demographics, behaviour, biological features,
etc.) will find themselves reflected in some kind of electronic equivalent. For the
purpose of web site interactions, personal data can be broadly categorised in
terms of the following categories: Communications traffic data indicating the
source and destination of a communication (e.g. http headers, clickstream data,
cookies, user password, etc); demographic data (e.g. name, address, etc.); con-
textual data, i.e. additional data needed for processing a particular transaction
(e.g. credit card, income, health status, location, etc.).
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1.2 Platform for Privacy Preferences – Brief Introduction

The W3C specification document gives the following description of P3P [3]: “The
Platform for Privacy Preferences Project (P3P) enables Web sites to express
their privacy practices in a standard format that can be retrieved automatically
and interpreted easily by user agents. P3P user agents will allow users to be
informed of site practices (in both machine- and human-readable formats) and
to automate decision-making based on these practices when appropriate. Thus
users need not read the privacy policies at every site they visit.” The aims of
P3P can be summarised as follows:

• Transparency: To increase trust in data transactions on the Internet by pro-
viding statements of Data Protection policies.

• Automation: To facilitate data flow by making statements machine readable.
• Dispute resolution: To facilitate this by providing unambiguous statements.
A schematic overview of P3P is given in figure 1. In words:

• A web service/site (1.) (e.g. e-commerce shop) defines its Privacy Policy
that is then translated into a P3P XML version often using an off-the-shelf
tool. The privacy policy specifies a web site’s data processing practices of
the personal data of its customers. Typical issues specified are length of
data retention, disclosure to unrelated third parties and user access to their
personal data.

• The user defines their Privacy user preferences (4.) which are translated into
a P3P XML version possibly using a graphical tool such as the JRC ruleset
editor1. This typically specifies a set of data processing characteristics to
look for in P3P policies and behaviors to execute if they are matched. The
characteristics that the rules look for can be any of those possible within
P3P e.g. user access rights, data retention, etc.

• For any http request by the user, before data is transmitted, the agent fetches
the P3P policy (3.) and evaluates it against the user’s preference set.

• Depending on the evaluation result, data such as http header info or demo-
graphic data (6.) may be released to the web site’s data store and/or the
client may be given information on evaluation results. Note that current op-
tions in P3P only specify that requests SHOULD be blocked, executed or
limited. There is no interaction with a user data store or granular information
filtering.

2 Description of the P3P Reference Implementation

2.1 Objectives

The JRC has developed a complete implementation1 of the P3P standard for the
purposes of developing research extensions to P3P, as an educational platform
1 See the JRC P3P resource center http://p3p.jrc.it
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Fig. 1. Schematic overview of the P3P Process

and as a way of investigating the level of the standard’s compliance with EU
Personal Data Protection legislation. This implementation was the first to be
fully compliant to the standard, and was adopted by the W3C2 as a reference
model to demonstrate the maturity of the standard. A demonstration site and
evaluation environment are available to provide a broad range of assessment and
familiarisation functions.

2.2 Architecture

The implementation is written in Java 1.2 with a proxy architecture, ensuring
compatibility with most browsers. A modular architecture allows easy exper-
imentation with different components. For example the rule based evaluation
system is completely decoupled from the proxy handler.

1. APPEL preference matching component: The intelligent agent which per-
forms matches between the web site P3P privacy policy and the user’s AP-
PEL [4] privacy preferences. APPEL allows a user to express his/her privacy
preferences in a set of XML rules (called a ruleset), which can then be used
by a user agent to make automated or semi-automated decisions regard-
ing the acceptability of machine-readable privacy policies from P3P enabled
web sites. Only one rule is permitted to fire in any set, thus strict ordering
is crucial. This is a drawback in our view because although there may be
many reasons for a policy to be rejected within one ruleset, only one is given
to the user. It does however make for faster performance and obviates the
possibility of conflicting behaviors.

2 See the W3C web site: http://www.w3c.org/p3p



108 Giles Hogben et al.

2. Preference creation component (ruleset creation): A tool allowing users to
translate their privacy preferences into XML format.

3. Syntax validation component: Performs numerous syntax checks on the Pri-
vacy Policy and the privacy preference ruleset.

4. Proxy component: Mediates between client and server, filtering content and
providing feedback to the user, according to P3P. Also handles the different
users accessing the machine simultaneously so that content is sent back only
to the user who requested it. Manages user profiles, each with a username,
password, preferences and history. This is thus a simple identity management
system.

5. Policy discovery component. Looks for Policy Reference Files (PRF’s) (files
specifying which policies apply to which resources) and decides which P3P
policy applies to which resource.

The set up also contains a mock-up of a typical P3P enabled commercial web
site to demonstrate a realistic process and end user interactions.

3 Main Findings Deriving from the P3P Implementation

3.1 User Interface and Performance Issues

Perhaps the most interesting part of the development effort was in trying to
build an interface through which users can easily set up their privacy prefer-
ences. P3P can express various aspects of human readable privacy policies in an
unambiguous machine readable XML format. Building on this, APPEL is able to
create rules, which will match any aspect of P3P’s granular structure. Therefore
in setting up an interface for creating APPEL rules, we were forced to present
a very large number of possibilities to the user in order to allow them to match
any aspect of a P3P policy. In terms of ECA (Event, Condition, Action) rule
theory the problem is that the rule condition – is very complex.

Fig. 2. Architecture components of the JRC P3P
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Fig. 3. Simple and Advanced rule creation interfaces

User Interface Issues with APPEL A quick survey shows that existing
commercial implementations have not implemented full versions of APPEL. One
of the possible reasons for this is that the possibility space provided by APPEL
is too large for any application to be able to offer an easy to use interface for
creating privacy rules. For example it is possible to state for any one of over 100
data types whether their collection is optional or not. To give the ordinary user
the ability to control the optionality of every one of the data types would present
him with an impossibly complex array of choices. However for experts having
to use APPEL in a more professional capacity such as regulators, the ability to
control such choices is vital.

Any user interface therefore needs to be firmly divided between the expert
and the general user. After creating our Rule creation GUI, we were confident
that we had an interface of use to informed experts. We also found that it was
possible to create an interface for general users based on selecting from a set
of predefined rules (e.g. “block all cookies which link to personal information”).
The main obstacle we needed to overcome was making sure that the complexity
of full rule creation was not presented to ordinary users, whilst still allowing it as
a possibility for advanced users. User testing showed that it was very important
to separate the condition and action parts of a rule for it to make sense to users.
Figure 3 shows the two sections of the GUI, one based on choosing between
a simple selection of predefined rules (aimed at the general user), the other
offering complete control over all aspects of a privacy rule (aimed at expert
users). The second interface also separates the choices clearly into those to do
with the condition and those to do with the action.

Complexity of Algorithm Another possible reason for the lack of full imple-
mentations of APPEL is that in order to provide a completely general matching
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algorithm capable of dealing with any possible privacy preference within the
semantic space provided by P3P, a complex sub-tree matching algorithm is re-
quired. This is costly to implement in terms of development time and difficult
to make efficient.

At first sight, the APPEL algorithm appears to be very heavy because it is
highly recursive. This may have put off many implementers. However, because
P3P policies never reach more than 5 levels in depth and generally only extend
to 4, this recursivity does not produce excessive load. We found that with a full
policy validation in our Java implementation, the APPEL evaluation process on
a standard PC can take of the order of 1 second for a real world ruleset and
policy. However, timing tests revealed that this was more due to inefficiencies
in document parsing than in excessive load created by the algorithm. The ac-
tual matching process only took typically 20 milliseconds. We would suggest
therefore that implementers should not be put off using APPEL because of its
apparent complexity. Already some implementers have been successfully using
our evaluator which can be used as a stand alone component.

Performance in P3P User Agents The fact that most implementations of
P3P user agents (most notably Microsoft’s IE 6) have chosen to implement a cut
down version of P3P, and in general policies are processed after resources have
been loaded, highlights performance problems faced by implementers of P3P.
The actions of a P3P user agent for a typical page can involve 6 extra http calls
for PRF’s, policies for embedded resources etc.

W3C’s proposed solution to this has been the P3P compact policy. This is
an abbreviated version of the P3P policy contained in the http header, which
allows a much quicker evaluation time. However these only apply to cookies and
are therefore by no means a complete solution.

One solution is to capitalize on the fact that many companies are tending
to use standardized (“catch-allö) privacy policies for reasons of legal security
and to save work in creating policies. For example, on Yahoo.com, the policy,
which covers the majority of pages within their domain states that information
collected may be used for opt out telemarketing. But on most pages within
Yahoo, no personal data is actually collected. This reflects the fact that it is
easier for companies to create a “lowest common denominator” policy, which
will cover anything that might possibly happen on their site, than to create
policies tailored to individual pages.

If this trend develops, it may be that companies will use standardized privacy
policies kept by third parties at URI’s, which may be well known to a user agent,
in the same way as data documents can use standard XML schemas. This would
allow a major performance enhancement because clients could then store a list of
trusted policy URI’s and simply match against these rather than having to fetch
a policy and do complex sub-tree matching. A related solution to the problem
would be possible if the use of trusted seals became widespread. P3P, in its
disputes resolution tag, allows policies to specify a trusted seal. Were these to
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be widely adopted, as seems likely, it would again reduce the policy matching
load to a simple string match.

Other possible avenues for performance enhancement might include the ex-
tension of compact policies to cover all resources, and the use of binary XML.

3.2 APPEL Specification Issues

Ambiguity of Logic Inference System At present it is possible to write two
semantically equivalent P3P policies where one will be blocked by a given rule
and the other will not. This is clearly unacceptable. For example, the following
rule looks for any information which is not the user’s IP address or user agent
string and blocks resources which ask for it.

<appel:RULE behavior="block">

<p3p:POLICY>

<p3p:STATEMENT><p3p:DATA-GROUP appel:connective="non-and">

<p3p:DATA ref="#dynamic.clickstream.clientip.fullip"/>

<p3p:DATA ref="#dynamic.http.useragent"/>

</p3p:DATA-GROUP></p3p:STATEMENT>

</p3p:POLICY>

</appel:RULE>

This RULE will cause a block behavior for the following web site policy (only
relevant parts quoted),

<POLICY>

<STATEMENT><DATA-GROUP appel:connective="and">

<DATA ref="#dynamic.clickstream.clientip.fullip"/>

<DATA ref="#dynamic.http.useragent"/>

</DATA-GROUP></STATEMENT>

</POLICY>

but not for this one

<POLICY>

<STATEMENT><DATA-GROUP>

<DATA ref="#dynamic.clickstream.clientip.fullip"/>

</DATA-GROUP></STATEMENT>

<STATEMENT><DATA-GROUP>

<DATA ref="#dynamic.http.useragent"/>

</DATA-GROUP></STATEMENT>

</POLICY>

Note the presence of the “non-and” connective, which means “only if not all
sub-elements in the rule are present in the sub-elements of the matched element
in the policy”. This is true for the first policy snippet but not the second, which
given that they have the same meaning is clearly unacceptable. We will look at
solutions which address this problem below.
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Expressive Inadequacy of Logical Connectives The problem of ambiguity
outlined above is just one example of the inadequacy of the logical system con-
tained within APPEL. One of our lines of research will shortly be in bi-lateral
negotiation systems. This will require a much more sophisticated capability in
terms of logic and inference.

For instance we would like to be able to express the following: If the privacy
policy says it will retain my information “indefinitely”, try changing this to “for
the stated purpose only” and send the policy back to see if the server’s logic engine
will agree to this in exchange for the same services. At present, APPEL contains
only the ability to match arbitrary sub-trees beginning at the POLICY’s root
node, and is not well suited for such inferences.

Proposed Solutions to Problems with APPEL Any rule system able to
match the full range of possibilities within P3P will by always be as complex as
P3P. So we do not believe simplifying APPEL is an answer. Instead, we suggest
the following lines of research:

1. As a quick fix, use a standard query language for the condition matching
part of APPEL. Instead of using the somewhat quirky APPEL connective system
and recursive matching algorithm the rule condition could be specified by an
XPATH [12] query. These query languages are designed to match arbitrary node
sets with high efficiency. They have the advantage that developers are familiar
with them and efficient algorithms exist to execute the queries. As it has become
very clear that APPEL is not a language that will be written by anyone other
than developers or ordinary users using a GUI, this is clearly the best approach.

E.g. a rule in this format, which would solve the above ambiguity problem
would be:

<appel:RULE behavior="block" prompt="yes" promptmsg="Rule found policy

using your home info beyond current purpose ">

<appel:MATCHQUERY query=

"//DATA[not(substring(@ref,’ dynamic.clickstream.clientip.fullip’)

or substring(@ref,’ dynamic.http.useragent’))]"

querylanguage="XPATH">

</appel:RULE>

2. Explore moving APPEL into an Resource Description Framework
(RDF) [2] based system, which would relate rules to a Darpa Agent Markup
Language (DAML) [7] ontology (a specific privacy ontology would have to be
developed in this case.). We cite the following reasons for this:

• Semantic Web technology, as its name suggests, supports query and matching
systems based on an underlying semantics. In other words queries designed
to match underlying meaning and not syntactical patterns. It is therefore
unlikely that the ambiguity problems outlined above would occur.

• An RDF schema already exists for P3P and several members of the P3P
working group have suggested that P3P 2.0 should use RDF/Semantic Web
syntax.
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• Because it is based on subject, predicate object structures, RDF is well suited
to expressing natural language statements such as “site x will retain your
information indefinitely” and using them in intelligent inference engines like
rule matchers.

• The RDF community is already rich with Rule matching systems like
ruleML [9] which have a much wider development community than APPEL.

3.3 P3P and EU Data Protection Legal Compliance Issues

One of the most pressing questions for P3P in the context of the on-line business
sector is the degree to which the P3P standard is able to support or comply with
the different data protection legislation and regimes. P3P should be considered
as a toolbox that can be configured to specific data protection regimes and as
such the coding of the level of protection is up to the implementation. From
a EU perspective, there are three important issues in this regard:

1. Is P3P able to provide support for e-commerce providers who wish to im-
plement personal data handling practices in an EU compliant way?

2. Can P3P permit end users to express their privacy preferences as a statement
of their rights under EU legislation?

3. How will P3P operate in trans-border environments where the privacy legis-
lation may change to reflect member state individual interpretations of the
EU directives or across global borders outside of the jurisdiction of the EU
directives?

The issue of EU compliance for e-commerce providers is complex. The EU
Directives set out principles of transparency for data collection, which include
concepts such as purpose specification, collection minimization and purpose lim-
itation. The EU directives do not make any specific reference to the role of
Privacy Policies, which of course is the focus of the P3P standard. Clearly, Pri-
vacy Policies can contribute to the task of informing users of the data processing
practices of a web site, and of defining the purposes of data collection and sub-
sequent usage. To this extent, by automating the exchange of privacy policies,
P3P can support a web site in specifying its practices to be EU compliant. How-
ever, there are some key pragmatic issues that are not yet clear in regard to
P3P’s compliance. The directives state that information as to purpose of data
collection and usage should be declared at the point at which data is collected,
so that end users are explicitly informed at the moment of data submission.
P3P does not, by default, operate in this mode. There is no explicit statement,
rather it is implicit in the agreement reached by the APPEL parser during the
exchange of the privacy policy and a user’s ruleset. As such, privacy policies do
not go far enough in meeting the requirements of the EU directives, unless they
are expressed and exhibited explicitly at the points of data collection. There is
nothing in principle to stop P3P implementations doing this, but it is not the
currently envisaged model for its deployment.

The second issue is the expression of a user’s preferences in a way that re-
flects their rights granted under EU data protection legislation. In this respect,
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P3P can play a useful role, and in the course of our development work, we have
produced a prototype Ruleset that reflects most of the principles of the EU di-
rectives. The APPEL language used to create the Rulesets is sufficiently flexible
and expressive to facilitate this. Although it would be beyond the capabilities of
most consumer users to define such a Ruleset, there is nothing to prevent them
downloading a default EU Ruleset from a local agency, such as the member state
Data Protection Agencies. Our EU ruleset was produced and edited using the
APPEL Ruleset editor tool developed within the project. With the EU Ruleset
configured for the P3P proxy server, we visited a large number of the websites
that are currently advertised as P3P compliant. We observed that almost every
site failed to comply with the preferences expressed in the Ruleset. The principle
reason for this was that they did not allow user access to all data collected, as
stipulated in the directive. Whilst this may initially be seen as a very negative
result, it does have some positive implications. What it shows is that by virtue
of its unambiguous transparency, P3P will bring such issues much more out into
the open. In order to compete in an internet environment where P3P is used,
companies will be forced to state unambiguously what their practices are, and
end-users, whether consumers or Data Protection Auditors will be able to see
almost instantly those whose privacy policies are not conforming to the EU Data
Protection Legislation and why.

The third issue of global cross border browsing is not so much a technology
issue as a policy issue. If users wish to express their privacy preference in terms
of the EU directives it is to be expected that they will not find sites that are
compliant outside of the EU. End users need to be aware of this fact, and should
be clearly educated that their privacy rights may vary significantly if they wish
to browse or participate in e-commerce outside of the EU. However, government
bodies such as the EC may wish to specify minimum levels to which a particular
P3P implementation should be configured. Finally, it is worth noting that P3P
can in no way offer any enforcement of privacy statements. Whether or not
statements actually reflect practice is not an issue the protocol can hope to
address. Vice versa, if a resource has no P3P policy, it also does not mean that
it does not comply with European law. So in the respect of law enforcement,
P3P can never be more than an aid to transparency.

4 Current Limitations and Outlook Concerning End User
Assurance

With the increasing prominence of the P3P standard, the number of P3P poli-
cies is increasing to the point where they may become a standard feature of
commercial web sites. However, there are still outstanding problems related to
assuring the integrity and non-repudiation of these policies.

4.1 P3P Examples of Risk Scenarios

In order to clarify these problems, we provide three scenarios to describe how the
P3P process might be abused to the detriment of both end users and businesses:
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Scenario 1. I receive a large amount of unsolicited email from various sources
unknown to me, despite the fact that I only ever give my email address away
to sites whose P3P policies promise only to use my email address to carry out
the stated purpose of the transaction. I seek to take legal action using the P3P
policy, which was available on one of the offending sites at the time I made the
transaction, as evidence. The corporation I am suing denies that it published this
policy at the time I sent my details. I have no way of proving what Privacy Policy
was published at the time and as a consequence my legal action is not successful.
Furthermore, if I visit such a site, I am put off using the service because I know
that I cannot ever prove that the company made the statements on its P3P policy.

This example highlights up two specific repudiation issues in regard to the
deployment of P3P:

1. If a user cannot prove that a company published a specific privacy statement,
then a privacy policy is of limited benefit to him/her in pursuing a legal
action;

2. If a user cannot prove the source of a loss of privacy then any number of
assurances are of limited benefit to him/her.

3. Even if legal action is not actually taken, the fact that any action would be
unlikely to stand up in court is enough to put many people off using a web
service.

Scenario 2. I operate a web site and collect sensitive personal information which
I use for marketing purposes. In order to comply with the European Directive, I
ensure that the user gives his/her consent for this. After some years, I receive
a court summons from a user saying that I used their information without con-
sent. As I have no signed agreement from the user, I have no way of proving
that this was not the case.

This example shows

1. The importance of the issue of legal consent in this arena. As consent is
such an important component of compliance to the EU directives, it seems
important to have some means of proving that it was given.

2. That non repudiatable assurances may not only be useful to end users but
also to commercial organisations. If one considers that P3P policies are sub-
ject to security problems and that court cases may be brought on their basis,
it also seems likely that there might be demand from the corporate side for
P3P policies, which can provide watertight evidence.

Scenario 3. A possible extension to P3P is to include bi-lateral negotiation,
which allows the end user to negotiate data processing practices (and changes
to the P3P policy) for services or goods. This is also mentioned in the current
W3C specification [4] as a possible route for extending the protocol. A possible
specification for this type of extension is treated in detail by R.H. Thibadeau [6].
One scenario, which arises from this inclusion of bi-lateral negotiation is the
following:
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Private individual x’s computer negotiates with server Entity y, according to
the proposed P3P negotiation protocol. Private individual x agrees to give away
his email address if and only if server y assures him that it will not be given
to third parties. Later Private individual x discovers that Server Entity y has in
fact given his information away to a third party. Server Entity y claims that he
did not make such an agreement and an unresolvable dispute follows.

This example shows that policies which need to be assured may not always
be fixed documents, but may be produced dynamically as part of a bilateral
negotiation process, hence requiring more care in the consideration of loading
on servers.

4.2 Extensions to the P3P Specification to Deal with Assurance
Issues

In the following sections we discuss extensions to the P3P standard, which could
provide it with more enforcement rigour, and consequently provide greater as-
surance.

It should be noted however, that any modifications to the P3P standard need
to take into account the constraints imposed by the computing environment of
end-users. This often includes a low bandwidth network environment and low-to-
mid range PC platforms, particularly in the European context. They also need
to be accommodate the fact that although end-users are keen to protect their
privacy, they are also unwilling to accept computational overheads that might
interrupt the flow of their browsing experience.

Non-repudiable Privacy Policies via P3P A principle problem for P3P is
that if a company’s practices contravene its stated privacy policy, there is little
technical framework to prove that a company made the statements which may
have existed on its server at a given time. I.e. it is too easy for a company to
repudiate its policy.

While P3P does increase the level of trust felt by consumers by providing
more transparent and unambiguous information, it does not however provide
any assurance as to the authenticity and integrity of this information.

XML signatures offer an ideal solution to the problem of making a policy
at a given URI non-repudiatable. XML signatures provide the opportunity to
introduce assertions such as “X assures the content of this document” into the
semantics of signed material. Also since P3P is entirely expressed in XML, it is
pragmatic to use the XML version of asymmetric digital signatures to provide
this assurance. The following section defines in detail how this might be achieved.

We examine and build upon the proposals of Reagle [5] for the inclusion of
XML digitally signed [10] policies within P3P. As Reagle has already set out most
of the mechanisms for achieving this, we make only three minor additions to the
technical specification. Our main aim is to look at possible technical problems
with the use of the XML signature extension, and their solutions.
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XML Digitally Signed Policies P3P enabled servers could have the possibil-
ity of providing an XML digital signature as part of their policy, or as a separate
document referenced within the policy. This is easily accomplished provided that
the correct syntax is incorporated into the P3P specification, as shown by Rea-
gle. We provide an example, see Annex 1, adapted from Reagle, which we have
extended in the following ways:

a) We have added X.509 certificate bag to provide full non-repudiatability.
b) We have included a time stamp to comply with EU regulations.
c) By requiring an additional signature over the PRF, which details which
resources the policy applies to. Any signature that does not assure this in-
formation loses much of its legal significance. Note also that this signature
cannot be bundled in with the policy signature because several PRF’s may
refer to the same policy. Furthermore, the person responsible for produc-
ing policy signatures may not even know the location of PRF’s referring
to the policy (in the case of a standard issue policy used by third parties.)
We suggest the addition of a “DISPUTES” element to the PRF identical to
the DISPUTES element in the P3P policy which allows the specification of
a signature URI using the validation attribute.

The P3P process has 2 main components on the server; an XML policy and
an XML PRF, which binds policies to resources. Semantically therefore, a P3P
statement is a combination of the policy and the PRF, which binds a policy to
a resource at a given time. The PRF, like the policy has a validity timestamp.

However, Reagle’s P3P extension does not include any binding signature for
the P3P PRF. This is an oversight, because omission of a signature binding the
policy to the resource it applies to negates the non-repudiability of the statements
being made. The importance of the PRF cannot be ignored. We therefore suggest
that a signature also be provided for any PRF’s used. We show, however, in the
example signature (Annex 1) the necessary extensions for a signature to be
bound to a PRF.

Computational Overhead in Processing Signed Policies The P3P process
involves the exchange and processing of policy files. So any increase in complex-
ity for policies, such as addition of digital signatures, implies an increase in
computational overhead for processing the data. This applies to both server and
client.

On the server, the additional processing can be considered negligible. There
is no dynamic load on the server from the encryption processes involved. This is
because the Privacy Policy statement is usually static (that is, a site’s privacy
policy does not change regularly) hence the signing process only needs to be
carried out once, when a new policy is created or edited. Once signed, the policy
signature can be posted on a web site with no further load than is the case with
a standard XML policy. For the client, there is a more significant computational
overhead, as it must verify the policies received from a remote server. In tests, we
observed that signing and verification operations for a client, using a typical PC,
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are order 100ms. Which, in isolated cases will have minimal impact on a user’s
browsing experience.

However, there are certain scenarios, which could theoretically lead to the
processor loading becoming significant for both server and client. For example:

• If the client had to handle multiple policies, assigned to different resources
within a web site, it could make the browsing process unacceptably slow.
For example a page might require the client to verify signatures from several
different sources to handle a page’s embedded resources.

• If the client is in a mobile phone or other device with low processing capa-
bility.

• Conversely, for servers with high traffic loads, if there is an additional http
request to a signature resource with every http resource requested, then the
additional load becomes significant.

• In the case of bi-lateral negotiated policies, some form of filtering is an essen-
tial component in the process. In this case, P3P policies could be dynamically
altered to suit the user’s preferences, leading, in extreme scenarios, to a dif-
ferent policy being created for every request. The resultant load on the server
would be a processing bottleneck.

Fortunately, there are a number of pragmatic ways in which the above issues
can be constrained, to limit the number of times such operations would have to
be carried out (both on the server, and the client). The first is by a proposed
simple extension using the rule system. This applies initially to APPEL [4] but
can easily be generalized to any subsequent rule system.

In the basic version, a P3P policy is retrieved and matched against an XML
preference set according to the APPEL protocol. Once this matching process
has been carried out, there are only 3 basic outcomes: page block(6.), page
request (7.) and page request with http header limitation (8.). Each of these can
be optionally authorized by a user prompt. An example rule is given above in
section on logical ambiguity of APPEL rules.

Reducing Signed Policy Processor Loading in P3P Using Rule Action
It would be easy to extend this syntax to solve the problem of loading and
redundancy for signature verification in P3P. In the extended version (dotted
lines, figure 4), an extra but OPTIONAL decision step has been added (4.),
which may lead either to a page block (5.) in the case of an invalid or non-
existent signature, or to the continuation to the standard behaviors (6,7,8). This
again may be automated or may involve input from the user in the form of
a prompt (for example “this page does not have a valid signed policy – do you
wish to proceed”).

We suggest that the addition of a signaturerequired attribute to the rule ele-
ment, rules could limit the necessity of signature verification as in this example:

<appel:RULE prompt="no" behavior="request" signaturerequired="yes">

<p3p:POLICY appel:connective="and"><p3p:ACCESS/></ p3p:POLICY>

</appel:RULE>
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Fig. 4. APPEL matching process. Dashed lines show our proposed extension to
process

Such a rule would then state in plaintext: “If the agent finds a statement of how
l access my data after it has been submitted., require that there is a valid XML
policy and prf signature, retrivt and store it.”

This change reduces processor loading and network traffic. It also makes it
easier to retrieve signatures when needed because the user stores only those sig-
natures deemed necessary. A suggestion for solving problems with limited device
capabilities in scenarios such as consent proof where client signatures might be re-
quired, would be to use CC/PP technology (Composite Capabilities/Preferences
Profile) [13] which allows servers to make demands on devices according to their
capabilities.

5 Conclusion

P3P has been a great boost to raising awareness of privacy on the Internet. By
giving web users a tool for controlling the disclosure of personal data, it provides
one component in a spectrum of PET’s. The JRC reference implementation of
the P3P standard and a neutral platform for its evaluation allows the privacy
community to assess P3P. So far, we have identified a number of challenges on
the road to full maturity of the standard:

• Creation of an easy to use interface for creating XML privacy preference
rulesets, which will be useful to both the ordinary and the expert user.

• Creation of a language for the storage of privacy preferences which solves the
problems inherent in the current APPEL specification, namely inadequate
logical expressivity and ambiguity.

• Solution of performance problems faced by an implementation, which is faith-
ful to the standard.

• Continuous evaluation of the use of P3P for enhancing compliance of privacy
practices with EU privacy regulation and other regulatory initiatives.

Data flow and consumer confidence on the Internet is severely hampered by
privacy related factors, which can easily be addressed. The lack of trust in privacy
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policies and established mechanisms for legal recourse based on the policies, are
issues, which can be addressed by extensions to P3P. One practical extension,
which has been discussed in detail, is the application of XML digital signatures.
We suggest XML digital signatures within the framework of P3P in combination
with mechanisms for automatic selection of which resources might require such
evidence.
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Annexe 1: Sample XML signature of P3P policy. Note that a signature for the
PRF would be identical except that the node marked with ***’s would refer to
a policy reference file.

<Signature Id="Signature1" xmlns="http://www.w3.org/2000/09/xmldsig#">

<SignedInfo>

<CanonicalizationMethod

Algorithm="http://www.w3.org/TR/2000/WD-xml-c14n-20000907"/>

<SignatureMethod

Algorithm="http://www.w3.org/2000/09/xmldsig#dsa-sha1"/>

<Reference URI="http://www.example.org/p3p.xml">

<Transforms>

<Transform Algorithm="http://www.w3.org/TR/2000/

WD-xml-c14n-20000907"/>

</Transforms>

<DigestMethod Algorithm="http://www.w3.org/2000/09/xmldsig#sha1"/>

<DigestValue>j6lwx3rvEPO0vKtMup4NbeVu8nk=</DigestValue>

</Reference>

<Reference URI="#Assurance1"

Type="http://www.w3.org/2000/09/xmldsig#SignatureProperties">

<DigestMethod Algorithm="http://www.w3.org/2000/09/xmldsig#sha1"/>

<DigestValue>1342=-0KKAASIC!=123Adxdf</DigestValue>

</Reference>

<!-- Reference over signature policy *** or policy reference file

if for prf ***-->

<Reference URI="http://www.example.org/signaturePolicy.xml">

<DigestMethod Algorithm="http://www.w3.org/2000/09/xmldsig#sha1"/>

<DigestValue>1234x3rvEPO0vKtMup4NbeVu8nk=</DigestValue>

</Reference>

<!-- Reference over Time Stamp to comply with EU directive -->

<Reference URI="#TimeStamp1"

Type="http://www.w3.org/2000/09/xmldsig#SignatureProperties">

<DigestMethod Algorithm="http://www.w3.org/2000/09/xmldsig#sha1"/>

<DigestValue>k3453rvEPO0vKtMup4NbeVu8nk=</DigestValue>

</Reference>

</SignedInfo>

<SignatureValue>MC0CFFrVLtRlk=...</SignatureValue>

<KeyInfo>

<X509Data>

<X509IssuerSerial>

<X509IssuerName>CN=Smith John, OU=TRL, O=IBM, L=Example,

ST=Example, C=</X509IssuerName>

<X509SerialNumber> 12345678 </X509SerialNumber>

</X509IssuerSerial>

<X509SKI> 31d97bd7 </X509SKI>

</X509Data>

<X509Data><!-- single pointer to certificate-B -->

<X509SubjectName>Subject of Certificate B</X509SubjectName>

</X509Data>

<X509Data> <!-- certificate chain -->
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<X509Certificate>MIICXTCCA...</X509Certificate>

<X509Certificate>MIICPzCCA...</X509Certificate>

<X509Certificate>MIICSTCCA...</X509Certificate>

</X509Data></KeyInfo>

<Object>

<SignatureProperties>

<SignatureProperty Id="Assurance1" Target="#Signature1"

xmlns="http://www.w3.org/2000/09/xmldsig#">

<Assures Policy="<http://www.example.org/p3p.xml>"

xmlns="http://www.w3.org/2001/02/xmldsig-p3p-profile"/>

</SignatureProperty>

<SignatureProperty Id="TimeStamp1" Target="#MySecondSignature">

<timestamp xmlns="http://www.ietf.org/rfcXXXX.txt">

<date> 19990908 </date>

<time> 14:34:34:34 </time>

</timestamp>

</SignatureProperty>

</SignatureProperties></Object></Signature>

Annexe 2: APPEL Ruleset for an example user privacy preference consistent
with EU data protection directive

<?xml version="1.0" encoding="UTF-8"?>

<appel:RULESET xmlns:appel="http://www.w3.org/2001/02/appelv1"

xmlns:p3p="http://www.w3.org/2000/12/p3pv1">

<appel:RULE behavior="block" description="Any marketing must be opt-in

with prompt|Data-Type|Any" prompt="yes" promptmsg="Your privacy

agent has detected a~site which will use your data for

marketing if you agree to it - do you want to go to this page">

<p3p:POLICY>

<p3p:STATEMENT>

<p3p:PURPOSE appel:connective="or">

<p3p:telemarketing required="opt-in"/>

<p3p:contact required="opt-in"/>

</p3p:PURPOSE>

</p3p:STATEMENT>

</p3p:POLICY>

</appel:RULE>

<appel:RULE behavior="block" description="No compulsary marketing"

prompt="no">

<p3p:POLICY>

<p3p:STATEMENT>

<p3p:PURPOSE appel:connective="or">

<p3p:telemarketing required="always"/>

<p3p:contact required="always"/>

</p3p:PURPOSE></p3p:STATEMENT></p3p:POLICY></appel:RULE>

<appel:RULE behavior="block" description="Blocked because site will use

your information for marketing purposes on an opt-out basis."
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prompt="no">

<p3p:POLICY>

<p3p:STATEMENT>

<p3p:PURPOSE appel:connective="or">

<p3p:telemarketing required="opt-out"/>

<p3p:contact required="opt-out"/>

</p3p:PURPOSE></p3p:STATEMENT></p3p:POLICY></appel:RULE>

<appel:RULE behavior="block" description="Blocked because you cannot

access all your data after submitting it" prompt="no">

<p3p:POLICY>

<p3p:ACCESS appel:connective="non-and">

<p3p:all/><p3p:nonident/>

</p3p:ACCESS>

</p3p:POLICY>

</appel:RULE>

<appel:RULE behavior="block" description="Site will retain information

collected by this resource beyond what is necessary to carry out

the stated purpose" prompt="no">

<p3p:POLICY>

<p3p:STATEMENT>

<p3p:RETENTION appel:connective="non-and">

<p3p:stated-purpose/>

</p3p:RETENTION></p3p:STATEMENT></p3p:POLICY></appel:RULE>

<appel:RULE behavior="block" description="Require identity and physical

address of controller" prompt="no">

<p3p:POLICY appel:connective="non-or">

<p3p:ENTITY>

<p3p:DATA-GROUP>

<p3p:DATA ref="#business.contact-info.postal.street"/>

<p3p:DATA ref="#business.contact-info.postal.city"/>

<p3p:DATA ref="#business.contact-info.postal.stateprov"/>

<p3p:DATA ref="#business.contact-info.postal.postalcode"/>

<p3p:DATA ref="#business.contact-info.postal.country"/>

</p3p:DATA-GROUP>

</p3p:ENTITY>

</p3p:POLICY>

</appel:RULE>

<appel:RULE behavior="request" description="Passed all rules and final

check on disclosure to countries outside EU which don’t follow

the same practices and if they do, Access rights must be

stated." prompt="no">

<p3p:POLICY>

<p3p:STATEMENT>

<p3p:RECIPIENT appel:connective="or-exact">

<p3p:ours/>

<p3p:delivery/>

<p3p:same/>

</p3p:RECIPIENT>

</p3p:STATEMENT>

</p3p:POLICY>
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</appel:RULE>

<appel:RULE behavior="block" description="Default Rule fired">

<appel:OTHERWISE/></appel:RULE></appel:RULESET>

Annexe 3: Example of a Web site privacy policy complying with the principles
of the EU data protection directive

<?xml version="1.0"?>

<POLICIES xmlns="http://www.w3.org/2002/01/P3Pv1">

<EXPIRY max-age="604800"/>

<POLICY

discuri="http://p3p.jrc.it/modelsite/htmlpolicies/

officialpolicy.html"

opturi="http://p3pproxy.jrc.it:1080"

name="mainpolicy">

<!-- Description of the entity making this policy statement. -->

<ENTITY>

<DATA-GROUP>

<DATA ref="#business.name">Joint Research Center</DATA>

<DATA ref="#business.contact-info.postal.street">Cybersecurity TP 361

Via Enrico Fermi 1</DATA>

<DATA ref="#business.contact-info.postal.city">Ispra</DATA>

<DATA ref="#business.contact-info.postal.stateprov">Lombardia</DATA>

<DATA ref="#business.contact-info.postal.postalcode">21020</DATA>

<DATA ref="#business.contact-info.postal.country">Italy</DATA>

<DATA ref="#business.contact-info.postal.organization">

Giles Hogben</DATA>

<DATA ref="#business.contact-info.online.email">

giles.hogben@jrc.it</DATA>

<DATA ref="#business.contact-info.online.uri">http://p3p.jrc.it</DATA>

</DATA-GROUP>

</ENTITY>

<!-- Disclosure -->

<ACCESS><all/></ACCESS>

<!-- No dispute information -->

<!-- Statement for group "General clickstream data" -->

<STATEMENT>

<!-- No consequence specified -->

<!-- Data in this statement is marked as being non-identifiable -->

<NON-IDENTIFIABLE/>

<!-- Use (purpose) -->

<PURPOSE><current/></PURPOSE>

<!-- Recipients -->

<RECIPIENT><ours/></RECIPIENT>

<!-- Retention -->

<RETENTION><stated-purpose/></RETENTION>
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<!-- Base dataschema elements. -->

<DATA-GROUP>

<DATA ref="#dynamic.clickstream"/>

<DATA ref="#dynamic.http"/>

</DATA-GROUP>

</STATEMENT>

<!-- End of policy -->

</POLICY>

</POLICIES>
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