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Abstract. In this paper, we investigate fine timescale (sub-frame level)
features in video MPEG2 traffic, and consider their effect on perfor-
mance. Based on trace-driven simulations, we demonstrate that short
time features can have substantial performance and engineering implica-
tions. Motivated partly by recent applications of multi-scaling analysis
to modeling wide area TCP traffic, we propose a multi-fractal cascade as
a parsimonious representation of sub-frame traffic fluctuations, and show
that it can closely match queueing performance on these timescales. We
outline an analytical method for estimating performance of traffic that
is multifractal on fine time-scales and long-range dependent on coarse
timescales.

1 Introduction

VBR video traffic presents special challenges to the modeler. For one, it shows
complex temporal structures with characteristic features on short (sub-frame),
intermediate (1-100 frames) and long timescales (> 100 frames). Secondly, traffic
characteristics can depend sensitively on the coding scheme (e.g., H.261, MPEG)
as well as specific parameters employed in the coding (as with MPEG2). Third,
the high bitrates, relative to the link speeds currently deployed in networks,
imply that aggregation levels in networks are too low to permit second-order
descriptions (e.g., variances, autoregressions) that are complete (in the sense
that two aggregate video streams with the same second-order descriptions can
induce very different performance). While there has been considerable research
in this area (for a representative, but far from exhaustive list see [1,2,3,4]) a
definitive characterization that is robust (applicable across all coding parameters
and schemes), comprehensive (covering all timescales of engineering interest),
and practical (parsimonious and tractable) is still lacking.

In this paper we use MPEG2 video as representative of VBR video traffic,
and consider one aspect in its modeling: traffic fluctuations at the slice, or the
sub-frame level. Much of the prior literature (see [2,3]) is concerned with mod-
eling fluctuations in video traffic at and above the frame level. In other words,
the data sets analyzed consist of timeseries of byte or cell arrivals per frame and
above. But as has been argued [1], performance can be very often determined
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by fluctuations at the cell level, and as such, one would expect characterizations
at the slice level to be more accurate than the frame level for many queueing
scenarios. Typically, fine timescale features in traffic are less robust than coarse
timescale fluctuations in that they can be readily modified through buffering
or shaping, and are more sensitive to content, coding scheme and coding pa-
rameters. For this reason, our focus is on a structural methodology that can
capture the full range of potential sub-frame characteristics. Our approach is
partly motivated by recent developments in the modeling of data traffic.

It is now generally accepted that sufficiently aggregated network data traffic
exhibits self-similar scaling over a wide range of timescales [5,3]. The performance
and traffic engineering implications of this property have been extensively ex-
plored (see for example [6]), and a Gaussian self-similar traffic model, Fractional
Brownian Motion (FBM), has been proposed as a parsimonious and tractable
model of packet traffic [7]. However, there are many networking scenarions where
the conditions for validity of the FBM model do not hold: for example, with wide
area TCP/IP traffic, and VBR video traffic.

While it is inevitable that on the shortest time scales any packet traffic must
be non-Gaussian and therefore non-FBM, the important feature in wide area
TCP/IP and VBR video traffic is that, unlike earlier work on LAN traffic [6],
this is found to have a significant impact on network performance [8]. Further,
directly measured WAN traffic [9,10] as well as detailed simulations of TCP [11]
have been claimed to show that there is a short time regime below the self-similar
range over which there still exist compact representations for the traffic process:
the self-similar or fractal characterization at longer timescales is generalized to a
multifractal one. Such a representation is also found to be useful in understanding
the queueing delays of WAN traffic, although alternative models can also be
used [8].

It has been argued [9] that this complicated short time behavior is due to
the manner in which TCP controls the load put by each individual source on the
network. The fact that the transition between the short and long time behavior
occurs at a timescale of the order of the round-trip time of a TCP segment
lends support to this scenario. In this paper, we consider similar questions for
the short-time structure of MPEG2 video data. Unlike the case for TCP/IP
traffic, any such structure is intrinsic to the complex manner in which the data
is encoded into frames and subdivided into slices (see [1]), rather than being
generated by flow control mechanisms responding to network congestion. Thus
the earlier work on TCP/IP traffic represents the case of a closed network, where
feedback affects the offered load, while the video traffic studied in this paper is
the complementary case of an open network. In this sense, the application of
open loop, flow level models (such as FBM with multi-fractal extensions) may
be even more appropriate for VBR video traffic than wide area TCP/IP traffic.

The work in this paper firstly shows that for MPEG2 traffic there is a clear
separation between a short time and long time regime occurring approximately
at the time scale corresponding to a single frame. Secondly, the short time scale
features are shown to affect performance substantially: this is demonstrated by



364 I. Saniee et al.

aggregating the video trace to the time scale separating the short time and long
time regime, and interpolating down to finer timescales in various ways, including
a multifractal cascade. The multifractal description is found to be adequate to
describe the short time behavior.

We also outline an analytical estimation procedure for the viable operating
point for a network, if its traffic can be represented by a purely multi-fractal
cascade on short timescales. Not surprisingly, we find that multi-fractal scaling
exponents alone are not sufficient to describe the traffic: one needs to specify the
magnitude of the fluctuations in (different moments of) the traffic. We fix these
by assuming that the behavior at the transition from short to long timescales
should ‘match on’ from both sides [12].

There is a large literature on the modeling of MPEG2 traffic given the impor-
tance of video in multimedia communications. These models take full recognition
of the details of how various MPEG2 frames are generated and relate to each
other. For example autoregressive models [4] use the correlation between the I,
B and P frames and use a gamma function for a near fit to the variable compo-
nents. We aim to show a different modeling approach that, while not explicitly
modeling the workings of the frame generation, recognizes the qualitative im-
pact of these mechanisms via the scaling within the resulting traffic. This idea is
further elaborated in Sect. 3 where we show the match between the performance
induced by traces of a queue fed by MPEG2 traffic, and a trace whose sub-frame
characteristics are re-constructed by a multi-fractal model.

The MPEG2 trace we study consists of 6 minutes of gymnastics at the 1996
Atlanta Olymics containing 280,000 time slices of duration 4/3 ms each, with
a minimum, mean and maximum of 15, 815 and 5514 bytes per time slice re-
spectively [13]. Traces of varying durations from other events at the Olympics
were also investigated, and show the same essential features. While our primary
focus in this paper are the traffic sensitive features within a single stream, it is
understood that network traffic consists of (perhaps) limited aggregates of such
individual streams.

The rest of this paper is organized as follows: Sect. 2 provides a short back-
ground on mono-fractal and multi-fractal scaling, and characterizes the traffic,
showing a transition point between short and long time scale behavior; Sect. 3
describes experiments, in which the measured trace is aggregated to this transi-
tion point, and then interpolated down to fine timescales in a variety of ways,
with the simulated performance compared to that of the original; Sect. 4 consid-
ers queueing analysis to support capacity planning and admission control with
multi-fractal based descriptions of the traffic; Sect. 5 summarizes our conclusions
with suggestions for further work.

2 Characterization of Traffic

Since this paper proposes a multi-fractal cascade as a promising approach to
modeling fine timescale features in VBR video traffic, we first summarize some
of the basic concepts associated with multi-fractals. Consider a traffic arrival
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process A(0, t), and its associated increment process X∆(i), defined by

X∆(i) = A((i − 1)∆, i∆) = A(0, i∆) − A(0, (i − 1)∆). (1)

The basic scaling hypothesis is that the moments of the increment process
behave as: ∑

i

X∆(i)q ∼ C(q)∆−τ(q) for∆ → 0 (2)

where the premultiplier C(q) is a scale factor that does not depend on ∆. In
practice, the scaling hypothesis can be said to be reasonable if the above behavior
is satisfied over a range of timescales (for the processes considered in this paper,
these would apply to the fine timescales). In general the structure function τ(q)
as defined above, if it exists, will be decreasing and nonlinear in q. When τ(q)
is linear in q, the scaling behavior is said to be mono-fractal.
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Fig. 1. ln
∑

i
Xq

∆(i) plotted for various values of q as a function of ln ∆. Here X∆(i)
is the amount of traffic arriving in the time interval [(i − 1)∆, i∆), with ∆ measured
in units of the time interval between slices (1/750 seconds).

One of the standard techniques to generate multi-fractal scaling on fine
timescales is the cascade construction. In the deterministic version of this ap-
proach, used later in this paper, a coarse timescale count over an interval is
distributed over finer timescales by assigning a fraction p to the left half of the
interval and a fraction 1−p to the right half, with the parameter p characterizing
the cascade. The process is repeated a number of stages, and the resulting pro-
cess is marked by extreme irregularity over a range of fine timescales. There are
numerous variations on this cascade construction [9]. Note that at an abstract
level, the cascade construction does mimic the encoding action below a video
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frame: the cells that constitute a frame are encoded into blocks, macroblocks
and slices [1] which has the effect of distributing these cells over a frame dura-
tion in a bursty, irregular fashion.

Figure 1 shows the scaling of
∑

i Xq
∆(i) with ∆. There is a transition from a

short time regime at approximately 40ms (or 30 slices which correspond to 3.5
in the logarithmic time axis in Fig. 1). Interestingly, this is the time duration of
a frame, suggesting that the short time behavior is characteristic of how MPEG2
distributes data between slices within a single frame.1
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Fig. 2. The structure function, τ(q) plotted against q for the original video trace
(MPEG2) and for deterministic multifractal cascade interpolations of an aggregated
version of the traffic, with p = 0.64 (MFC 0.64) and p = 0.6 (MFC 0.6). The aggregation
interval is 40ms. Linear τ(q)’s for FBM with H = 1.0 (FBM 1.0) and H = 0.5 (FBM
0.5) are also shown.

In the short time scale regime, the curves in the log-log plot of Fig. 1 are
all linear, although admittedly over a not very large range of ∆. The slopes of
the straight lines fitted to the short time regime of the plots in Fig. 1 yield τ(q)
for various values of q. Figure 2 shows a plot of τ(q) as a function of q obtained
in this manner from Fig. 1, and is seen to be non-linear. By comparison, the
familiar FBM arrival process can be said to exhibit mono-fractal scaling, when
the fluctuations about the mean arrival rate (instead of the arrival rate itself)
are considered: τ(q) (for non-negative even q) is equal to 1− qH, where H is the
Hurst parameter characterizing the FBM. Thus the evidence for multifractal
behavior at short timescales is i) the linearity of the plots in Fig. 1 at short
1 The same threshold value of 40msec was observed in several MPEG2 traces that are

characterized by a frame rate of 25 f/s, showing the connection between the observed
fine time scale regime and sub-frame characteristics.
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timescales ii) the nonlinearity of the resultant τ(q) as a function of q, plotted in
Fig. 2.

Since the traffic in different slices within a single frame is by no means random
and uncorrelated, we do not expect traffic aggregated to the transition point
between short and long time scale behavior (the frame level) to be Gaussian.
This is borne out in Fig. 3. Aggregating a sufficiently large number of sources
would result in Gaussian marginals.
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Fig. 3. The marginals of the traffic aggregated to 40ms, showing that clear non-
Gaussian behavior exists even at this level. The unnormalized probabilities are plotted,
with bin sizes of 1000 bytes. Higher levels of aggregation of course eventually yield
Gaussian marginals.

3 Performance Analysis

We now turn to the queueing behavior of the MPEG2 video traffic. Figure 4
shows a plot of average queue length in bytes vs. utilization for measured video
traffic, obtained by running the trace through a simulated queue with capacity
adjusted so that utilizations are varied from 10%-80%. Given that simulations are
being done for a single video stream, a corresponding ATM networking scenario
is: the VBR video stream is assigned to a single VC, and the capacity of the
link corresponds to the bandwidth allocated to this VC in a per-VC queueing
discipline. In most ATM switches, unallocated or unused capacity can also be
used to serve this VC, so that the queueing backlogs studied here are upper
bounds of the actual backlogs observed in a per-VC queueing system. The single
stream simulation is also relevant for determining effective bandwidths, and for
setting policing and shaping parameters. In this paper, the value of the single
stream simulation is in identifying the statistical features of the traffic that
determine performance. The average queue lengths increase sharply above 70%,
and are significant even at the 50-60% utilization level. Interpreted as a per-VC
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Fig. 4. Plot of the average queue length in bytes as a function of utilization for the
measured video traffic (MPEG2), and various interpolations to an aggregated version
thereof: i) a uniform interpolation (UNIFORM) of the aggregate traffic on time scales
shorter than 40ms ii) all the traffic in any 40ms interval concentrated as a batch arrival
(BATCH) and iii) a deterministic multifractal cascade (MFC 0.64) interpolation below
40ms, with p = 0.64.

backlog, the corresponding maximum queue lengths (not shown) of ∼ 60kB lead
to delays of 50 − −100ms, which is significant for MPEG2.

In order to find out how much the distribution of traffic at the sub-frame
level affects the queueing delays, we aggregate the traffic to the frame level,
and then distribute all the bytes in a single frame uniformly between the slices.
Figure 4 shows the mean queue length as a function of utilization for such a
smoothed version of the data, demonstrating that the delays are significantly
underestimated in this approximation. As an alternative worst-case approach,
we concentrate all the traffic in a frame at the beginning of the frame. This
approximation is complementary to the previous one: the sub-frame level fluc-
tuations are now maximized, whereas they were set to zero previously. Figure 4
also shows the mean queue length as a function of utilization in this worst case
approach. The delays are now considerably overestimated.

We see that neither of these two interpolation schemes (used extensively
in performance studies based on frame level measurements) works very well.
While it is obvious that they should serve as lower and upper bounds to the
actual performance, the wide gap between them shows the need for a realistic
sub-frame description. In view of the results obtained in the previous section,
it is not unreasonable to try a multi-fractal cascade interpolation. We consider
the simplest deterministic multifractal cascade, where the traffic in any interval
(starting from the highest level of aggregation, the frame level) is divided between
the two halves of the interval with a fraction p always being apportioned to the
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left half (and 1 − p to the right half). Here p is a free parameter, which was
adjusted to best match the delay versus utilization curve. The optimal value of
p thus obtained was p = 0.64. The resultant mean queue length versus utilization
is also shown in Fig. 4, showing remarkable agreement with the result for the
original unaggregated data.
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Fig. 5. Bytes per slice for (a) the original video traffic trace and (b) the original traffic
aggregated to 40ms and then interpolated down using a deterministic multifractal
cascade with p = 0.64. The level of irregularity in both plots is seen to be qualitatively
the same.

Note that a multi-fractal interpolation with p = 1 yields the batch construc-
tion and p = 0.5 the uniform interpolation in Fig. 4. As an independent test of
the choice p = 0.64, Fig. 2 shows the plot of τ(q) as a function of q obtained for
this interpolation. The curve compares reasonably to the τ(q) for the original
measured data, although the best agreement is actually obtained with a slightly
lower value of p = 0.6. Also, Fig. 5 shows that the typical variability of the
original trace is reproduced in the interpolated version.

It is pertinent to note that the MPEG coding scheme imposes cross-frame
correlations in the traffic as well: I-frames, containing all the information in a
frame occur at regular intervals, interspersed with the much more numerous P
and B frames, which are much more compactly coded and therefore shorter.
This is easy to see directly from Fig. 5, where the periodic structure of the
high peaks (I-frame peaks) is apparent. Alternatively, this can be seen in the
variance-time plot in Fig. 6, which clearly shows the three timescales mentioned
at the beginning of this paper: i) the short time regime, which has been the
focus of this paper ii) a very long time regime, where one obtains the long range
dependence that seems ubiquitous for packet traffic (with a Hurst parameter
H slightly greater than 0.6) and iii) an intermediate regime from roughly the
frame level to the group of frames (GOF) level. The flat variance in this regime is
because of anticorrelations between different frames in a GOF: a high information
content I-frame is never followed by another I-frame. Note that there is no such
intermediate time regime seen with TCP/IP traffic.
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Since the interpolation schemes discussed in this paper work with frame-level
aggregates, they preserve all the correlations or anticorrelations present at higher
time scales without trying to model them. A more ambitious approach might be
to work with traffic aggregated to the group of frames (GOF) level, interpolate
to the frame level keeping in mind the manner in which MPEG2 distributes
the different frames, and then proceed to a sub-frame level using multifractal
(or other) approaches. We leave this for future work; note that for queueing
purposes, the different frames are treated identically.

4 Performance Analysis and Engineering

In the previous section we observed the significant performance impacts of the
fine timescale fluctuations in the video trace, and the fact these could be mod-
eled reasonably by a multi-fractal cascade. In the remainder of this paper we
consider the implications of assuming that multiplicative cascades are indeed
an appropriate way to characterize short- time features, and show how one can
analyze the consequences for admissions control and capacity planning, using
large-deviations theory.

Using standard large-deviations arguments [14], the loss probability at a link
of capacity C and buffer size B that is driven by an arrival process A(t)2 can be
estimated by

P (Q > B) ∼ sup
t>0

P (A(t) > Ct + B) ≈ sup
t>0

exp[−Λ∗(Ct + B, t)] (3)

where Λ∗ is the Legendre transform of the function Λ, defined as Λ∗(x, t) =
sups (sx − Λ(s, t)), and Λ is the logarithm of the moment-generating function
2 A(t) is the function A(−t, 0) of (1) with the argument of the function simplified.
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of A(t). If A(t) is comprised of n independent streams AI(t), the function Λ can
be expressed as [15]

Λ(s, t) = nΛI(s, t) = n log
[
E

(
exp(sAI(t))

)]
= n log

[ ∞∑
q=0

sqE(Aq
I(t))/q!

]
. (4)

With a target loss probability of ε = exp[−λ], using (3) as an estimate of the loss
probability yields the condition λ ≤ inft>0 sups[s(Ct + B) − nΛI(s, t)]. This can
be inverted, to yield the maximum number N of sources that can be supported
on the communication link:

N ∼ inf
t>0

sup
s

s(Ct + B) − λ

ΛI(s, t)
. (5)

Note that while estimates of performance measures such as loss rates can be far
from their actual values using large-deviations-based methods, the corresponding
engineering recommendations are typically more accurate. This is because near
the operating point, small changes in traffic levels can have a large effect on the
relevant performance measure.

Equation (4), together with the other equations in the previous paragraph,
directly establishes the relation between multi-scaling and performance. One can
use multi-scaling to parametrize the time dependence of the various moments in
the sum in terms of a scaling exponent, and a constant pre-factor or intercept,
rather than explicitly specifying the marginal distribution over a continuum of
timescales. Equation (4) also demonstrates that a multi-fractal characterization
in terms of τ(q) is only “half-complete” in that it provides the scaling exponents,
but not the constant pre-factors needed to evaluate it. In terms of the FBM
model m, a, H, this is equivalent to providing the Hurst parameter, but not the
peakedness parameter a. Accordingly, the procedure adopted here is to use as
an approximation an FBM model for the coarser scales and then:

– finding analytical expressions for the scaling exponents of a multi-fractal
cascade, which is feasible, at least for simple cascades;

– using the “boundary condition” of an FBM description over coarser time-
scales to determine the constant pre-factors.

Assuming that the cascade construction is applied at the level of individual
streams, the moments of the MFC interpolated process over fine timescales are
approximately given by:

E(Aq
MFC(t)) = E(Aq

FBM (θ))(t/θ)1−τ(q) (6)

where we assume that an FBM description is valid for timescales greater than
θ, and a multi-fractal cascade is used below it. Equation (6) is the condition of
continuity of E(Aq

I(t)) across θ. In terms of the parameter p of the semi-random
MFC, the function τ(q) is given by

τ(q) = 1 + log2

[
pq + (1 − p)q

2

]
. (7)
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The boundary condition at θ is obtained from

E(Aq
FBM (θ)) =

k≤q/2∑
k=0

(
q

2k

)
(mθ)q−2k(amθ2H)k(2k − 1)!! (8)

where we have used the fact that AFBM (θ) = mθ + XFBM (θ), with XFBM

Gaussian with zero mean. Thus, in principle, given a description of the traffic in
terms of a coarse timescale FBM model, with a multi-fractal cascade generator
of fine timescale fluctuations, one can estimate several performance measures.

5 Conclusions and Further Work

In this paper we have investigated a structural modeling approach to describing
the sub-frame or slice level traffic fluctuations in MPEG2 video traffic. This
is a problem of engineering importance, as demonstrated by the performance
impacts of these fine timescale fluctuations studied in this paper. The following
summarizes our findings:

– the video trace shows the multi-scaling behavior over fine timescales (sub-
frame or slice level - below 40 ms or so);

– queueing simulations show that these fine timescale fluctuations cause queue-
ing backlogs even at low utilizations; specifically, ignoring the fine time fluc-
tuations by assuming uniform cell generation below a frame level can cause
significant underestimation of network delays;

– equally, ”worst case assumptions” assuming that all the cells in the frame are
delivered as a batch at the beginning of the frame can grossly overestimate
network delays;

– the simulated performance obtained by “reconstructing” the finer timescale
fluctuations using a multi-fractal cascade construction closely matches that
obtained with the original trace, indicating that parsimonious models of
the fine timescale fluctuations may be derived on the basis of multi-fractal
cascades;

– we outline a conceptual approach to numerically analyze traffic generated by
multi- fractal cascades, and demonstrate that a description consisting merely
of multi-fractal scaling exponents is not complete;

– we indicate how a more complete description can be inferred from the long
timescale behavior.

There are numerous avenues to expand this work, including repeating these
experiments with additional video traces (in progress, some other data sets from
the Atlanta Olympics [13] have been investigated, and show the behavior de-
scribed in this paper); investigating finer timescale features at the block or mac-
roblock level, if necessary; implementing the numerical methods to analyze traf-
fic generated by multi-fractal cascades; and extensions to analyze and describe
video traffic over the full range of engineering timescales of interest. In the longer
term, the objective is to develop robust, tractable and parsimonious video traffic
models and management methods that are usable in practice.
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