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Abstract. A data-intensive program is one in which much of the com-
plexity and design effort is centred around data definition and manip-
ulation. Many organisations have substantial investment in data de-
sign (data structures and constraints) coded in data intensive programs.
While there is a rich collection of techniques that can extract data de-
sign from database schemas, the extraction of data design from data
intensive programs is still largely an unsolved problem. In this paper, we
propose a query-based approach to this problem. Our approach allows
users (maintainers or reverse engineers) to express a complex extraction
task as a sequence of queries over the source program. Unlike conven-
tional techniques, which are designed for extracting a specific aspect of a
data design, our approach gives the user the control over what to extract
and how it may be extracted in an exploratory manner. Given the variety
of coding styles used in data intensive programs, we believe that the ex-
ploratory feature of our approach represents a plausible way forward for
extracting data design from data intensive programs. We demonstrate
the usefulness of our approach with a number of examples.

1 Introduction

To many organisations, knowledge of the data designs used within their infor-
mation systems is vitally important. Without knowing precisely how data is
organised, organisations will not be able to update their systems correctly and
hence cannot support business change effectively. Yet, when working with legacy
systems, this important design knowledge cannot always be assumed to be avail-
able. Typically, after many years of development and upgrades to a system, some
of this design knowledge is lost, largely as a result of poor documentation and
staff turnover. Consequently, legacy system maintenance is a difficult,costly and
error-prone process. It is desirable, therefore, to consider how data design may
be recovered from the legacy systems themselves. This has been an important
area of research in information system engineering [10,2].

It is useful to begin by clarifying what we mean by data design. For many
members of the reverse engineering community, “data design” means a data
model of some sort. However, data models by themselves can only give a par-
tial picture of how data is organised within an information system. To see the
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full picture, details of data constraints must be present too. While some data
models (e.g. relational schemas, ER models) can encode some constraints (e.g.
uniqueness or cardinality constraints), in general there will always be some data
constraints which cannot be represented in this way. These more general con-
straints can only be represented by application code. This would suggest that
approaches to the reverse engineering of data designs should analyse both schema
information and source code. However, with one or two exceptions [1,20,11], the
potential value of source code in datareverse engineering has so far largely been
ignored.

In this paper, we focus on the problems of extracting data design (i.e. data
structure and constraints) from data intensive programs. A data intensive pro-
gram (DIP) is an application program (usually associated with a database or
data bank of flat files) that is rich in elements for either defining or manipulat-
ing data. A typical example of a DIP is an order handling transaction, written
in COBOL and executing against a CODASYL database system. DIPs make up
a significant proportion of the legacy code in use in industry today, and they
represent a rich and largely untapped vein of information for reverse engineering
of both data structure and constraints.

However, the use of DIPs as the raw material for reverse engineering of data
design is hindered by the following difficulties:

– The kind of source code that is found in real legacy systems is very different
from the programs that are found in textbooks. Programmers make use of
clever implementation tricks that can obscure semantics, and which are very
difficult to anticipate. In addition, many program languages offer a variety of
ways of coding any given data structure, all equally valid. This makes it diffi-
cult to be able to predict in advance the set of patterns that can be expected
to represent a given data structure or constraint. For example, in COBOL,
REDEFINE statements are often used to denote sub structures within a
larger one. However, they can also be used to save on memory usage. Any
reverse engineering tool which assumes that a REDEFINE indicates only
the former semantics will produce inaccurate results. This variety of coding
techniques and standards present in DIPs demands great flexibility of any
reverse engineering technique. It must be possible to apply such techniques
selectively, and under the full control of the user.

– By their very nature, DIPs typically operate on data structures in their
lowest level form (typically as COBOL record structures). Therefore, we not
only have to contend with a great diversity in the encoding of functionality,
but also in the representation of data structures. Because of this, we cannot
expect to find definitive patterns from which we can definitely infer the
presence of some data structure or constraint. Instead, we must try to collect
evidence for and against some hypothesised data design. In this situation, it
is unlikely that any single, fixed algorithm will be sufficient for our needs.
We must be able to apply a range of different algorithms, each capable of
detecting a specific form of “evidence”, and we must be able to tailor them,
to suit the characteristics of the situation in hand.
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– Database schemas can represent some limited forms of constraint: referential
integrity, uniqueness constraints, etc. However, the constraints present in
DIPs can be arbitrarily complex. Again, this variety of semantic forms means
that we cannot expect one or two algorithms to be capable of detecting the
presence of all of them. Instead, we require an environment in which we can
experiment with a range of different techniques, operating over the same
input source code, in order to locate and build up a collection of candidate
constraints, and to collect evidence for or against them.

How well do current approaches to reverse engineering from source code fit with
these requirements? Broadly, there are three approaches to the construction of a
reverse engineering toolkit. In the first, reverse engineering tools operate directly
on the source code itself. In the second, the source code is translated into a
machine-friendly intermediate format, and the reverse engineering tools operate
on this special format rather than on the code itself. In the third approach, the
transformed source code is stored in a database (called a program base), and
the reverse engineering tools use its query interface in order to carry out their
analyses.

We believe that this last approach provides the most suitable environment
for reverse engineering data design from DIPs. Despite the fact that it overcomes
many of the limitations of the other approaches in this context, it has not yet
been employed for the reverse engineering of data designs. We propose an ar-
chitecture based around the notion of a program base. Our approach has the
following advantages. Firstly, it gives the user control over the extraction pro-
cess. Unlike the techniques which are designed for extracting a specific aspect of
a data design, our approach gives the user control over what to extract and how
it may be extracted in an exploratory manner. Secondly, our approach allows
extraction reuse. Once a successful extraction strategy (a sequence of query and
manipulation) is developed, it can be reused or tuned for some future extrac-
tion tasks. Finally, the approach we propose is well suited for extracting data
constraints that are fragmented and distributed in DIPs. Given the variety of
coding styles used in DIPs, we believe that the exploratory feature of our ap-
proach represents a plausible way forward for successfully extracting data design
from legacy data intensive programs.

The paper is organised as follows. Section 2 gives a discussion of the related
work. We explain our approach in detail in Section 3. In Section 4,we demonstrate
the usefulness of our approach by presenting examples from the analysisof source
code taken from a legacy system currently in use at British Telecommunications
(BT). Finally, conclusions are drawn in Section 5.

2 Related Work

After many years of research into data and software reverse engineering, a rich
collection of techniques have been developed for the recovery of software and data
designs from legacy systems [10,2,5]. In terms of data design extraction, the ma-
jority of this research has focussed on the recovery from structural schema-based
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information [16,4,6,9,12,18]. The techniques proposed take a database schema
(relational, hierarchical or networked) as input and produce a conceptual data
model as output. Typically, they assume the availability of some semantic knowl-
edge about the schema: keys, candidate keys and some data dependencies [4].
For example, the technique proposed by Chiang, Barron and Storey [4] can be
used to extract accurate EER models from a set of relations, but only when the
input relations are in Third Normal Form. For DIPs, these assumptions are of-
ten unrealistic, since much of this required semantic knowledge is not explicitly
specified in the program.

In terms of source code analysis, much existing work is in the area of software
reverse engineering, which focuses on the extraction of software design from
programs. This work can be categorised into the following three architectural
styles.

Direct Analysis. In this first architectural style, reverse engineering techniques
are implementedto operate directly on the source code itself. The result of the
analysis isthen output in a form that is suitable for human consumption.

Source Code

Techniques New Technique
Analyses
Parsing( ) Analysis

Parsing( )

Since each technique is designed to work on the source code directly, it is neces-
sary that the technique understands the syntax of the source code. This means
that each direct analysis tool has to contain a built-in parser for the source
language in which the source code is written. For example, a COBOL analysis
technique proposed by Andersson [1] is quite powerful in resolving complex data
structures and deriving limited data constraints from COBOL programs, but
it must have a built-in COBOL parser if it is to work. Most program slicing
techniques are of this type too [19,11] – they integrate the syntactical under-
standing of a program and the process of extracting a slice into one tool. This
results in one major limitation of this type of technique. When a new tool is to
be implemented, a new parser must be implemented within the tool, even if it
is functionally equivalent to the parsers that already exist within the previously
developed tools for the same language. Similarly, if an existing tool is to be used
to analyse source code in a different language, it must be reimplemented with a
new built-in parser. This results in a considerable duplication of effort whenever
several tools are to be developed for use on the same source code.

Indirect Analysis. The second architectural style overcomes these limitations
by using a single parserto translate the input program into a common machine-
friendly format, on which all the reverse engineering tools operate.
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Source Code

Middle Layer

Parsing

Techniques
(Analyses) (Analysis)

New Technique

Now, when a new tool is developed, there is no need to re-implement the part of
the tool that parses the source code. Similarly, existing techniques can be made
to operate on source programs in a different language simply by implement-
ing a new translator from that language to the common format.For example,
the wide spectrum language (WSL) used in Maintenance Assistant [20] is suffi-
ciently general to allow the semantics of several different source languages to be
represented.

While it is a significant improvement, this approach still has some limitations.
The techniques associated with this architecture are usually designed to do one
“complete” extraction, i.e., to produce some pre-determined design pattern as
output. While this might be thought to be entirely appropriate, it has the effect
that the individual tools tend to be independent of one another and are not
composable. In other words, it is usually not possible to use the output of one
tool as the input of another, in order to perform some more complex analysis
step. And yet this ability to combine tools is crucial if the flexible experimenta-
tion required for extraction of data designs from DIPs is to be supported in an
economic manner.

For example, Yang and Chu have developed a system which translates a
COBOL program into the WSL and then transform the WSL representation
of the program into an ER model [20]. However, all the transformations imple-
mented in their system are designed to work on some intended COBOL con-
structs in a prescribed way, and there is no room for the user to experiment
with a variety of different transformations easily. That is, if one is to experiment
with a new transformation that is not already available in the system, then the
new transformation must be programmed in a general purpose programming
language and brought into the system first. This can be time consuming and
requires a good knowledge of the system. This seriously limits the usefulness
of their system. For example, a REDEFINE statement is treated as defining an
independent entity in their system, and no other interpretation of this statement
may be attempted.

Query-Based Analysis. The third architectural style brings yet greater flex-
ibility by using a database management system to store the source code in its
intermediate, parsed form.
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Source Code

Query Interface

Program Base

Techniques
(Analyses)

New Technique

Parsing

Query

(Analyses)

The main benefit of this is that analyses of programs now take the form of
queries over this database and manipulation of query results1. Since the re-
sults of these queries and manipulations are database objects themselves (either
retrieved from the original program’s parse tree or generated from the manipu-
lation of query results), they can be reused by other queries and manipulations.
For example, one query might identify the parts of the program which are suit-
able for analysis by a particular group of reverse engineering techniques, while
other queries/manipulations implement that family of analysis techniques. This
allows more complex analysis tools to be created by composing existing ones.

In addition to this benefit, since the tools are written in a high level (and
often declarative) language, they are much simpler to write, and easier to modify.
This allows the user to formulate hypotheses, test them and then modify them
in the light of their experience and query result. Moreover, since the results of
analyses can also be stored in the database, time is saved that would otherwise be
spent repeatedly calculating the same results. Given the size of many DIPs, and
the complexity of many reverse engineering techniques, this can be a significant
improvement in the overall usability of the reverse engineering environment. A
further advantage is that the results of several different analyses can be compared
with one another, to help the user make the correct decision when different
analyses produce conflicting results.

The idea of querying source code for information is of course not new. For
example, the commonly-used string searching tools, such as grep and awk, can
be regarded as the simplest forms of source code querying. They are easy to use,
but are only suitable for tracking some lexical structures in the source code. Paul
and Prakash, on the other hand, developed an interesting algebra for querying

1 Note that we have used the term “query” here and in the following rather loosely to
include both retrieval and update operations.
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source code stored as an abstract syntax tree [15]. With the algebra, it is possible
and easy to compose primitive operations to form a non-trivial operation. For
example, the following query retrieves all the function names used in file dfa.c:

retrievefunc−name(func − list(pickfile−name(x1)=′dfa.c′(FILE)))

and is composed of 3 primitive operations.
There are other query-based systems which use different source code repre-

sentations [3] or different query interfaces [13]. They all provide environments
similar to the kind that we believe are most suitable forreverse engineering of
data design from DIPs. Despite the fact that it overcomesmany of the limita-
tions of the other approaches in this context, the query-based approachhas not
yet been employed for the reverse engineering of data designs.

3 Our Approach

In this section we describe our approach to query-based architecture for reverse
engineering of data design and demonstrate its usefulness with a number of
examples. The work reported here is part of the BRULEE project2 which aims
to develop a software architecture to support the extraction and presentation
of business rules buried within legacy systems. For more detailed discussion on
business rules and the BRULEE project, the reader is referred to [17,7].

3.1 The Architecture

The system architecture is shown in Figure 1, which consists of three distinct
parts: a preparation part, the Program Base and an extraction part.

In the preparation part, our main concern is to parse a DIP to create an
abstract syntax tree, which is then stored in the Program Base. A parser gen-
erator is also included in our architecture to facilitate the production of parsers
for different programming languages.

The Program Base is an object-oriented database management system. Given
the variety and complexity of program constructs that may be found in DIPs
and the fact that much of our source code analysis is highly navigational in
nature, we consider that this form of DBMS is an appropriate one – it allows
us to handle complex program constructs with ease and efficiency. The parsed
program constructs are stored in the Program Base in an object-oriented format.
For example, the statement MOVE A TO B in COBOL is stored in the database
as

MoveStatement(2-2-2-391, ’MOVE’, LeftArg, ’TO’, RightArg)
LeftArgument(2-2-2-546, IdentifierList)
:

It is easy to see how all such objects link up to form an abstract syntax tree.

2 Business RULe Extraction and Exploitation



210 Jianhua Shao et al.

Source 
Code

Program
Base

ManipulationQuery Language

User

Parser Generator Parser

Grammar

Data
Design

Queries Results

Preparation

Extraction

Fig. 1. The system architecture

In the extraction part, the user analyses the source code stored in the Pro-
gram Base in order to identify any patterns or evidence that will contribute to
the reconstruction of the data design buried in the source code. The way in which
the source code is analysed is very different from a non-query based approach.
Here, the user is in control and can explore the source code by posing any num-
ber of queries against the Program Base. By examining the query results, the
user can then determine whether any of the results contribute to the data design
to be recovered and what analysis should be performed next. A complex strategy
for extracting data design is developed in this exploratory fashion.

Consider the following example. Intuitively, we could hypothesize that a
MOVE A TO B statement, where A and B are attributes belonging to two dif-
ferent record types, might indicate that two record types are somehow related.
Knowledge of such relationships is useful in order to understand a data de-
sign in a system. For example, with some additional semantics (extracted from
the program or obtained from a domain expert), we may be able to establish
that the two record types are in fact “referentially related” or forming a sub-
type/super-type relationship. To verify this hypothesis (i.e. whether two record
types are related via a MOVE statement), we can formulate the following sequence
of queries/manipulations (we have used a slightly edited version of the query to
make it easy to understand):

1 S1 = select(P, MOVE, left-arg = identifier);
2 For each M of S1
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3 S2 = select(P, RECORD, field = M’s left-arg);
4 S3 = select(P, RECORD, field = M’s right-arg);
5 S3 = extend(S3, RECORD, related = S2);
6 S2 = extend(S2, RECORD, related = S3);
7 select(S2,RECORD);
8 select(S3,RECORD);
9 EndFor

These statements are largely self-explanatory. select(src, cls, pred) means
a selection of program constructs of class cls from source src with an optional
predicate pred, and extends(src, cls, att=vlu) creates new objects which
are the extension of objects of class cls in source src with a new attribute value
pair att = vlu. Finally, we use S = to represent an insertion of objects into S.

What the above code achieves is this. First, we select, from the program (P),
all the MOVE statements whose left argument is a variable (1). For each such
statement, we then select all the records that contain the left and right variable,
respectively (3,4). Following that, we extend copies of objects in S2 and S3 with
a new attribute related (5,6), where the association of two records through the
MOVE statement is recorded. Note that the original records will remain intact.
Finally, a set of related records is selected from S2 and S3 (7,8), which may be
analysed further.

This approach has a number of advantages.

– Firstly, it is very simple and easy to develop a compact expression to verify a
hypothesis that the user may have. This is important because when analysing
a DIP, we often rely on some heuristics to search for plausible evidence, rather
than definitive patterns from which we can definitely infer the presence of
some data structures and constraints. For example, in addition to the MOVE
statements, a nested record structure in COBOL could also (but not always)
indicate an implicit relationship held between the record and sub-record. We
believe, therefore, that this exploratory form of manipulation is essential for
handling DIPs.

– Secondly, our approach allows the user to build up a data design gradually
and incrementally. This is important because, given the complexity of a DIP,
trying to recover a data design at a click of a single button would be too
ambitious. In the above example, for instance, it is possible that after the
result is retrieved and examined, we may decide to refine the extraction
process by carrying out any or all of the following analyses, depending on
what is actually contained in result set and whether there are are other forms
of input available for us to analyse:

• analysis of data to establish an inclusion dependency between the two
related record types.

• querying the program base for further evidence of relationships (e.g the
implicit relationships defined by the nested records) to complete or con-
firm the set of relationships that have already been established.

• filtering out the records that are related at the record level (i.e. COBOL
01 level) if we are only interested in attribute level relationships.
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• consulting human experts for confirmation of each of the identified rela-
tionships.

These are just examples. Many more possible analyses and manipulation can
be envisaged. However, it would not be easy to build all such possible steps
into one algorithm. Nor would it be economic to do so because not all these
steps are required in all data design extraction tasks. We therefore believe
that incremental extraction represents a realistic and manageable way of
extracting and building up a data design from a complex legacy DIP.

– Thirdly, our approach allows extraction reuse. Once the user has constructed
a successful application over the program base to extract some aspects of a
data design from a DIP, the expertise invested in and the experience gained
from that process may be reused in future data design extraction tasks.
That is, we may reuse the extraction code developed for one task (tuned as
necessary) in another. This is a useful property because it can reduce the
amount of effort required to develop new applications to extract data design
from legacy systems.

– Finally, our approach is particularly useful for extracting various data con-
straints or business rules from DIPs. The extraction of such constraints are
largely ignored by most existing data design extraction techniques. This is
probably because until now general constraints have not been included ex-
plicitly as part of a data design, hence extracting them from legacy systems
has not been considered. However, the need to understand and to model
constraints in an explicit way is beginning to be appreciated, and the ability
to extract them from legacy systems is becoming increasingly important.
The exploratory nature of our approach makes it particularly suitable for
extracting constraints that are deeply coded in various kinds of program
statement and dispersed across the whole program.

4 Experiments of Our Approach

Having explained our approach in general, we now present a number of exper-
iments that we have conducted to demonstrate the usefulness of our approach.
The reverse engineering environment provided by our system is shown in Fig-
ure 2.

The system is designed based on visual programming principles. There are
a set of tools available (shown at the bottom of the frame) and these tools may
be composed to form a reverse engineering process (shown as connections in the
frame). Each tool represents a specific function, and can be set parameters and
executed. For example, the File tool allows the user to specify the input file and
its execution will open the file. Users may use any type of tool as many times as
they like in a single reverse engineering process, provided that the compositions
make sense. Once the tools are connected or composed, the execution of one tool
will trigger the execution of all its predecessors. For example, the execution of the
Querying tool will trigger the execution of the Loading tool in Figure 2, asking
it to supply a program base for querying. The Loading tool in turn triggers the
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Fig. 2. Reverse engineering environment

execution of the Parsing tool, asking it to supply a parsed program tree, and
so on. Such an environment makes the reverse engineering of data design both
interactive and flexible. It should be noted, however, that we are still at an early
stage of software development. The tools shown here are not adequate yet for
complex reverse engineering tasks, but our system is generic enough to allow
new tools to be added in easily.

4.1 Experiment Setup

For our experiments, we have set up the preparation part of our architecture (see
Figure 1) as follows.The source code is a data intensive program from an existing
legacy system: a COBOL application from BT. The program, which is part of a
much larger COBOL application that we are studying, is just under 22,000 lines
of code. For confidentiality, we cannot discuss the application itself here. We
have used SableCC [8] as our parser generator. The grammar used to generate
the required COBOL parser consists of over 2000 lines of BNF definitions.

The COBOL source program is parsed into a strongly typed abstract syntax
tree, represented as a set of Java classes. There are over 1000 classes gener-
ated.The abstract syntax tree generated by the parser is stored in Objectivity
[14], an object-oriented database management system. In total, we have about
115,000 objects (program constructs) stored in the database. For this experi-
ment, we have not performed any transformation on the abstract syntax tree
generated. That is, the abstract syntax tree is stored in Objectivity as is gener-
ated by the parser.
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Table 1. Querying single class of program constructs

Program Construct Predicate Number of Found
RECORD definition 77
MOVE Statement 2088
IF Statement 792
IF Statement condition contains ’C000-JOB-NO’ 8
MOVE Statement left-arg = ’C000-JOB-CMPLN-DATE 2

For the extraction part, currently, we use the query language and the user
interface provided by Objectivity.Users issue queries to the underlying program
base via Java, the binding language for Objectivity, and the result of query
evaluation is returned to the user as an Iterator in Java.

4.2 Source Code Exploration

In this experiment, we performed one of the simplest possible code analyses: the
retrieval of a single class of program constructs from the program base. This
type of operation is often the starting point in source code analysis and is useful
for gaining an initial understanding of the source code in an exploratory manner.
Table 1 shows the result of some of the queries we performed.

The results of these queries can be useful in a number of ways. First, they
allow the user to examine the result set to determine what analysis could or
should be performed next. For example, we noticed in our examination of the
MOVE set that some MOVE statements involve the attributes of IDMS records,
and these MOVE statements have a quite recognisable pattern. For example, the
following is one of them

MOVE C000-JOB-CMPLN-DATE TO I1503-INST-START-DATE

where an IDMS record is labelled with an Ixxx prefix. Since these MOVE state-
ments cannot contribute to the investigation of how two COBOL record types
may be linked together via a MOVE statement, they can be removed from further
processing in this case. Thus, examining the MOVE set helps to develop a strategy
to analyse the MOVE statements further.

Second, the user can quickly test out some hypothesis that he or she may
have. Consider the last entry in Table 1 for example. If the user is expecting the
value of C000-JOB-CMPLN-DATE to be assigned to only one variable (only to an
IDMS record, for example), then our query will reveal that this is not the case:

MOVE C000-JOB-CMPLN-DATE TO WS-CHKPNT-CMPLN-DT
MOVE C000-JOB-CMPLN-DATE TO I1503-INST-START-DATE

This could indicate that the data design may have evolved beyond the user’s
knowledge about the system.

Finally, some simple “impact analysis” can be supported. For example, the
last but one entry in Table 1 can be used to help the analysis of the effect on
the IF blocks if changes are made to C000-JOB-NO.
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It is worth noting that it is in this experiment of retrieving various program
constructs from the program base that the use of an object oriented database
system is fully justified. It is true that simple tools such as grep could also be
used to locate various program fragments. However, where the retrieval of the
located fragments from a program is concerned, an abstract syntax tree stored
as a set of strongly typed objects in an object oriented database makes it a much
easier task.

4.3 Incremental Extraction

In this second experiment, we demonstrate the use of our approach to extract
a data design in an incremental fashion. Consider the discovery of possible re-
lationships between two record types again. Assume that our initial hypothesis
is that all MOVE statements in the source code could contribute to such relation-
ships. We therefore set up the following to verify our hypothesis (we describe
our queries and manipulations below in diagrams to highlight the incremental
characteristics of our approach):

M2M1 Select(M1,MOVE,
left-var=variable)Select(P,MOVE)

P

We select MOVE statements from the program first to produce M1
(select(P,MOVE)) and then select from M1 the set of MOVE statements that have
variables as the left argument (select(M1,MOVE,left-arg=variable)). This
produces the final result M2. However, having examined the MOVE statements
contained in M2, we find that not all the variables used in those statements
are the attributes of records; some are IDMS bindings. We therefore refine our
process accordingly to include further manipulations as follows:

M1

M2

R M3

R

M4

right-arg in R)left-arg in R)

left-var=variable)
Select(M1,MOVE,

Select(M2,MOVE Select(M3,MOVE

Select(P,MOVE)
Program

Select(P,RECORD)

That is, we select RECORD objects from the program to produce R and use R in
conjunction with M2 to select a set of MOVE statements that contain only the
attributes of records as the left argument. This produces M3. Finally, we use M3
and R together to produce M4.

This is a relatively simple example, but it is interesting to observe how we
allow the extraction process to be constructed “incrementally” and how the
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operations are composed one with the other. It is also interesting to note how the
sizes of the subsets of relevant program constructs gradually reduce to provide
a focus on the constructs that are truly relevant: from M1 containing 2208 MOVE
statements to M4 containing just 79.

4.4 Find Constraints

Most existing data design extraction techniques can extract data structures [4],
relatively few can extract integrity constraints [12] and almost none can extract
more general constraints. In this experiment, we show how our approach can help
to recover constraints associated with data objects. Let’s now consider a con-
crete example. Suppose that we are interested in finding constraints associated
with attribute WS-AC-INST-PROD. In a DIP, constraints are typically fragmented
across the whole program and coded in various program constructs. Thus, there
is need to locate the relevant fragments and then to assemble them back to a form
of constraint. In the following, we will illustrate the process of extracting condi-
tions embedded in IF statements that govern the update of WS-AC-INST-PROD.
The following steps were taken:

M2M1

’WS-AC-INST-PROD’)

Select(P,Program
MOVE, right-arg=

in its body)

IF contains M1
Select(P, IF,

We first select all the MOVE statements containing WS-AC-INST-PROD as the
right argument (i.e. the target of an assignment). We then select all those con-
ditional statements (IF statements) that involve the update of this attribute in
their bodies. For the given example, we retrieved 7 such blocks and one of them
is shown below:

IF I1506-CP-TOTAL-QTY > 0
MOVE I1506-PRODUCT-ID TO I3076-PRODUCT-ID
OBTAIN CALC PRODUCT
IF DB-REC-NOT-FOUND

CONTINUE
ELSE

PERFORM Y998-IDMS-STATUS
IF I3076-MNEMONIC = ’CCOD’

MOVE I1506-PRODUCT-ID TO WS-AC-INST-PROD
ELSE

CONTINUE
END-IF

END-IF
END-IF

If we rewrite the above into a more understandable form, then we have the
following:
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IF (I1506-CP-TOTAL-QTY > 0) AND
(NOT DB-REC-NOT-FOUND) AND
(I3076-MNEMONIC = ’CCOD’)

THEN
UPDATE WS-AC-INST-PROD WITH I1506-PRODUCT-ID

These extracted fragments (plus other fragments that may be extracted from
the program) can then be analysed further for the derivation of a constraint.

5 Conclusions

In this paper we have presented a query-based approach to extracting data design
from data intensive programs and demonstrated its usefulness with experiments
using legacy code in use at BT. The key strength of this approach is its flexibility:
the user can explore the source code arbitrarily, test any hypothesis easily and
develop his or her own extraction strategy incrementally, all in the light of his
or her experience and intermediate query results. These features, we argue, are
essential for reverse engineering a DIP successfully. The exploratory nature of
our approach makes it particularly suitable for extracting constraints or business
rules that are deeply coded in various kinds of program statement and dispersed
across the whole program.

While the paper has suggested a promising approach to extracting data de-
sign from source code, the work is still at an early stage and a number of inter-
esting research issues still remain. Firstly, while we can always develop a data
design extraction application over the program base by using any query language
provided by the underlying DBMS, it is desirable to have a set of primitive op-
erations with which the development of an extraction could be made easier.
Designing a meaningful set of such primitive is not a trivial task. Secondly, the
extraction of general constraints or business rules from DIPs is still a challenge.
We need to design heuristics that can be used to locate such constraints in the
source code and to develop techniques that can relate and interpret the recov-
ered fragment constraints meaningfully. Finally, the design of efficient internal
structure for storing the source code is worth further investigation.
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