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Abstract. The initial development and assessment of an active computer vision
system is described, which is designed to meet the growing demand for 3
dimensional models of real-world objects. Details are provided of the hardware
platform employed, which uses a modified gantry robot to manoeuvre the
system camera and a purpose-built computer controlled turntable on which the
object to be modelled is placed. The system software and its computer control
system are also described along with the occluding contour technique
developed to automatically produce initial models of objects. Examples of
models constructed by the system are presented and experimental results are
discussed, including results which indicate that the occluding contour technique
can be used in an original manner to identify regions of the object surface
which require further modelling and also to determine subsequent viewpoints
for the camera.

1  Introduction

An active computer vision system can be described as a vision system in which the
camera, or cameras, are moved in a controlled and purposive manner in order to
capture images from different viewpoints. In many cases the purpose is to fixate on a
feature of a moving target in order to track the target in real time [1]. In other cases,
features in the environment are located in order to provide information for the real-
time navigation of a robot or robot vehicle [2]. Research relating to both these
applications has tended to concentrate on the development of high-speed, multiple
degree of freedom platforms on which the camera, or cameras, are mounted [3,4].

Another potential application of active vision, which has received less attention, is
the construction of 3 dimensional models of objects by using a moving camera to
“explore” the surface of the object. Here the requirement is not for a high-speed
camera platform, but for a platform which can position the camera accurately and for
an accurate method of converting images into a 3 dimensional model of the object in a
real-world co-ordinate system. Such fundamental differences suggest that a separate
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line of research is required to support the development of practical active vision
systems for 3 dimensional modelling. This would undoubtedly be worthwhile as the
demand for 3 dimensional models is growing and will continue to grow with the more
widespread use of 3 dimensional CAD and computer graphics software.

One key role for a system which can produce 3 dimensional models would be the
reverse engineering of manufactured parts. Often the latter do not have an associated
CAD model, yet there are many situations where one would be useful, as a basis for
designing and manufacturing a similar or modified part. It is also common for the
design of parts to be altered during the period between initial design and production
and it would be desirable if the final version of the part could be used to update the
original model. In addition a potential role for reverse engineering exists in the
manufacture of moulds and dies, where traditionally crafted masters have been used
in the production process. If a CAD model were created from the crafted master then
modern CNC machines could be used more frequently to manufacture the tool [5]. In
the case of jewellery and other decorative objects, the availability of CAD models
would allow new designs to be created without the use of crafted masters [6]. Apart
from reverse engineering it is evident that there is a growing demand for realistic
models of both manufactured and natural objects for multimedia, film and virtual
reality environments. Clearly computer graphics applications seldom need models as
accurate and detailed as models required for CAD purposes and the realistic
reproduction of surface properties, such colour and texture, is equally important.

To date the requirement for 3 dimensional models has been met by commercially
available laser scanners and co-ordinate measuring machines (CMMs). However, the
use of a CMM to digitise sufficient points to create a 3 dimensional model is a
laborious task, which is difficult to automate. Conventional CMMs are also unsuitable
for soft or flexible objects and return no information on the properties of a surface
other than its geometry. The use of a laser scanner can also be problematic, since it
may not be possible to access some regions of the object’s surface, the performance of
the scanner is dependent on surface properties and details of surface characteristics
such as colour and texture are difficult to acquire. In theory computer vision could
provide a superior approach. The co-ordinates of surface points could be obtained
quickly, efficiently and in an automated manner. Soft and flexible objects could be
modelled and surface characteristics including colour and texture could be reproduced
if necessary.

For the most part, work on the use of computer vision for constructing 3
dimensional models has relied on images obtained from multiple static cameras [7] or
a static camera with the object rotated on a turntable [8,9]. Some research has been
reported on the use of continuously moving cameras to obtain 3 dimensional data by
tracking occluding contours [10] or to determine object structure from the known
motion of the camera [11]. Various methods have also been proposed to define the
optimum viewpoints (camera positions and orientations) for model construction
[9,12], but there is a lack of experimental work to assess the methods proposed.

The current paper reports the initial results of a research programme to develop a
practical active vision system for automated 3 dimensional modelling. The prototype
system was to be built to model objects which would fit within a 100 mm cube and
the system was to be assembled from relatively low cost components, in the first
instance. The intention was that the system would be able to manoeuvre a camera to
view any part of an object’s visible surface and, critically, higher resolution data
would be obtained, when required, by moving the camera towards the object. The
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target application would be reverse engineering which would place a stringent
demand on the accuracy of the results. However it was recognised that failure to
achieve this may mean that the system is still suitable for less demanding applications
in computer graphics and animation.

2   The Active Vision System

Since it would be necessary to move a camera around an object and accurate
positioning of the camera was required, this suggested the use of a gantry robot. A
relatively low cost 4-axis gantry robot was sourced which formed the basis of the
camera platform. In order to provide the system with additional flexibility a high-
resolution turntable was designed and built. The robot’s computer control system was
extended to incorporate control of the turntable. The initial step-up is shown
schematically in Figure 1.

Fig. 1. Schematic Diagram of Gantry Robot and Turntable

As shown in the diagram, an object to be modelled is placed on the turntable and
viewed by a colour CCD camera mounted on the robot arm. In order to enable the
camera to view the top of the object a fifth (pitch) axis drive was designed, built and
integrated into the robot’s control system. The camera and pitch axis drive are shown
in Figure 2.
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Fig. 2. Camera and Pitch Axis Drive

It was decided that two computers (both standard PCs) would be used to control
the overall system, as shown in Figure 3.  A colour digitiser was installed in computer
1 and, as shown, this computer is responsible for image analysis. Computer 2 is
assigned to viewpoint control which is implemented through a combination of camera
and turntable movements.

As indicated in Figure 3 the system was set up so that a sequence of predefined
viewpoints can be specified. Computer 2 then moves the turntable and/or the camera
to create each viewpoint in turn. Once both are in position, computer 1 is instructed to
capture an image. It then sends a request to computer 2 to move the system to the next
predefined viewpoint. Alternatively the next viewpoint can be computed as part of the
image analysis process, so that the system will effectively operate in a closed loop.
Ultimately computer 1 assembles and outputs the surface point data which is used to
create a 3 dimensional model of the object.

Communication was established between the two computers and software written
to affect the two-way transmission of instructions and data. All time-critical software,
such as the image analysis procedures, was written in Visual C++. Software which
was not time-critical, including the viewpoint control program, was written in Visual
Basic for speed of development. Software was also written to provide a Windows
standard interface on both machines for user input and output.

3  Constructing Initial 3 Dimensional Models

An approach was adopted whereby the system first provides surface point data for an
initial model using a set of predefined viewpoints. The intention was that this model
would be used to identify regions of the surface which required further modelling and
also, ideally, to specify the viewpoints from which this data should be obtained.
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Fig. 3. Computer Control and Image Analysis System

As assessment of the various techniques used to extract 3 dimensional data from
captured images was carried out, including stereo, structured light approaches and
shape from X. It was concluded, as others have maintained, that no technique is
generally applicable, but that a combination of techniques can be used to compensate
the disadvantages of individual techniques. An occluding contour approach was
chosen as the preferred technique for generating the initial model. The obvious
disadvantage is that regions of the object’s surface which are doubly concave cannot
be modelled. In fact the system models both planar regions and doubly concave
regions as planar regions. Hence it is necessary to label all regions returned as planar
as requiring further investigation. Although not implemented to date, it is envisaged
that the modelling of such regions will use a colour encoded structured light approach
which uses stereo instead of triangulation [13]. In effect this means that a coloured
structured light pattern is used to provide easily matched features in the stereo images.
(In practice the single camera in the active vision system will be used to capture the
two “stereo” images from laterally displaced viewpoints.) The proposed structured
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light technique has been tested experimentally, as an adjunct to the current research
project, and the results obtained have been encouraging.

The occluding contour approach developed for the system operates as follows. An
image of the object is captured from a series of predefined viewpoints. Each image is
obtained with the object back-lit and the image is thresholded to produce a silhouette.
The occluding contour is extracted by locating points on the edge of the silhouette
(the visible rim).

The workspace within which the object has been placed is assumed to be divided
into a “stack” of horizontal planes, as shown in Figure 4(a). When an occluding
contour is extracted it is projected onto each “workspace plane” in turn. In Figure 4(b)
the object is a sphere and the occluding contour is a circle. When projected onto a
horizontal workspace plane, the projection will be an ellipse. (The process can also be
regarded as one whereby the ellipse is formed from the intersection of the cone
emanating from the focal point of the camera, which must enclose the object, and the
workspace plane, which must also enclose the object). As further contours are
projected onto each plane, they will define an “enclosing area” within which the
object must exist. This is shown in Figure 4(c), where the enclosing area will tend
towards the circular cross-section of the sphere as further contours are projected on to
the workspace plane.

Fig. 4. Conceptual Diagram of the Occluding Contour Technique

When a contour is projected onto a workplace plane, it is represented by a series of
line segments between projected points on the visible rim. As shown in Figure 5(a),
the projection of a further contour means that the intersection points between the
contours have to be located. The intersection points are then used along with the
appropriate projected edge points to define the enclosing area.

(a)

(b)

(c)
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Fig. 5. Defining the Enclosing Area(s)

A heuristic technique was devised to locate the intersection points between
projected contours. Various eventualities had to be covered, such as the situation
shown in Figure 5(b), and to resolve some ambiguities the handedness of each
contour had to be recorded along with the sequence of edge points. The technique
used was found to be robust and the choice of intersection points to define enclosing
areas has a major advantage over the commonly used voxel approach [14] since a
priori quantization in the horizontal plane is not required. Hence the resolution of the
horizontal co-ordinates of the model will not be limited in advance.

When the contours from all predefined viewpoints are projected on to the full stack
of workspace planes, a 3 dimensional model is formed consisting of the edge and
intersection points which define the enclosing areas. Although this approach requires
quantization in the vertical direction, additional workspace planes and hence
additional enclosing areas can easily be defined without the need to capture further
images.

4 Calibration

A thorough calibration programme was carried out to enable the system to produce
object surface points in world co-ordinates. For this purpose a world co-ordinate
system was specified with its origin at the centre of the turntable. Transformations
were then defined and evaluated between the world co-ordinate system and the
turntable, camera and robot co-ordinate systems. The camera calibration task required
to produce the camera/robot transformation was the most demanding step in this
process. Camera calibration was carried out using a modified implementation of the
method developed by Tsai [15,16]. This involved measuring various intrinsic and
extrinsic camera parameters including the position of the camera’s principal point,
which was located with the aid of a low intensity laser. A calibration object was also
required and this consisted of a glass plate which was sprayed matt white and marked
with a 14 by 20 matrix of solid black squares. The precise locations of the corners of
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the squares were found using a travelling microscope.The Tsai coplanar method
requires images of the calibration object to be captured from a wide range of
viewpoints. Software was written to position the robot at a sequence of viewpoints
and automatically capture and analyse images of the calibration plate. A red spot was
marked on a square close to the centre of the plate, so that each square could be
identified when the camera’s field of view covered only part of the plate. After each
image was captured, the Sobel operator was used to locate the edges of the black
squares, as shown in Figure 6. Linear regression was then employed to fit lines to all
edges and the corners were located by finding the intersection points between the
lines. A matrix manipulation package was used to process the matrices containing the
image and real-world co-ordinates of the corner points, along with the measured
camera parameters. This yielded coefficient values for the camera/robot
transformation matrix.

Fig. 6. Calibration Pattern Edge Detection

5  Initial Results

The system was used to produce initial 3 dimensional models of a wide range of
objects in the form of collections of surface point co-ordinates or “data clouds”. Each
data cloud was then passed to a software package which created a surface model,
either by fitting triangular patches or by fitting NURBS surfaces. An example is
shown in Figure 7 of a hemisphere which was modelled by the system and rendered
using triangular meshes (Figure 7(a)) and NURBS surfaces (Figure 7(b)).

An examination of the proximity of the raw data points to the NURBS surface
model produced the graph shown in Figure 8, which shows that 90% of the data
points are within 50 microns of the surface.

A series of tests was undertaken to establish the success or otherwise of the
calibration exercise. Figure 9 shows two views of a NURBS surface model of a 1 inch
BS bolt produced by the system. The standard pitch of the thread is 2.54 mm and the
pitch as measured from the model differs by only 15.3 microns.

Among the more complex objects modelled by the system were a set of chess
pieces which had been produced by a Flexible Manufacturing System installed in the
University. Figure 10 shows 3 dimensional models of the king and the rook created by
the active vision system and rendered, in this case, using triangular meshes.
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Fig. 7. Rendered Models of Hemisphere

Fig. 8. Deviation of Data Points from Surface of NURBS Model.

As an indication that the models produced are at least suitable for computer
graphics applications, Figure 11 shows a scene where a surface texture has been
added to the chess piece models. They have then been placed on a manually drawn 3
dimensional model of a chessboard.

6  Viewpoint Planning

As noted previously, further modelling may be necessary for one of two reasons.
Either a planar surface has been detected which may be concave or a region of fine

(a) (b)

60

65

70

75

80

85

90

95

100

10 20 30 40 50 60 70 80 90 10
0

11
0

12
0

13
0

14
0

15
0

Deviation in Microns

%
 o

f 
P

o
in

ts

Point Data



The Construction of 3 Dimensional Models Using an Active Computer Vision System 191

detail requires closer examination at a higher level of resolution. In the first instance,
candidates are regions where the local surface curvature is low and in the second
instance candidates are regions where the local surface curvature is high or where, in
the extreme case, discontinuities occur. When contour intersection points on the
perimeter of enclosing areas (see Figure 5) are examined it is evident that the local
density of points is low when surface curvature is low and high when surface
curvature is high. Hence it is postulated that the local density of intersection points
can be used to identify potentially concave regions (low density) and regions
requiring higher resolution modelling (high density).

Fig. 9. Model of 1 inch Bolt

Fig. 10. Models of Chess Pieces

2.5247
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Fig. 11. Model of Chessboard Scene

In order to measure the local density of the intersection points a mask was designed
to compute a weighted sum of the intersection points within a small region centred on
each point in turn. The results are then filtered to identify regions where the mask
output is either high or low. The overall process is referred to as “point density
filtering” and its application to a range of objects suggests that it can provide the basis
of a method for identifying the regions which require further modelling. Figure 12
shows the results of applying point density filtering to a model of a half- cylinder
(shown in Figure 12(a)). All points are displayed in Figure 12(b). However, when the
filter is biased towards high density points, Figure 12(c) is produced which highlights
the curved rear surface of the half-cylinder and the surface discontinuities at the
vertical edges. When the filter is biased towards low density points, the planar top and
front surfaces are highlighted.

In practice, further modelling would be performed on those regions with the
highest and the lowest point densities, in the first instance. In the case of the half-
cylinder, this would mean generating high resolution data for the two vertical edges,
which in turn would enhance the accuracy of the model. It would also mean that the
proposed structured light facility would be applied to the front and top surfaces, since
they both return low point densities.
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Fig. 12. Application of Point Density Filtering

A further procedure was devised to estimate the optimum viewpoints for
subsequent modelling. In cases where regions requiring higher resolution data have
been identified, the optimum viewpoint for each region is the one which places that
region on the visible rim. This can be obtained by rotating the data point model in
computer memory and recording the model’s orientation when the maximum number
of intersection points from the chosen region appears on the visible rim. If orthogonal
projection is assumed, the optimum viewing direction will in fact coincide with the
direction of a tangent which touches the surface of the object at the centre of the
region concerned.

In Figure 13 a high density region has been chosen on one of the half-cylinder’s
vertical edges. The figure shows the number of intersection points from this region

(a) (b)

(c) (d)
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which appear on the visible rim, as the model is rotated through 360� in the horizontal
plane. As the case should be, the graph indicates that the edge will remain on the
visible rim while the viewing angle is changed through 90�. It will then reappear at
the visible rim on the other side of the object after an absence of 90� and will remain
there for a further 90�. The graph provides sufficient information to select a sequence
of viewpoints (in the horizontal plane) suitable for a close-up view of the vertical
edge.

Fig. 13. Optimum Angles for High Resolution Viewpoints

In the case where a region of low intersection point density has been found, the
nominal direction for projecting and viewing a structured light pattern will coincide
with the direction of a normal to the object surface at the centre of the region
concerned. Hence the procedure described above can be employed and the resulting
viewing direction is then simply rotated through 90 degrees.

In Figure 14, a low density region has been chosen on the half-cylinder’s planar
front surface. If the model is rotated through 360� in the horizontal plane as before,
the graph shows the number of intersection points from this region which are visible
when the viewing direction is normal to the surface. As should be the case, the graph
indicates that there is a unique optimum angle which occurs when the viewing
direction is normal to the half-cylinder’s planar front surface. The projection and
viewing directions for the structured light facility should be chosen so that the angle
between them is bisected by the nominal direction indicated by the graph.

7  Discussion of Results

Progress to date with the active vision system has enabled a wide range of models to
be produced for assessment purposes. The accuracy achieved suggests that the system
would be suitable for computer graphics applications and that it may be suitable for
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reverse engineering applications. The occluding contour technique employed does not
place a limit, a priori, on resolution and further work will be undertaken to define the
level of accuracy which is achievable. At present, the system is clearly only capable
of modelling convex surfaces and the proposed method of refining models by using
higher resolution close range images has not yet been fully implemented. However, it
has been shown that the projected contour intersection points can be used as a basis
for automatically identifying surface regions for further modelling and also for
suggesting the viewpoints which should be employed. Hence viewpoints which place
surface features and details on the visible rim for close range viewing can be
computed and potentially concave regions can be identified and a nominal direction
for applying structured light obtained. Further work is required, however, to fully
develop this technique, including removal of the constraint which restricts viewing
directions to the horizontal plane.

Fig. 14. Optimum (Nominal) Angle for Projecting and Viewing Structured Light.

An objective of the current work was to develop a low cost system and no
difficulties have been experienced with the modified robot, custom-built turntable and
standard computing hardware employed. However, it is evident that the basic CCD
camera incorporated in the system will limit future development and will prevent the
system from being used for reverse engineering purposes. At present image resolution
can only be varied within the range of the camera’s limited depth of field and initial
results suggest that calibration accuracy deteriorates as the camera is moved towards
the object. A more versatile camera will therefore be substituted and calibration
repeated in advance of further development. The general principles established and
techniques devised during the first phase of the project will, however, be retained
since it is believed that the active vision system described in the paper can be the
basis of a practical automated 3 dimensional modelling tool.
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