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Abstract. In an environment with support for mobile computing, we may have
a collection of autonomous, distributed, heterogeneous and mobile databases,
denoted Mobile Database Community (MDBC), in which each database user
can access databases in the community through a wireless communication in-
frastructure. In such an environment, new participants may join to an MDBC as
they move within communication range of one or more hosts which are mem-
bers of the MDBC. Furthermore, MDBC participants may transiently discon-
nect from the network due to communication disruptions or to save power.
Therefore, an MDBC can be characterized as a dynamically configurable envi-
ronment. This paper describes an agent-based architecture, denoted AMDB
(Accessing Mobile Databases), which enables such communities to be formed
opportunistically over mobile database hosts in ad hoc configurable environ-
ments.  The AMDB architecture is fully distributed and has the capability of
exploiting physical mobility of hosts and logical mobility of database queries
and their results across mobile hosts.

1   Introduction

Advances in portable computing devices and wireless network technology have led to
the development of a new computing paradigm, called mobile computing. This new
paradigm supports that users carrying portable devices are able to access services
provided through a wireless communication infrastructure, regardless of their physical
location or movement patterns. Mobile computing paradigm has affected traditional
models and concepts of many computer science areas. For example, in the network
area, networks need to be ubiquitous, since they must guarantee user connectivity in-
dependently of the physical user location. Communication networks with such as
property are called ad hoc networks [12]. With respect to software engineering, that
new paradigm has introduced the notion of mobile code, which refers to the capability
of dynamically changing the bindings between code fragments and the location where
they are executed. Moreover, a mobile code needs to be “aware” about the computa-
tional environment on which it is running [10].

The database technology has also been impacted by the mobile computing para-
digm. For example, in an environment with support for mobile computing, a varying
number of mobile computers can be interconnected through a wireless communica-
tion infrastructure, on each of which resides a database system. In other words, a dy-
namic collection of autonomous mobile databases, interconnected through a wireless
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communication infrastructure, can be formed in such an environment. For now on,
that collection of mobile databases will be denoted mobile database community
(MDBC). Databases in an MDBC are mobile, autonomous and distributed. Moreover,
they can be heterogeneous.

Therefore, sharing information among multiple heterogeneous, autonomous, dis-
tributed and mobile data sources has emerged as a strategic requirement which should
be supported by the database technology. Mobility allows any time and any place data
access. Accordingly, conventional concepts and techniques, used in areas, such as
query processing, transaction management and data distribution, should be revisited
in order to introduce the concept of mobility into the database technology. In order to
illustrate this fact, consider a mobile database community M. Suppose that databases
belonging to M are heterogeneous and reside in mobile computers interconnected
through an ad hoc network. Now, consider a database DB which resides on a mobile
computer C and it is member of M.  Thus, the data of DB should be shared with the
other members of the community. For this purpose, the computer C should behave as
a database server belonging to M.  Additionally, a user on the mobile host C may
wish to query objects stored at other members of M. Of course, the heterogeneous,
distributed, autonomous and mobile databases belonging to the community have to be
integrated. Since the databases are mobile, a given database DB can leave the com-
munity at anytime, even though a query submitted by DB is still running in other da-
tabase systems in M. Moreover, the query submitted by a user on the mobile host C
can represent a distributed transaction. In this case, a protocol to guarantee the
atomicity of the commit operation [1] is required. Consequently, it is necessary to ad-
dress the following problems in order to make feasible the access to mobile databases
in an MDBC: (i) heterogeneous databases integration; (ii) query processing over a
variable number of mobile databases and; (iii) mobile transaction management (i.e.,
concurrency control and recovery for mobile and distributed transactions).

In this paper we propose an architecture, denoted Accessing Mobile Database
(AMBD), for supporting database sharing in mobile database communities. The key
goal of the proposed architecture is to provide access to heterogeneous, autonomous
and mobile databases. The AMDB architecture is based on the concept of mobile
agents and is fully distributed. Furthermore, the proposed architecture provides the
necessary support for forming MDBCs opportunistically over a collection of mobile
databases hosts.

It is important to note that the AMDB architecture does not require changes to the
core of underlying databases systems. For that reason, we classify the AMDB ap-
proach as non-intrusive [6]. This property enables commercial DBMSs for partici-
pating in a mobile database community through the AMDB architecture. Several ap-
proaches to support mobility should be classified as intrusive, since they require that
new capabilities and functionalities have to be added to the underlying database [5,7].

This paper is structured as follows. In section 2, a mobile computing environment
is characterized. In section 3, the concept of mobile databases community is defined
and proposed architecture is presented and analyzed. Section 4 addresses the query
processing mechanism for the AMDB architecture. Mobile transaction processing is-
sues in the MDBC context are addressed in Section 5. Section 6 concludes the paper.



726          A. Brayner and J.A.M. Filho

2   A Mobile Computing Environment Model

In a mobile computing environment, mobile computers are grouped into components
denoted cells. Each cell represents a geographical region covered by a wireless com-
munication infrastructure. Such cells can represent a Wireless Local Area Network
(WLAN), an ad hoc network, an geographical area covered by a cell phone network
(called cell as well) or a combination of those communication technologies (for ex-
ample, an ad hoc network inside cell of a cellular phone network).

Mobile support stations (or base stations) are components of a mobile computing
platform which have a wireless interface in order to enable communication between
mobile units located at different cells. Thus, each cell must be associated with one
mobile support station. Communication between two base stations is made through a
fixed network. In fact, mobile support stations represent fixed hosts interconnect
through a high-speed wired network. From a database technology standpoint, there
are two classes of database systems in a mobile computing environment: (i) a class
consisting of database systems which reside on fixed hosts, and; (ii) a class of data-
base systems which reside on mobile computers. Database systems residing on mobile
hosts are denoted mobile databases

It is worthwhile to note that, when a cell in a mobile computing environment repre-
sents a WLAN or an ad hoc network, mobile computers inside the cell can communi-
cate with each other directly. On the other hand, when a cell represents an area cov-
ered by a cell phone network, mobile units need should use the cell’s base station to
communicate with each other. A mobile computer can use different communication
technologies. We call vertical handoff the fact of a mobile computer migrating from a
given communication technology to another. For example a mobile computer A can
use a WLAN to communicate with other mobile computer inside the same cell, and it
can use a cellular phone network to communicate with mobile computers located at
another cell.

From a database technology perspective, we can categorize mobility in two differ-
ent types:

 i. Physical Mobility: this type of mobility cope with spatial mobility of database
clients and database servers through different space regions;

 ii. Logical Mobility: this type of mobility is related to code migration among sev-
eral mobile clients and database servers. In order to provide logical mobility,
mobile computers should be able to generate database access codes (SQL ex-
pressions, stored procedures or methods), which can migrate autonomously to
several databases servers. When such a code arrives at a database server, it is lo-
cally executed. After that, it returns (with the access result) to home (the host
which originates the access code).

It is important to note that the AMDB architecture provides support to both of the
mobility types described above.

3   Sharing Databases in Mobile Database Communities

The key goal of the proposed architecture is to enable mobile database communities
to be formed opportunistically over mobile database residing on mobile hosts in envi-
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ronments with a wireless communication infrastructure. The proposed architecture is
fully distributed (i.e. no centralized control structure is needed) and relies on existing
mobile agent technology to allow transient sharing of databases. In addition, to sup-
port disconnected operations, the architecture exploits logical mobility of both data-
base queries and their results. For the sake of clarity, we assume that mobile comput-
ers are interconnected through an ad hoc network infrastructure.

3.1   Mobile Database Communities

We characterize a database system as a mobile database, if the database system re-
sides on a mobile unit. A Mobile Database Community (MDBC) represents a dy-
namic collection of autonomous mobile databases, interconnected through a wireless
communication infrastructure. Observe that the notion of MDBC models the notion of
a federation of databases which reside on mobile units.

A varying number of mobile computers can participate in an MDBC.  In this case,
MDBC members share databases available in the MDBC. The members of an MDBC
can be categorized in two different classes: database server or database client. By da-
tabase server, we mean that a mobile computer, which is the host of a database system
(DBS). Each database system encompasses a database (DB) and a database manage-
ment system (DBMS). A database represents a collection of object representing real
world entities. A DBMS is the software component of the DBS. In that case, the data-
base (or part of it) stored in a database server can be accessed by any other member of
the community. The second class of MDBC members is composed by mobile hosts
which participate in an MDBC as database clients. Such members can only access
object stored in databases available in the MDBC. That means, either they do not
have or they do not want to share an own database with the members of the commu-
nity.

New participants may join to an MDBC as they move within communication range
of one or more hosts which are members of the MDBC. On other hand, MDBC par-
ticipants may transiently disconnect from the network due to communication disrup-
tions or to save power. For that reason, an MDBC can be characterized as a dynami-
cally configurable environment.

A mobile computer needs to declare to the participants of an MDBC its intention to
become a member of the community. If the mobile computer is the host of a database
system, it should declare that its database will be available to the members of the
community. In that case, the mobile computer has to publish its database schema to
the community.

It is highly likely that databases in an MDBC are heterogeneous. For example, they
might be relational, native XML, oriented-object databases or any other data source
(e.g., HTML pages). Thus, schemas of databases belonging to an MDBC should be
represented in a common model. Since XML has been consolidated as a standard for
data interchanging, we have decided to use XML as the common model for data inter-
changing in an MDBC. For that reason, mobile databases in an MDBC have to pub-
lish their schemas (or part of them) through XML Schema [23], a schema definition
language for XML data.

Mobile users interact with mobile databases in an MDBC by means of transactions.
A transaction models a sequence of operations on database objects that is executed
atomically. Typically, such operations are expressed in a database query language
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(e.g. SQL). There are two types of transactions in an MDBC environment: local
transactions and global transactions. A local transaction is submitted directly to a mo-
bile database DB by an application running on the same host on which DB resides. A
global transaction consists of database operations which should be executed on differ-
ent hosts belonging to an MDBC. The notion of global transaction models distributed
transactions which are composed by mobile sub-transactions. Therefore, the notion of
global transaction in an MDBC generalizes the concept of distributed transaction.
Since a global transaction is distributed in different mobile hosts, a protocol should
enforce commit atomicity of global transactions. An example for such a protocol is
the two-phase commit (2PC) protocol [1].

The correctness criterion for the execution of concurrent transactions is seri-
alizability. We assume that each mobile database in an MDBC guarantees seri-
alizability by the two-phase locking (2PL) protocol [1]. This is a quite reasonable as-
sumption, since all existing database systems implements the 2PL to guarantee
serializability.

3.2   AMDB Architecture

The AMDB architecture is based on the concept of software agent. The proposed ar-
chitecture is composed by two classes of agents: stationary agents and mobile agents.
The stationary-agent class is compound by two types of agents: manager agents and
wrapper agents. Manager agents are responsible for managing local computational re-
sources of a mobile computer. These resources can be used to perform tasks of mobile
agents. Wrapper agents provide an interface between mobile unit users and the
AMDB platform. For that reason, Wrapper agents have the following functionalities.
First, they should create the execution context for mobile agents. Thus, wrapper
agents behave like a middleware between a mobile agent and a database participating
of an MDBC. Second, wrapper agents provide a common data representation of the
stored local data at mobile computers. As already said, XML will be used as a com-
mon data representation. Additionally, a wrapper agent running on a given mobile
unit is also responsible for temporarily transferring one or more services to another
mobile computer of the community to improve performance or whenever a critical
situation occurs (for example, temporary service unavailability such as insufficient lo-
cal memory for processing a query) at its mobile computer. In this case, any mobile
agent visiting the mobile unit of the wrapper agent should be redirected to the unit
where the service is being provided.

Agents of the mobile-agent class are responsible for implementing the logical mo-
bility property in the AMDB architecture. Consequently, they should be able to trans-
port themselves from one MDBC member to another. In the proposed architecture,
the basic feature of mobile agents is to carry database access code and access results,
while migrating between MDBC members.  There are three types of mobile agents:
Runner, Loader and Broker agents. Runner agents are directly responsible for per-
forming tasks required by mobile unit users in remote mobile databases belonging to
an MDBC. Such tasks can represent data queries, data updates or schema evolution of
the mobile databases. Loader agents have the functionality of carrying a database
query result back to the mobile unit that has required the query. Broker agents should
gather schemas of mobile databases of an MDBC, when a mobile unit joins to an
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MDBC. Moreover, a broker agent can define a mobile unit as temporary storage for
storing partial query results when it is necessary.
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Fig. 1. Abstract Model of the AMDB Architecture.

Figure 1 depicts an abstract model of the AMDB architecture. In order to describe
how the proposed architecture works, suppose that a mobile unit MUK wants to form
an MDBC. For that, it declares itself as initial coordinator of the new community to
its wrapper agent. After that, the wrapper agent of MUK sends information about the
new community to all computers inside the area covered by the wireless communica-
tion network in which MUK is connected. When news members begin to join to the
new MDBC, the central coordinator role is not necessary anymore. This coordinator
function will be performed local and collaboratively by the wrapper agents at each
mobile unit which is member of the community.

Now, suppose that a mobile unit MUI wants to join to the MDBC, which was ini-
tially created by MUK. First of all, it is necessary an explicit declaration of MUI in or-
der to see the schemas of all databases which are member of the community. This
functionality is executed by the local wrapper agent, which, in turn, creates a broker
(mobile) agent and gives to it the task of querying local database schema at all mobile
units, which are hosts of database systems. The broker agent will roam unit by unit
and will collect the local schemas. Local database schemas will be provided by local
wrapper agents. Recall that local schemas visible to the members of an MDBC are
represented in XML Schema [23]. When the broker agent of MUI returns to MUI, it
brings the schemas of the participating databases and passes them away to wrapper
agent of MUI. With the database schemas of each database of the MDBC, users or ap-
plication programs at MUI are able to access data stored at those databases through an
interface provided by local wrapper agents. Therefore, users or application programs
submit queries to the local wrapper agent. Such queries should be specified in an ex-
tension to the XQuery, called MXQuery [25]. The key feature of the MXQuery lan-
guage is to provide mechanisms which support the capability to jointly manipulate
data in heterogeneous data sources. The idea is to use the MXQuery as a multida-
tabase language [26] in an MDBC, making possible the integration of heterogeneous
and distributed data sources. It is important to note that an MXQuery algebra has been
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defined based on the XML formal semantics algebraic operators (formerly XML
query algebra). A global query denotes a query, which should be executed over sev-
eral databases of an MDBC. When the wrapper agent of MUI receives a global query,
it creates a runner (mobile) agent at MUL and passes to the runner agent the MXQuery
expression corresponding to the submitted query. After that, the runner agent begins
to process the query. The query execution plan should be generated considering opti-
mization opportunities and the hosts (MDBC’s participants), where the query will be
actually executed. It is important to observe that an MDBC is characterized as a dis-
tributed environment. Therefore, most queries in such an environment are distributed.
In section 5, query processing performed by runner agents will be detailed.

The scenario described above is illustrated in Figure 1. The wrapper agent of MUI

creates a runner agent, which has to migrate to MUK, considering that MUK encom-
passes the target DBMS for processing the query submitted initially at MUI. When the
runner agent arrives at MUK, it sends the MXQuery expression to the local wrapper
agent. The wrapper agent of MUK, in turn, maps the MXQuery expression to the na-
tive query language of the local database and submits it for execution as a common
user. When the result is available, the local wrapper agent passes it back to runner
agent. If the result is too huge and the runner agent has still to migrate to others units,
the runner agent can create a loader agent and transfers to it the result of the query
execution on MUK. The loader agent begins a trip back to the runner-agent home unit.
It is important to note that once the loader agent creation has finished, the runner
agent can resume migrating to other units. Asynchronously, the loader agent takes the
partial query result data back to MUI. When the runner agent returns home, it com-
municates to the wrapper agent of MUI that its task has finished. The wrapper agent
unit shows the result to the user or sends the results to application program. Next
agent functionalities will be described and analyzed.

4   Processing Queries in an MDBC

In section 4, we have seen that the wrapper agent is responsible for providing local
database schema to all MDBC members. In existing database systems, such schemas
consist of metadata and statistical data about the database such as, for example, ta-
bles’ cardinality, tables’ blocking factor and the height of index structures [20]. Sta-
tistical data are used for optimizing query processing. Hence, if a mobile unit wishes
to participate in an MDBC, it has to send its broker agent to each mobile unit of the
community providing its local schema and some statistical data. In the meanwhile, the
broker agent can gather the local schemas of the visited units. Once the broker agent
has returned home, the mobile unit has the necessary information for submitting que-
ries over participant databases.

    As already mentioned, users or application programs submit queries in the
AMDB environment in MXQuery format. Such queries can be categorized in three
classes: local, global (distributed) and remote queries. A local query only involves
operations over objects of the local database. In this case, the local wrapper agent
translates the MXQuery expression into the native query language of the local DMBS.
After that, the wrapper agent submits the query to the local DBMS using the DBMS
common user interface.
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Fig. 2. Query engine architecture.

In turn, a global query may involve operations over several mobile databases of an
MDBC. When a mobile computer user (or an application) submits a global query to
the local wrapper agent, that agent, detecting a distributed query, creates a runner
agent and delegates to it the functionality of executing the global query. It is impor-
tant to observe that the runner agent receives the global query in MXQuery format.
The runner agent migrates to mobile units in which the query should be executed.

Finally, a remote query encompasses operations which should be executed in a re-
mote database belonging to an MDBC. In other words, a query submitted in MUI

should be executed over the databases of a mobile unit MUK. Of course, those mobile
units should belong to the same MDBC. A remote query is processed as follows. A
user submits a remote query to the local wrapper agent, which, in turn, creates a run-
ner agent and delegates to it the functionality of executing the remote query. For that
purpose, the runner agent should migrate to the remote mobile unit in which the query
should be executed.

Figure 2 depicts an abstract model of the query engine for processing global (dis-
tributed) and remote queries.  According to the proposed engine, a query is processed
by six distinct phases: Pre-Processing, Decomposition, Context Recognition, Clone
Generation, Fragment Execution and Post-Processing phases. We denote Coordinator
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the origin unit that has submitted the query. The functionalities of the coordinator are
executed by different agents, such as runner, loader and wrapper agents. A Participant
represents a DBS, which is responsible for executing locally operations of a global or
remote query.

Observe that the proposed query engine is fully distributed, since query processing
activities are executed by different components (or agents) in different sites. It is im-
portant to note that the query optimization process is carried out by using metadata
about local database schemas, the number of hosts in which the query should be exe-
cuted and available statistics information about data at each local.

Next, we describe the phases which should be implemented by the proposed query
engine.

The activities of the Pre-processing phase are executed by wrapper and runner
agents. Initially, the query submitted in an MXQuery format is parsed by the wrapper
agent. After that, the wrapper agent sends the parsed query to the runner agent. After
receiving the query, the runner generates a query execution plan (QEP). The gener-
ated QEP is represented by an operator tree [2,8], whose nodes represent MXQuery
algebraic operators or data sources. The root represents the final query result. An in-
termediate node indicates the application of the corresponding operator on the results
generated by its children. The edges of a tree represent the data flow from bottom to
top, i.e., from the leaves to the root of the operator tree. The nodes have also attributes
like data locality, selectivity factor and name of data source.

After the Pre-processing phase, the query engine starts performing the Decomposi-
tion phase. They goal in the execution of this phase is to decompose a query into
fragments. Of course, in the case of execution of a remote query only one fragment is
produced. The criterion for decomposing a query is the locality principle. Hence, each
fragment should be executed in a given database belonging to an MDBC. In fact, a
query fragment represents a sub-tree of the global QEP generated by the Pre-
processing module. After the Decomposition phase, the Context Recognition phase
is processed.

Once a query has been divided into fragments, the query engine has to verify, for
each fragment, whether or not a given local DBMS has resources to execute the frag-
ment. This the main functionality of the Context Recognition phase.  The context rec-
ognition phase is carried out based on information about not allowed operations for
each mobile unit. That information may be provided by mobile units at moment when
a mobile unit joins to an MDBC. If such information is provided, it means that local
DBMS cannot perform the defined operation set. Otherwise, it means that local
DBMS does not have any restriction about query operations.

If a given DBMS does not have support to execute any operation, the query engine
itself is responsible for executing that operation. In fact, this should be performed by
the runner agent and can be carried out either on the origin unit or on the mobile unit
selected as temporary storage unit (see bellow). In this case, it is necessary a QEP re-
ordering for bringing to high-level nodes (nodes close to the root) of the QEP the op-
erations, which should be executed by the Runner agent.

Another functionality of the context recognition phase is to define a temporary
storage unit for materializing intermediate query results. This should be done when
the origin unit and other units referenced in the QEP have limited computational re-
sources, such as main memory or disk space. In this case, such hosts do not have the
necessary computational support nor to store partial result neither to execute high-
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level operations specified in the QEP. The step of defining a temporary storage unit is
performed as follows. First, the query engine verifies whether or not the origin unit
has enough resources for executing the high-level operations. If not, it verifies the
other units referenced in the QEP. If none of the units can be defined as temporary
storage, then an error message is sent to the user (or application program) indicating
the unavailability of resources for executing the query.

Once Context Recognition phase has been finished, the Clone Generation phase is
started. In this phase, the runner agent clones itself (cloning is supported by several
agents platforms). A clone for each query fragment (generated during the Decom-
posing phase) is created. Each clone is responsible for executing a given query frag-
ment. After the clones have been created, they are dispatched (carrying a query frag-
ment) to the mobile units in order to execute the query fragments.

The Fragment Execution phase is started when a runner agent (or its clones) mi-
grates to the mobile units in which query fragments of a given query should be exe-
cuted. On arriving at a given mobile unit, the runner agent or a clone submits to the
local wrapper agent the query fragment in MXQuery format. The wrapper agent, in
turn, translates the fragment into the native query language of the local DMBS. After
that, it submits the query to the local DBMS and returns the results back to the runner
or clone. Obviously, local DBMSs can further optimize the processing of the query
fragment it is executing.

During the execution of the Fragment Execution phase local statistical information
can be gathered by the runner agent (or clone), since information about operation,
cardinality of tables or of selections, for example, can be inferred while the query
fragment is being executed. When the runner or clone returns to the origin unit, it
sends the collected statistical data to the wrapper agent of the origin unit (coordinator)
for updating statistic information about of the mobile unit in which such information
was obtained.

The last phase is the Post-processing. This phase is initiated when the clones begin
to arrive at the mobile unit, on which they were created. During this phase, the clones
give to the runner agent the results of the query fragments. The runner agent, in turn,
will start the execution of operations that could not be executed by local DBMSs. In
this case, the runner agent performs operations corresponding to the high-level nodes
of the operator tree. Once the execution has finished, the runner agent joins the result
of the query fragments. After that, the runner agent passes the final result to the wrap-
per agent. The wrapper agent, in turn, is responsible for projecting the final result to
the user or application which has submitted the query. It is important to note, that sta-
tistic information is also gathered during the execution of this phase.

5   Mobile Transaction Processing

Mobile users interact with databases in an MDBC by invoking transactions. A trans-
action represents a sequence of operations on database objects. There are two types of
transactions in an MDBC environment: local transactions and global transactions. A
local transaction is submitted directly to a mobile database DB by an application run-
ning on the same host on which DB resides. A global transaction consists of database
operations which should be executed on different hosts belonging to an MDBC.
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Therefore, the notion of global transaction models distributed transactions which are
composed by mobile sub-transactions. In our approach, the correctness criterion for
the execution of concurrent transactions is serializability. We assume that each mobile
database in an MDBC guarantees serializability by the strict version of the two-phase
locking (2PL) protocol [1]. This is a quite reasonable assumption, since all existing
database systems implement that protocol.

In the proposed architecture, the runner agents are responsible for managing the
execution of global transactions. In order to process mobile transactions, an extension
to the conventional centralized version of the 2PC protocol [1] is proposed. The idea
is to consider the mobility property, when processing distributed transactions over
several mobile databases. The proposed extension is called mobile 2PC protocol
(M2PC).

Next, we describe how the M2PC protocol works. Consider that a database system
DBSI resides on a mobile unit MUI, which belongs to an MDBC. Suppose that a user
submits a global (distributed) transaction T to MUI. In fact, the transaction T corre-
sponds to the execution of a query, which involves operations over several databases
of the MDBC. Thus, a runner agent R is created by the wrapper agent of MUI (see
section 4). The runner agent R is responsible for managing the execution of the trans-
action T. For that reason, R is said to be the coordinator of T. Before starting the exe-
cution of T, the agent R creates an agent whose functionality is to play the role of a
backup for the M2PC coordinator process. This is necessary because the runner agent
R (coordinator) may visit a mobile unit which can disconnect from the wireless com-
munication infrastructure or exit the mobile database community. In this case, a
backup process should assume the coordination of the extended 2PC protocol.

The backup for the M2PC coordinator process is created as follows. Before starting
the execution of a global transaction, the runner agent creates a broker agent and dis-
patches it to the MDBC members. The broker should select one of the visited mobile
units to be the host of the agent, which has functionality of behaving as a backup for
the M2PC coordinator. When the broker agent returns home, it passes the network
address of the selected unit to the runner agent. The runner agent creates a clone,
passes to it the list of units in which the operations of the global transaction have to be
executed, and dispatches the clone to the select unit. That clone has the functionality
of being the backup of the M2PC coordinator process. It is important to observe that
the creation of that backup for the coordinator process reduces the frequency of exe-
cuting a termination protocol [1] for the M2PC protocol. In the AMDB architecture,
the termination protocol has to be triggered, if and only if the M2PC coordinator and
its backup are unreachable.

After creating the backup for the coordinator process, the runner agent creates n–1
clones. It is important to note that each clone has the network address of the mobile
unit which is the host of the backup coordinator. The clones migrate to the hosts on
operations of the global transaction should be executed. The runner agent migrates to
a mobile unit as well. When the clones return home, they bring the votes correspond-
ing to the second step of the conventional 2PC protocol. They send the votes to the
runner agent (coordinator for the execution of T), if it has already come back.

When a ‘NO’ vote is detected, the runner agent sends a message to the backup co-
ordinator with the decision for aborting transaction. After that, the runner agent can
send a message with the final decision for aborting transaction to each non-returned
clone or can dispatch once more the clones to each unit already visited with the final
decision for aborting transaction. If all of votes were ‘YES’, the runner agent sends a
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message to the backup coordinator with the final decision for committing the transac-
tion. The clones are dispatched again to the MDBC units with the final decision for
committing the transaction.

If the runner agent is unreachable, the backup coordinator assumes the coordina-
tion process. In this case the new coordinator decides to abort the transaction. It sends
a message to the clones and dispatches them to the transaction-involved units with the
decision for aborting transaction.

6   Conclusions

In this paper, we define the concept of dynamically configurable database communi-
ties in mobile computing environments. According to that concept, a dynamic collec-
tion of autonomous mobile databases, interconnected through a wireless communica-
tion infrastructure, can be opportunistically formed.

In order to provide a platform to enables such communities to be formed opportu-
nistically over mobile database hosts in ad hoc configurable environments, an archi-
tecture is described and analyzed. The proposed architecture, denoted AMDB (Ac-
cessing Mobile Databases), supports physical mobility of hosts and logical mobility
of database queries (or transactions) and their results across mobile hosts. Moreover,
the proposed architecture has important additional properties for coping with database
mobility, such as:

i. it does not require changes to the core of the underlying database systems;
ii. it supports opportunistic creation of database communities over a varying num-

ber of mobile and autonomous database hosts.
For query processing in mobile database communities, the proposed architecture

implements a query optimizer that adapts the query plan to the execution scenario of a
given query. With respect to transaction processing, the 2PC protocol was extended to
take into account the mobility property. However, we are investigating other transac-
tion models less restrictive than serializability-based model [1]. Particularly, we are
interested on the semantic serializability model proposed in [3] and [4].

A prototype of the AMDB architecture is currently being developed based on IBM
AGLETS platform, a Java-based platform which supports logical mobility.
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