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Abstract. This paper investigates neural network training as a poten-
tial source of problems for benchmarking continuous, heuristic optimiza-
tion algorithms. Through the use of a student-teacher learning paradigm,
the error surfaces of several neural networks are examined using so-
called fitness distance correlation, which has previously been applied to
discrete, combinatorial optimization problems. The results suggest that
the neural network training tasks offer a number of desirable properties
for algorithm benchmarking, including the ability to scale-up to provide
challenging problems in high-dimensional spaces.

1 Introduction

Heuristic optimization algorithms such as Evolutionary Algorithms (EAs) are
expected to be capable of solving high-dimensional, complex problems, requiring
only the ability to be able to evaluate the objective function at any feasible
point in the search space. These kinds of optimization problems arise frequently
many areas, and are often a fundamental part of methods used for data-driven
tasks such as supervised and unsupervised learning. In recent years, heuristic
optimization algorithms have been the focus of a very large amount of research,
as well as being successfully applied to many challenging real-world problems.

Researchers face several difficulties when trying to evaluate the effectiveness
of a given algorithm at solving problems. In particular, a set of benchmark opti-
mization problems which can be usefully scaled to high-dimensions is an impor-
tant requirement. Unfortunately, commonly used test functions have a number
of short-comings in meeting this need. This paper investigates a particular form
of a well-known task: training a feedforward neural network, as a possible source
of test optimization problems. The evaluation of continuous heuristic optimiza-
tion algorithms is discussed further in the following section. Section 3 considers
the exploration of continuous optimization problems using correlation statistics
and scatterplots. The student-teacher neural network training problem is then
described in Section 4, and experimental results for a set of such problems is pre-
sented in Section 5. Section 6 concludes and summarizes these results. Note that
here we are concerned mainly with solving continuous multivariate optimization
problems, using algorithms which work directly with a continuous representation
of solution vectors.
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2 Heuristic Algorithms and Continuous Optimization

The standard multidimensional optimization problem involves a parameter vec-
tor w = (w1, . . . , wn), with the quality of a candidate solution being measurable
by an objective function f(w). The goal of optimization can then be simply
to find a solution vector w∗, which yields the best possible objective function
value, subject to given resources (e.g, computation time). In some fields (e.g,
evolutionary computation), optimization is normally defined as maximization
of f() (a fitness function) while in others (e.g, neural networks) the problem is
equivalently framed as minimization of a cost (e.g, error) function. To describe
and visualize an optimization algorithm (which performs an iterative, guided
search in the space of possible solutions), the ideas of hill-climbing on a fitness
landscape [5] and searching for the minimum of an error surface [10] have become
well-known.

The focus of this paper is on continuous optimization problems (i.e, w ∈ IRn).
Although heuristic algorithms have been successfully applied to many real-world
optimization problems, interest in quantifying what kind of problems are easy or
hard for algorithms such as EA’s to solve has increased. This interest is partly
due to the No Free Lunch (NFL) theorems, which indicate that there is no
algorithm that outperforms all other algorithms in any general sense [12].

Researchers seek to understand and evaluate heuristic algorithms by empiri-
cal testing on sets of benchmark problems. Many of the test functions that have
been used are analytical functions of continuous variables. Such functions can be
easily visualized in one or two dimensions, and the locations of local and globally
optimal points are often known precisely. Unfortunately, commonly used func-
tions have a number of shortcomings [11]. Desirable properties for test functions
include [4,7,11]:

P1. difficult to solve using simple methods such as hill-climbing
P2. nonlinear, nonseparable and nonsymmetric
P3. scalable in terms of problem dimensionality
P4. scalable in terms of time to evaluate the cost function
P5. tunable by a small number of user parameters
P6. can be generated at random and are difficult to reverse engineer
P7. exhibit an array of landscape-like features.

Despite the large amount of research in developing new algorithms, very few
attempts have been made to identify problems that possess many of these prop-
erties. Whitley et al. [11] and Michalewicz et al. [7] propose methods for gener-
ating analytical test functions for unconstrained and constrained optimization
respectively.

3 Correlation Measures of Landscapes

A number of researchers (see, e.g. [9] and the references therein) have considered
examining the correlation between fitness and distances between points on dis-
crete fitness landscapes. These studies include the cost versus average distance
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of an optimum point to all other points within a sample of local optima [2,8]
and cost versus distance of local optima from the best optima found [6]. These
studies on artificial and combinatorial optimization landscapes have indicated
that a “Massif Central” [6] or “big valley” [2] structure seems to exist in many
landscapes. That is, perhaps not surprisingly, cost in general seems to increase
with distance from the best minimum, providing an intuitive picture of the land-
scape as a big bowl-like structure with smaller ridges, valleys and other structure
imposed on it. These approaches require collecting a sample of local optimum
points, which is infeasible in the continuous case.

One correlation measure which can be adapted to continuous error surfaces is
the Fitness Distance Correlation (FDC) of Jones [5]. FDC is intended to provide
a measure of the global structure of the surface in question, by examining how
the value of the cost (fitness) function varies with the distance between a given
point and a global optimum. A sample of random points on the surface P is
chosen, and the standard sample correlation coefficient is calculated:
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where D is a set of distances for a sample of points from the global optimum, E
is the corresponding set of fitness function values for the sample and Cov(D, E)
is the covariance of D and E. σX is the standard deviation of X. The value
of r is in the range [−1,+1], with a value of +1 suggesting perfect, positive
linear correlation between the objective function and the distance from the global
optimum, and a value of −1 suggesting perfect negative correlation between these
quantities.

FDC was proposed as an indicator of the difficulty of a search space for a
Genetic Algorithm (GA) to solve [5]. The results support this measure, indicating
that problems with a low FDC coefficient are hard for a GA to solve, whereas
those with a high FDC coefficient value are GA-easy. While it has been shown
that this correlation coefficient is not always successful at predicting the “GA-
difficulty” of a problem [1,9], Jones suggests that FDC scatterplots provide a
useful visualization of this relationship, even when the FDC coefficient does not
summarize the relationship well [5].

4 The Neural Network Training Task

The Multi-layer Perceptron (MLP) [10] is the standard feedforward neural net-
work model used in supervised learning problems. The model consists of a layer
of Ni inputs, connected to one or more layers of “hidden” units, which are
themselves connected to a final layer of No output units. Input signals propa-
gate through the units in the network, via weighted connections, to the outputs.
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The network mapping for a single hidden layer is given by

y = Ψ(x,u,v) (3)

yi = go(
∑

j

uijhj) (4)

hj = gh(
∑

k

vjkxk) (5)

where x is an input vector, u and v are vectors of weights on the input con-
nections to the hidden and output layers respectively, y = (y1, . . . , yNo) is an
output vector, gh is a sigmoidal activation function and go is typically either an
identity function or another sigmoid. The latter is employed if the outputs are
to be constrained to an interval (e.g. (−1, 1)). A linear bias term is also normally
included as an input and is connected directly to the hidden and output layers,
by setting x0 = ±1 ∀ x = (x0 , x1 , . . . , xNi ). This network architecture is known
to be a universal approximator (with a sufficient number of hidden units) by
appropriate choice of connection weight values uij , vjk ∈ IR [10].

MLP networks are typically trained to perform supervised learning tasks
from a set of training data. As mentioned earlier, training is usually formulated
as the minimization of an appropriate error function. The error surface of MLP
networks has an interesting structure, which is dependent on a number of factors,
such as the number of nodes in each layer, and the given training set. Although
precise results concerning the structure of error surfaces are limited, they are
typically considered to consist of a number of wide, flat plateaus, narrow ravines,
symmetries due to the network topology and often a small number of unique
non-global minima [3].

In this set of experiments, an artificial learning task is used, which is some-
times referred to as the student-teacher learning model (see [3]). In this prob-
lem, two networks are created. One network, the teacher, is initialized in some
way, and then represents the “oracle” for the learning task. The training set is
produced by generating random input vectors and passing these inputs to the
teacher network, producing the desired output vectors. The other network, the
student, is then trained using this data.

The main advantage, from an optimization viewpoint, of using this student-
teacher model of learning is that it guarantees the presence of a known globally
minimum point (ie, a parameter vector identical to the teacher weight configura-
tion), where the value of the error function is zero. Symmetries in neural network
error surfaces mean that there are 2NhNh! functionally equivalent weight vectors
to the teacher network, which are also global minima. Knowledge of the global
minimum is required for calculating the FDC, which is normally not available
on neural network training tasks derived from simple test problems like XOR,
or from real world supervised learning datasets [10].

The error surface of an student-teacher MLP training task can be seen as
having many of the properties listed in Section 2. Error surfaces are not easy
to optimize over using simple methods like gradient descent [10] (P1). They
are clearly nonlinear and nonseparable (part of (P2)), and scalable in problem
dimensionality (P3) (furthermore, their properties can be changed by varying
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user-parameters such as the number of training patterns and units in the net-
work (P5)). The time to evaluate the cost function scales linearly with these
user-parameters (P4), and networks can be generated randomly as desired (part
of (P6)). This paper explores the possible features of these error surfaces (P7),
in relation to varying three network parameters (P5), through a series of exper-
iments and FDC-scatterplots1.

In the following experiments, the student-teacher model is used to generate
FDC results for MLP’s. Throughout, mean-squared error is used as the error
function and Euclidean distance is the distance measure. Teacher networks are
generated by choosing their weights from a Normal distribution (with mean zero,
standard deviation 5), in an attempt to generate networks with realistic weights
(i.e. some large weights leading to some units saturating their outputs [3]). The
“student” networks’ weights are chosen from a Normal distribution (with mean
µteacher, standard deviation 1) distribution, and the weight vector is then scaled
to a length chosen uniformly between 0 and 100. 5000 points are used to calculate
the FDC coefficients, while for clarity only 2000 are used for the fitness-distance
scatterplots. The number of input units, number of hidden units and the number
of training patterns are varied in the experiments. All networks have a single
output unit. The hidden and output units use the tanh activation function (i.e
gh and go). Each unique training instance is run 10 times with different random
initializations of teacher networks.

5 FDC Results for Error Surfaces

The FDC coefficient results are shown in Table 1. Each table entry reports the
mean and standard deviation of the 10 different experiments for each training
instance. Firstly, all coefficient values are positive, confirming intuition that mov-
ing away from a global minimum cannot lead to a decrease in error. At worst
(r ≈ 0), there is basically no correlation between the error value and the distance
to the global minimum - the current location of a search or the trajectory up
to some point in the search yields no information regarding the location of the
global minimum. A general trend in this table is from relatively low r values
for small numbers of inputs, hidden units and training patterns, to high values
as these variables are increased. Standard deviations can be reasonably high for
small values of the variables, and remain high even for large training sets when
the network size is small.

From these r values alone, the indication is that for networks with more
inputs and hidden units, distance from the global minimum and the current
error value are related - implying that algorithms that are able to utilize this
property will perform well in this situation. To allow a more detailed insight into
the nature of these error surfaces however, the scatterplots of the experiments
must be examined.

1 The FDC acronym is used in this paper, although error (minimization) rather than
fitness (maximization) is being considered.
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Table 1. Fitness-Distance correlation values for student-teacher experiments.

No. Patterns No. Inputs (y)/No. Hidden (x)

1

1 5 10 100
1 0.185 (0.069) 0.214 (0.074) 0.228 (0.101) 0.269 (0.097)
5 0.245 (0.067) 0.189 (0.104) 0.273 (0.066) 0.248 (0.100)
10 0.207 (0.088) 0.260 (0.064) 0.249 (0.094) 0.198 (0.130)
100 0.322 (0.083) 0.283 (0.049) 0.183 (0.123) 0.113 (0.096)

5

1 0.176 (0.073) 0.285 (0.083) 0.378 (0.049) 0.423 (0.073)
5 0.266 (0.078) 0.401 (0.075) 0.409 (0.400) 0.466 (0.043)
10 0.304 (0.082) 0.466 (0.053) 0.493 (0.051) 0.480 (0.087)
100 0.403 (0.091) 0.476 (0.089) 0.494 (0.137) 0.309 (0.148)

10

1 0.213 (0.069) 0.318 (0.073) 0.314 (0.059) 0.459 (0.059)
5 0.305 (0.058) 0.469 (0.073) 0.494 (0.075) 0.588 (0.107)
10 0.317 (0.076) 0.529 (0.054) 0.573 (0.086) 0.594 (0.067)
100 0.454 (0.128) 0.548 (0.103) 0.612 (0.063) 0.523 (0.089)

100

1 0.194 (0.073) 0.320 (0.120) 0.401 (0.056) 0.529 (0.051)
5 0.378 (0.121) 0.534 (0.072) 0.689 (0.064) 0.827 (0.037)
10 0.383 (0.140) 0.670 (0.085) 0.744 (0.060) 0.880 (0.020)
100 0.418 (0.108) 0.787 (0.117) 0.883 (0.056) 0.864 (0.026)

1000

1 0.180 (0.069) 0.280 (0.104) 0.382 (0.065) 0.488 (0.063)
5 0.335 (0.152) 0.585 (0.059) 0.694 (0.052) 0.845 (0.024)
10 0.377 (0.110) 0.631 (0.122) 0.798 (0.055) 0.926 (0.017)
100 0.506 (0.161) 0.854 (0.050) 0.926 (0.044) 0.970 (0.005)

Figures 1-4 show a representative sample of the kinds of scatterplots which
were observed from the experiments. The general nature of all of the experiments
can be summarized by this sample.

Figure 1(a) shows an FDC scatterplot for a 10-5-1(#1) network (i.e. a 10
input, 5 hidden unit, 1 output MLP) with a single training pattern). Clearly,
two error values dominate the sample, over the range of distances examined -
one which is very close to the global minimum and one which is also the highest
(worst) error value found (E ≈ 2). This result indicates that this error surface
is largely dominated by two plateaus, and the small number of points at in-
termediate error values suggests that the transition between these two levels is
relatively sharp. Note also that the high plateau is not seen until a distance of
roughly ||w|| ' 20 from the global minimum. In this case, the area surrounding
the global minimum is quite flat, which will cause problems for algorithms seek-
ing to converge to the exact global minimum. In practice however, this may be
less of a concern - any point with an error so close to zero would probably be
sufficient to halt training.

In Figure 1(b) the number of training patterns has increased to 5 for a 10-
5-1(#5) network. The observable effect is the appearance of a number of in-
termediate levels between the E ≈ 0 and the E ≈ 2 levels. In addition, the
levels appear incrementally as the distance increases. This observation accounts
for the higher correlation coefficient (r = 0.5235) compared to Figure 1(a). The
levels are equidistant, separated by E ≈ 0.4 in error. This result implies that the
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Fig. 1. (a)FDC scatterplot; 10-5-1(#1) network; r = 0.3846. (b)FDC scatterplot; 10-
5-1(#5) network; r = 0.5235.

number of levels are directly related to the number of training patterns in this
experiment. Lastly, the number of intermediate points between the levels has
increased. The overall impression is that the global minimum is now situated
in a “smaller bowl”, in that walking a shorter distance from the global mini-
mum leads to much worse error values. The number of points at a level close to
the global minimum also drops off with increasing distance, again suggesting a
unique global minimum and surrounding neighbourhood.

Increasing the number of training patterns further leads to an extension of
these trends. Figure 2(a) shows the scatterplot for a 10-5-1(#10) network. A
greater number of levels dominate the plot, though the levels themselves are
becoming less defined as the number of points between them increases and as
they become closer together. The rate at which higher error values appear moving
away from the global minimum has also increased, indicating a reduced region
around the global minimum with small error values (and producing a lower
correlation value r = 0.4330. At a large distance, points with E ≈ 0 are becoming
increasingly rare.
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Fig. 2. (a)FDC scatterplot; 10-5-1(#10) network; r = 0.4330. (b)FDC scatterplot;
1-1-1(#1000) network; r = 0.1501.



164 M. Gallagher

The next scatterplot is a 1-1-1(#1000) net, shown in Figure 2(b). This small
network with large training set produces a plot dominated by two levels similar
to Figure 1(a). In this case however, the number of intermediate points has
increased substantially, and as distance increases the number and magnitude
of points with worse error values increases more rapidly (leading to a low r =
0.1501).
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Fig. 3. (a)FDC scatterplot; 1-100-1(#1000) network; r = 0.5040. (b)FDC scatterplot;
100-1-1(#1000) network; r = 0.3064.

In Figure 3(a) (1-100-1(#1000) net), the levels which have dominated the
above examples are all but gone. A significant number of points exist at one
level at a value slightly above the global minimum, but only for smaller dis-
tances. A wide range of different error values is spread over the majority of the
distance values. Note however that the intuition of a bowl surrounding the global
minimum is supported with the smooth increase in worse error values moving
away from the global minimum. The value of r has increased significantly from
Figure 2(b) to Figure 3(a), due mainly to the disappearance of the high plateau
of points and the diminishing lower plateau for high values of distance from the
global minimum.

A scatterplot produced by a 100-1-1(# 1000) experiment (Figure 3(b)) shows
some similarity to Figure 2(b). Two levels of error dominate the scatterplot, but
the level close to zero error is much more common, and appears even at large
distances from the global minimum. A greater number of points appear between
these levels than in Figure 2(b). Also, the higher error level has dropped to a
smaller value (E ≈ 1.6) than in previous figures.

Several of the experiments with larger networks (with moderate to large
training sets) produced a scatterplot similar to that shown in Figure 4(a) (100-
100-1(# 1000) network). Now the picture is of a unique global minimum, about
which error steadily rises. The error values are concentrated into a tube, reinforc-
ing the idea of a big-valley structure and suggesting an overall smoother surface
where a multitude of different error values can be found within this tube.
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Fig. 4. (a)FDC scatterplot; 100-100-1(#1000) network; r = 0.9706. (b)FDC scatter-
plot; 100-1-1(#1000) network; r = 0.5748.

6 Discussion

These results show that a number of different phenomena can be observed in the
structure of MLP error surfaces. A small number of training patterns induces a
number of distinct levels onto the error surface. For small values of inputs and
hidden units, the number of levels was observed to have an upper bound of (k+1),
where k is the number of training patterns. As the number of training patterns
increases, the effect becomes more like a smoothing of the error surface - as
levels blur together and intersect in various different ways. Restricted numbers
of hidden units and inputs (e.g. Figures 2(b) and 3(b)) seem to be factors in
producing levels in the scatterplots. As all three variables (inputs, hidden units,
number of training patterns) become large, the error surface becomes globally
smoother, with a near-continuous range of error values at various distances from
the global minimum.

The above experiments attempt to describe the fundamentally different fea-
tures of scatterplots observed. Nevertheless, several experiments produced plots
whose behaviour can be described as some kind of combination of such features.
An example is shown in Figure 4(b), for a 100-1-1(# 100) experiment. The
“tube”-like structure seen in Figure 4(a) is evident for lower values of distance
and error, but a two-leveled structure becomes increasingly prominent as dis-
tance increases (cf. Figure 3(b)). Three of the ten 100-1-1(# 100) experiments
produced scatterplots similar to Figure 4(b), while the other seven closely re-
sembled Figure 3(b). A more detailed study would be required to explain the
interaction of these effects with varying numbers of inputs, hidden units and
numbers of training patterns.

Overall, the FDC experiments indicate that the error surface has a complex
structure. Furthermore, the structure of the error surface is sensitive to fac-
tors that are commonly varied when MLP’s are used - the number of inputs,
number of hidden units and the number of training patterns. This observation
suggests that the performance of an optimization algorithm can be expected
to vary widely across different values for these variables, and across different
training tasks. The positive values in Table 1 support the idea of a global big
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valley structure in these MLP error surfaces. However, this picture is an over-
simplification, as can be seen by the variety of structure in the FDC scatterplots
above.

This paper has examined the error surfaces of student-teacher MLP network
as a possible source of useful test functions for evaluating heuristic continuous
optimization algorithms. The problems have most of the properties listed in
Section 2 as desirable for test functions, including the capacity to exhibit a
variety of different structural features (P7) in response to varying a small number
of user parameters (P5). Although the known symmetries of error surfaces are
related to the network topology [3,11], it seems unlikely that this would reduce
their effectiveness as test functions (though further work is required to examine
this possibility).

Heuristic global optimization algorithms typically do not require any knowl-
edge about a problem other the ability to evaluate the objective function. Hence,
it is straightforward to apply several of these algorithms to the student-teacher
MLP training problem and compare their performance empirically, in relation
to FDC scatterplots and the parameters of this problem domain. A large-scale
application of the test problems to several optimization algorithms is an obvious,
fundamental extension of the feasibility study presented in this paper.
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