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Abstract. Statistical principles suggest minimization of the total within-
group distance (TWGD) as a robust criterion for clustering point data
associated with a Geographical Information System [17]. This NP-hard
problem must essentially be solved using heuristic methods, although
admitting a linear programming formulation. Heuristics proposed so far
require quadratic time, which is prohibitively expensive for data mining
applications. This paper introduces data structures for the management
of large bi-dimensional point data sets and for fast clustering via inter-
change heuristics. These structures avoid the need for quadratic time
through approximations to proximity information. Our scheme is illus-
trated with two-dimensional quadtrees, but can be extended to use other
structures suited to three dimensional data or spatial data with time-
stamps. As a result, we obtain a fast and robust clustering method.

1 Introduction

A central problem in mining point data associated with a Geographical Infor-
mation System (GIS) is automatic partition into clusters [9]. Regardless of the
method used, a clustering result can be interpreted as a hypothesis that models
groups in the data. Clustering is a form of induction, and uses some bias, in
order to select the most appropriate model. The optimization criteria that guide
clustering algorithms have their basis in differing induction principles. When
these optimization criteria are derived from statistical principles, it is possible
to establish formal bounds on the quality of the result, as illustrated by the no-
tion of statistical significance. In this paper, we concentrate on one such criterion
studied in the statistical literature, where it was known as the grouping [29] and
the total within-group distance [23], and in the spatial clustering literature as
the full-exchange [24] — here, we refer to this criterion as the total within-group
distance (TWGD). The criterion has several variants widely used in many fields.

Unfortunately, the TWGD criterion is expensive to compute. Attempts in
geographical analysis have involved only very small data sets (for example, Mur-
ray [17] applied it to less than 152 geographical sites). Minimizing the TWGD
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turns out to be an NP-hard problem. Even though it admits a linear program-
ming formulation, the number of constraints is quadratic, making even the use
of linear-program solvers infeasible in practice. This leaves the option of using
heuristic approaches such as hill-climbing iterative search methods to obtain
approximate solutions of acceptable quality. However, traditional hill-climbing
interchange heuristics require quadratic time in the number n of data items,
again far too much time for data mining applications.

In this paper, we show how a variant of the well-known quadtree data struc-
ture can be used to support a hill-climbing interchange heuristic for an approx-
imation of the TWGD optimization problem, in subquadratic time. By com-
puting only an approximation to the traditional TWGD optimization function,
great savings in time can be achieved while still producing robust clusterings.
The TWGD problem is formally introduced in Sect. 2, and a brief overview of
its relationship to other clustering problems is given. After some background on
iterative hill-climber searching in Sect. 3, the quad-tree-based heuristics are pre-
sented in Sect. 4. The paper concludes in Sect. 5 with remarks on experimental
results and a brief discussion of alternative methods.

2 Distance-Based Clustering

We consider partitioning a set of n geo-referenced objects S = {s1, . . . , sn} into
k clusters. Each object si ∈ �D is a vector of D numerical attributes. Clus-
tering methods typically rely on a metric (or distance function) to evaluate the
dissimilarity between data items. In spatial settings, such as those associated
with a GIS, the distance function measures spatial association according to spa-
tial proximity (for example, the distance between the centers of mass of spatial
objects may be used as the distance between objects [9]). While the analyses
of large data sets that arise in such contexts as spatial data mining [19] and
exploratory spatial data analysis (ESDA) [21] mostly use the Euclidean distance
as a starting point, many geographical situations demand alternative metrics.
Typical examples of these are the Manhattan distance, network shortest-path
distance, or obstacle-avoiding Euclidean distance. Our method is generic in that
it places no special restrictions on d. Typical choices for d in spatial settings are
the Euclidean distance Euclid(x,y) =

√
(x− y)T · (x− y),1 the Manhattan

distance
∑D

i=1 |xi − yi|, or a network distance. When time is introduced, the
user may choose a combined measure, for which our methods can also be ap-
plied. For example, one possibility is that if D = 3, with two coordinates for
spatial reference and the third co-ordinate for a time value, the distance metric
could be d(x,y) = α ·√(x1 − y1)2 + (x2 − y2)2 + β · |x3 − y3|, where α and β
are constants determining the relative contributions of differences in space and
in time. Other alternatives involve cyclic measures in time that arise from the
days of the week or the months of the year. In any case, although the distance
d could be costly to evaluate, we assume that this cost is independent of n, al-
though dependent on D. A clustering problem is distance-based if it makes use
1 For vectors x and y, xT · y denotes their inner product.
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of a distance metric in the formulation of its optimization criterion. One such
family of criteria is the total within-group distance:

Definition 1. Let S = {s1, . . . , sn} ⊆ X be a set of n objects and d : X ×X →
�≥0 be a metric. The order-a TWGDa clustering problem for k groups is:

Minimize TWGDa(P ) =
k∑

m=1

∑
i<j ∧ si,sj∈Sm

wi wj d(si, sj)a,

where P = S1| . . . |Sk is a partition of S, a is some constant value (typically
1 or 2) and wi is a weight for the relevance of si, but may have other specific
interpretations. If a is not specified, it will be assumed to be 1 by default.

Intuitively, the TWGD criteria not only minimize the dissimilarity between
items in a group, but also use all interactions between items in a group to assess
group cohesiveness (and thus, use all the available dissimilarity information).
Also, they implicitly maximize the distance between groups (and thereby min-
imize coupling), since the terms d(si, sj) not included in the sum are those for
which the items belong to different groups.

In the special case where d(x,y) = Euclid(x,y), the literature on paramet-
ric statistics has proposed many iterative heuristics for computing approximate
solutions to the TWGD2 problem [7], all of which can be considered variants of
expectation maximization (EM) [6] using means as estimators of location. One
very popular heuristic that alternates between estimating the classification and
estimating the parameters of the model is k-Means. k-Means exhibits linear
behavior and is simple to implement; however, it typically produces poor results,
requiring complex procedures for initialization [14]. Other well-known variations
of EM are the Generalized Lloyd Algorithm (or GLA), and fuzzy-c-clustering.
With the possible exception of k-C-L1-Medians [4,13], all are representative-
based clustering methods that use the Euclidean metric.

These EM variants grant special status to the use of sums of squares of the
Euclidean metric. This preference for a = 2 in the early statistical literature
derives from the mathematical need to use differentiation and gradient descent
for numerical optimization. However, despite its popularity, the case a = 2 has
implications for robustness and resistance [25] that ultimately affect the quality
of the result. That is, using a = 2, rather than (say) a = 1, renders the algorithms
far more sensitive to noise and outliers. Effective clustering methods can be thus
devised by concentrating on the case a = 1 (medians rather than means). Still,
it is not immediately clear that these methods can be as fast as k-Means.

3 Interchange Hill-Climbers

The minimization of TWGD1(P ) is typically solved approximately using inter-
change heuristics based on hill-climbers [16,17,18,28]. Hill-climbers search the
space of all partitions P = S1| . . . |Sk of S by treating the space as if it were a
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graph: every node of the graph can be thought to correspond to a unique parti-
tion of the data. For the TWGD problem, two nodes P and P ′ are adjacent if
and only if their corresponding partitions coincide in all but one data point.

Interchange heuristics start at a randomly-chosen solution P 0 (that is, a
random node in the implicit graph), and explore by moving from the current
solution to one of its neighbors. One general interchange heuristic, originally
proposed in 1968 by Teitz and Bart [28], is a hill-climber that is regarded as the
best known benchmark [16]. We will refer to this heuristic as TaB.
TaB considers the data points in a fixed circular ordering (s1, s2, . . . , sn).

Whenever the turn of data point si comes up, it is considered for changing its
group to any of the k−1 others. The most advantageous interchange Pj of these
alternatives is determined, and if it is an improvement over the current solution
P t, then Pj becomes the new current solution P t+1; otherwise, P t+1 = P t. In
either case, the turn then passes to the next data point in the circular list, si+1
(or s1 if i = n). If a full cycle through the data set yields no improvement, a
local optimum has been reached, and the search halts.

Some care must be taken when evaluating the optimization criterion using
TaB. Given a current partition P t and one of its k − 1 neighbors Pj , a naive
approach would compute TWGD(Pj) and TWGD(P t) explicitly in order to
decide whether TWGD(Pj) < TWGD(P t). A more efficient way computes
the discrete gradient �(P t, Pj) = TWGD(P t) − TWGD(Pj). Since only si

is changing cluster membership, TWGD(P t) and TWGD(Pj) differ only in
Θ(n) terms, and so Θ(n) evaluations of the distance metric are required to
compute �(P t, Pj). Therefore, the number of evaluations of the distance metric
required to test all interchanges suggested by si is in Θ(kn). The generic TaB
heuristic thus requires Ω(n2) time per complete scan though the list. At least
one complete scan is needed for the heuristic to terminate, although empirical
evidence suggests that the total number of scans required is constant.

4 Quad-Trees for Clustering

The clustering heuristic we propose, Quad, differs from the original TaB heuris-
tic in that, it replaces the discrete gradient �(P t, Pj) by a computationally less-
expensive approximation�≈(P t, Pj). The calculation of�≈(P t, Pj) is facilitated
by a hierarchical spatial data structure, whose performance depends on the di-
mensionality of the data. For simplicity, we present our method in the context of
two-dimensional spatial data, using a variant of the PR-quadtree [26]. However,
the method is easily extended to spatial and spatio-temporal data in three and
higher dimensions with an appropriate choice of search structure: in particular,
the strategy can immediately be applied to octrees in three-dimensional settings.
Pseudocode descriptions of bothTaB andQuad appear in an extended technical
report [12]. Also, our algorithm is generic in the value of a, since the computation
of d(si, sj)a can be considered as part of the dissimilarity computation.

The quadtree of a point set encodes a partition that covers the plane. The
coordinates of the point p at the root divide the plane into 4 logical regions by
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means of the vertical and horizontal line through p. Then recursively, these four
regions are further decomposed until each rectangular region contains a subset
of the input of suitable size. The quadtree in Quad preserves the property that
data points are stored at leaves, but internal nodes use data elements as their
split points. It also follows the convention that the upper and right bounding
sides of each quad-region (including the corners) are open, while the remainder
of the boundary is closed. We can easily assume that all data points are distinct,
since we can use the weight wi in Definition 1 to represent the number of copies
of point si. Using O(n log n) comparisons, the original instance of TWGD can
therefore be reduced to one with no duplicate data points. Also, we can ensure
that a particular data element is never used more than once as a split point.
These adjustments to the PR-quadtree allow us to represent all data points of
the two-dimensional plane independently of the precision at which the points are
represented, and to interleave the temporal dimensions in case the metric used is
cyclic. Figure 1 shows a data set and a corresponding PR-quadtree, where splits
were chosen randomly.

Our quadtree shares the characteristics of other variants in that its expected
depth is logarithmic, and thus the routines for insertion, deletion and search re-
quire O(log n) time. We will not elaborate on these data management operations,
as their particular implementations can be easily derived from those of other
representatives of the quadtree family [26]. Moreover, these data-management
operations do not involve distance computations, but only require comparisons
with the D coordinates of split points. We will include the cost of constructing
the data structure as part of the clustering, but emphasize that the time required
does not change with the choice of distance used. Thus, for our purposes, our
routine Compute Quadtree works by repeated insertion of a random shuffle
of the data and requires a total of O(Dn log n) expected comparisons.

For the operation ofQuad, the internal nodes of the quadtree store additional
information pertaining to the current best partition P t = St

1| . . . |St
k. For all

1 ≤ j ≤ k, each internal node ν stores the total weight Tν [j] of points belonging
to cluster j under the subtree rooted at ν. Thus, when all weights are 1, Tν [j]
is the number of points belonging to cluster j under ν. For the root ρ of the
quadtree, we have Tρ[j] = |St

j | and
∑k

j=1 Tρ[j] = n. Also, for all 1 ≤ j ≤ k,
each internal node stores the total vector sum Mν [j] of the data points under
the subtree rooted at ν that belong to cluster j. Note that from M and T we
can compute the center of mass cν [j] =

Mν [j]
Tν [j]

of all points under ν that belong
to cluster j in the current partition P t. The quadtree in Fig. 1 shows the values
of T for the data set shown to its left, in the case where 1 ≤ j ≤ k = 3.

Whenever a point si changes its current cluster assignment, some of the
values of Tν [j] and Mν [j] must be updated. However, all nodes that may need to
be updated lie along the unique path from the root to the leaf corresponding to
si; also, the only values of j for which this need be done are those corresponding
to the clusters between which si migrates. More precisely, if si migrates from
cluster j′ to cluster j, then the changes required are (1) Mν [j]←Mν [j] + wisi,
(2) Mν [j′]←Mν [j′]−wisi, (3) Tν [j]← Tν [j] +wi, and (4) Tν [j′]← Tν [j′]−wi,
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Fig. 1. A partition of the plane according to a two-dimensional data set, and its rep-
resentation as a quadtree (leaves show cluster labels, internal nodes show T )

for all ν in the path from the root to si. Thus, if an interchange occurs, the
change in representation of the current partition P t to the new partition P t+1

is performed in O(log n) time, and does not involve distance computations.
We now turn our attention to�(P t, Pj) = median(i, j′)−median(i, j) where

median(i, j) =
∑

s∈Sj
wid(s, si). We denote this sum as median(i, j) since its

value is an assessment of how well si acts as the median of the cluster Sj . The
value of median(i, j′) is known, having been computed when the most recent
change to the partition occurred. Computing median(i, j) exactly, on the other
hand, would require Θ(|Sj |) time. The quadtree-based optimization function
�≈(P t, Pj) approximates median(i, j) with the value of

appx median(i, j) =
∑

ν∈Ni

Tν [j] · d(cν [j], si), (1)

where Ni is a set of nodes of the quadtree such that every leaf of the quadtree
has exactly one element of Ni as an ancestor. A valid choice of Ni will be called
an overlay for si, by analogy with the overlay of two layers in GIS. For each node
ν ∈ Ni, the center of mass cν [j] serves as an approximation of the location of the
data points of Sj whose corresponding quadtree leaves have ν as an ancestor. By
using the distance from si to the center of mass, and counting the distance once
for each point of Sj approximated (that is, Tν [j] times), the total contribution
to median(i, j) can be estimated.

Although there are many possible ways in which Ni may be chosen, we pro-
pose one which limits the error of approximation while still allowing for an eval-
uation using O(log n) distance computations. Consider the unique path πQ(si)
in the quadtree Q from the root to the leaf corresponding to si. This path has
logarithmic expected length. The boxes in this path will be considered the first
input layer to the overlay. Figure 2 illustrates this. The top left region is the first
layer corresponding directly with our quadtree Q. The figure in the top-middle
corresponds to a virtual set of nodes that constitute a second layer, which we call
the virtual neighborhood. This second layer L is built from the virtual complete
tree V as follows. We initialize Li to hold the leaf νi corresponding to si. Then
for every node ν ∈ πV (si) (this is the path from the root in V ), ordered from
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the leaf up to the root, we add to Li the siblings of ν in the quadtree V , the
nodes representing the neighboring regions of ν at this level, if they exist, and
the siblings of these neighboring nodes — provided that none of their descen-
dants have already been added. A node ν′ is a neighbor of ν if its region shares a
common bounding edge (face boundary in 3D) with that of ν. Ni is the overlay
of Li and πQ(si) and collects nodes that are deeper in Q but close to si.

Indexing techniques allow the neighbors of ν to be determined in constant
time [12]. These techniques are well known, having been used for computing
linear orders (Morton orders) of the nodes. The virtual neighborhood can be
computed in O(log n) time from Morton order indices. Thus computing our
proposed overlay requires time proportional to the length of the path; that is,
O(log n) distance evaluations. Note that all siblings in the tree are neighbors,
but not all neighbors are siblings: in the case D = 2, a node can have up to 3
siblings and 8 neighbors. Figure 2 shows the construction of the overlay for point
(0.58, 0.53) in the example data set of Fig. 1. The top left diagram shows the
logical structure for the quadtree of Fig. 1. There are 12 leaves in the quadtree,
appearing as white squares (the gray squares correspond to empty nodes). The
neighborhood of (0.58, 0.53) across all levels is shown in the diagram in the top
center; the diagrams at the bottom show the neighbors at depth 3, depth 2 and
depth 1 respectively. The nodes appear in black, while neighbors and siblings of
neighbors appear with different patterns.

Since the overlay includes only a constant number of nodes at each level
along the path π(si), the size of the overlay is logarithmic, and therefore the
overall time required to determine the overlay is also in O(log n). Consequently,
�≈(P t, Pj) requires only O(log n) distance computations. In general, for octrees
or their higher-dimensional equivalents, the constant of proportionality in these
complexities rises exponentially with D. Nevertheless, the constants are suffi-
ciently small for the method to be efficient for two- and three-dimensions.

The proposed overlay construction is such that the area (or volume) covered
by a nodes is smaller as the region is closer to si. In particular, when D = 2, it is
not possible to travel in the plane from the (larger) region of an overlay node at
depth δ to the point si without crossing the (smaller) region of an overlay node at
depth δ+2, unless point si is at a leaf with depth less than δ+2 (in which case the
approximation is exact, as its subtree stores only one data point). This property
contributes to the accuracy of the proposed approximation in Equation (1). The
following lemma illustrates the claim for the Euclidean metric, but can easily be
extended to other metrics.

Lemma 1. Let s and si be data items in D-dimensional space such that the
Euclidean distance d(si, s) is approximated by d(si, cν [j]), where ν is the unique
overlay node to which s is assigned. Then the relative error is no more than 2.

Proof. We may assume that si is at the origin of the D-dimensional space. If
ν is a neighbor or sibling in the virtual overlay of the box containing si the
approximation is exact. If ν is further up the overlay Ni), then the line ssi cuts
at least one virtual neighbor or sibling of si. In this case, the worst-case absolute
error occurs when s is at a corner of theD-dimensional box (quad) corresponding
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Fig. 2. The logical structure of the quadtree of Fig. 1, the neighborhood and the
overlay for (0.58, 0.53)

to node ν, and the point cν [j] is at the diametrically opposite corner of the quad
(the error is much less in real data sets since cν [j] is the center of mass of all
points in the subtree rooted at ν). Also, the absolute error ‖d(si, cν [j])−d(si, s)‖
is maximum when the three points si, s and cν [j] are aligned. Let l be the length
of side of the D-dimensional box B where si is. Then, neighbors and siblings
of the parent of B in the overlay are D-dimensional boxes with length 2l per
side. In general, neighbors and siblings of the i-th ancestor are D-dimensional
boxes with length 2il per side. Thus, if ν is a neighbor or sibling of the h-th
ancestor, the maximum absolute error is the Euclidean metric of the vector with

all entries equal to 2hl. Thus, ‖d(si, cν [j])−d(si, s)‖ ≤
√∑D

j=1(2hl)2 = l2h
√
D.

Because s is in the region covered by the D-dimensional box corresponding to
ν, and there is at least one neighbor (or sibling) between si and s of side length
2il, for i = 1, . . . , h − 1 we have d(si, s) is at least the Euclidean norm of the
vector who has all entries equal to

∑h−1
i=1 2il. Since the norm of this vector is

l
√
D(2h − 1) the claim follows

‖d(si, cν [j])− d(si, s)‖
d(si, s)

≤ l2h
√
D

l(2h − 1)
√
D

= 1/(1− 1/2h).

Note that this result is independent of l (which is proportional to the depth of si

and the dimensionsD. This property does not hold for a standard Quadtree since
a box may have an arbitrarily larger box as a neighbor. Naturally, the absolute
approximation error increases with the distance d(si, s); however, the likelihood
of s contributing to either cluster containing si diminishes with distance.
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5 Discussion

Algorithms for TWGD in the case a = 1 has been implemented for spatio-
temporal clustering [11]. In this context, using the Euclidean distance, the clus-
terings generated were more robust than when using TWGD2 or EM. This is not
surprising since k-Means and EM work well on spherical and ellipsoid-shaped
clusters, respectively. Also, experiments show [11] that with a subquadratic al-
gorithm for TWGD, one million data points can be clustered in the same CPU-
time that previous quadratic algorithms required for only 10 to 20 thousand
points. The subquadratic algorithms presented in [11] are based on a different
technique, randomization. While the complexity of those algorithms also does
not depend exponentially upon the dimension D, with respect to the number
of records n, their complexities are only in O(n

√
n). For the case when D is

small (two or three dimensional data with possibly an additional time dimen-
sion), the O(n log n) TWGD algorithms presented here are considerably faster.
Of the algorithms proposed, Quad has been implemented [12]. The experiments

Measurement File size
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Fig. 3. (a) Evaluating the interchange decisions made by Quad; (b) Illustration of
the CPU-time requirements of TaB and Quad

on CPU-time performance illustrate the scalability of our algorithm even though
the metric used was the relatively-inexpensive two-dimensional Euclidean metric
(see Fig. 3b). For more complex and expensive metrics, such as network distances
or obstacle-avoiding shortest paths, the improvements from our methods would
be even more dramatic. Also, the quality of the approximation has been con-
firmed experimentally [12]. For 10 runs, the outcome of interchange decisions
using the approximate gradient computation was contrasted with the decisions
using the exact gradient computation. Figure 3a shows 95% percent confidence
intervals for the results. From Table 3a we see that only a fraction of one percent
of the decisions made by Quad differ from those that would have been made by
TaB.

The techniques for fast approximation of quadratic-time processes presented
here have parallels with similar process approximation in other areas, such as the
simulation of particle motion [1,5], graph drawing [22] and facility location [2].

For particle motion, approximation of proximity information is used for the
computation of the dynamics of the gravitational n-body problem. The goal is
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to avoid the direct computation of all forces between all pairs of particles, as this
number is quadratic. These techniques naturally extend to spring-based graph
layout algorithms [15], in which the nodes of the graph are treated as electrically-
charged particles and edges as springs. Here, the interplay among the repulsive
forces between nodes, and the repulsive and attractive forces along edges, serves
to stretch the graph out while keeping the edge lengths reasonably balanced.

Approximation of proximity has also been explored to some extent in two-
and three-dimensional clustering settings, where hierarchical structures storing
aggregated information have been proposed [27,30,31]. However, these attempts
suffer from imposition of a grid on the data where the number of cells grows
quadratically in two dimensions, and cubically in three dimensions; also, for some
methods, determining an appropriate granularity for the grid can be problematic.

Two of these methods deserve special mention. The BIRCH method saw
the introduction of a hierarchical structure for the economical storage of grid
information, called a clustering feature tree (CF-tree) [31]. The methods of our
paper can be adapted to use the information summarized at the nodes of a CF-
tree for approximation of the discrete median, also using O(n log n) comparisons
in low dimensional settings. Compared to the quadtree-based method, one would
expect that the constants of proportionally for the CF-tree version to be slightly
smaller. However, due to the level of aggregation and sampling, one would also
expect the quality of the results to be poorer than with quadtrees.

The STING method [30] combines aspects of several approaches. In 2D,
STING uses a hierarchical data structure whose root covers the region of anal-
ysis. As with a quadtree, each region has 4 children representing 4 sub-regions.
However, in STING, all leaves are at equal depth in the structure, and all leaves
represent areas of equal size in the data domain. For each node ν, statistical in-
formation is computed — namely, the total number Tν of points that correspond
to the area covered by the node ν, the center cν of mass, the standard deviation
σν , the largest values maxν , and so on. The structure is built by propagating
information at the children to the parents according to arithmetic formulae; for
example, the total number of points under a parent node is obtaining by sum-
ming the total number of points under each of its children. When the STING
structure is used for clustering purposes, information is gathered from the root
down. At each level, distribution information is used to eliminate branches from
consideration. As only those leaves that are reached are relevant, the data points
under these leaves can be agglomerated. It is claimed that once the search struc-
ture is in place, the time taken by STING to produce a clustering will be sublin-
ear. However, as we indicated earlier, determining the appropriate depth of the
structure (or equivalently the granularity of the grid) is a considerable challenge.
STING would achieve the precision of the Quad algorithm only when the grid
is sufficiently fine for every data point to lie in just one data cell — however, in
this case the algorithm would have quadratic complexity.

It should be noted that all the methods mentioned above, including the
approximate Quad method, suffer in that the size of the data structure would
expand rapidly with the dimensionality of the data.
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An alternative strategy to our approach here is the use of spatial data struc-
tures (R∗-trees) to either sample the data set or maintain a Voronoi structure to
speed up interchange heuristics [9]. This has been applied with particular atten-
tion to I/O operations required since this is the dominant term when clustering
is at the interface of spatio-temporal data mining and spatial database system.
However, this is restricted to the Euclidean distance and to medoids [9]. Medoid
methods are comparable to the case a = 1 of the TWGD since they are analo-
gous to the minimization of an L1-loss function, and since O(n log n) algorithms
have been achieved though approximation for D = 2 [10].

The strategy of facility location by aggregation has generated much debate
concerning the amount of introduced error (see [3,8] and their references). The
common recommendation is to minimize its use; however, this is driven by an
interest in optimizing the associated cost rather than the quality of the clustering.
While facility location is generally concerned with larger problems, these are
usually smaller than those arising in most data mining applications. Approximate
solutions using aggregation provide a basis for new aggregation schemes that can
again be solved approximately. Iterative refinements of such schemes can result
in reduction of the error [3]. Also, algorithms suited to large problems can reduce
the proportion of aggregation required to obtain more accurate solutions. In this
way, our approximation methods can contribute directly to improvements in
existing facility location strategies.

Finally, there is the perception that partitioning algorithms require a priori
knowledge of the number k of clusters. But, a fast algorithm that can robustly
cluster for a given k is an effective tool for determining the appropriate number
of clusters. An algorithm that quickly evaluates L(k) [19,20] can be used as the
basis of an algorithm with optimization criterion L that uses hill-climbing on k
to determine k. Methods such as AutoClass and Snob use hill-climbing with an
initial random k0 to effectively determine an appropriate choice of k.
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