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Abstract. Resource Management Systems (RMS) can be used to im-
prove the utilization of a cluster of workstations or processors. In a sys-
tem which has a mixture of interactive and batch work and a mixture of
serial and parallel jobs there is no single measure which determines the
effective utilization of the cluster. We propose a mathematically well-
defined procedure for determining an ensemble of states “sufficiently
close” to the measured workload of the cluster. We call these states
quasi-workloads and suggest how they can provide a basis for simula-
tions which predict the changes in cluster performance for differing RMS
policies and schedules.

1 Motivation of this Work

In previous work we have investigated the ability of Resource Management Sys-
tems (e.g. LSF, PBS) to improve the performance of Clusters of Workstations
(CoW) [1]. Our previous work suffered from the disadvantage that we used a
workload based on clones of a small number of template jobs running the same
program on different numbers of processors. This does not represent the loading
provided by multiple users submitting a range of jobs, using both batch and
interactive job submission. We therefore wish to test the method by using data
from a real cluster. Hoewver we also wish to get some estimates of variation in
the effects of the RMS policy under similar but not identical loads. We therefore
describe here a method of creating what we call “quasi-workloads”. These are
derived from the real workload but in such a way as to be “close”, in a manner
which we describe precisely in this article, but not identical. Thus if we cre-
ate M quasi-workloads we run our simulation over the whole set and come up
with mean and standard deviation representing the effect of the RMS policy be-
ing tested on a cluster with a “typical” loading which includes variation around
the real loading.

The novelty of our method is that we can dispense with the need to make
assumptions about the underlying statistical distribution of the observed data.
Thus we do not need to impose some assumed static distribution, e.g. Gaus-
sian profile, on data whose distribution may change over time. This enables the
method to handle cyclic and secular trends in the pattern of cluster usage over
an extended time period, and real cluster loads often do exhibit such trends,
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e.g. weekends, seasonal holidays. This method is based on a statistical method
that produces a probability density function, this is also called likelihood in the
conventions of the particular statistical literature.

The structure of the paper is as follows: in Section 2 we descibe the mathe-
matical basis of our method, in Section 3 we apply it to real data, in Section 4 we
contrast this method with other possible statistical approaches and in Section 5
we suggest how this work could be applied.

2 Extracting Workload Characteristics

We gathered information from two SGI Origin2000 machines with differing types
of workloads. Although these machines can be regarded as MPP machines, they
can also be considered as a cluster of nodes with a single memory address space
and thus can be considered as a tightly coupled cluster with additional hardware
and software features to provide virtual shared memory and a very rich network
interconnect. The two Origins are called Kilburn and Fermat. Kilburn is a 40
processor Silicon Graphics Origin 2000, with a peak performance of 16 Gflops,
10 Gbytes of main memory and about 250 Gbytes of disk storage. Fermat is
a SGI Origin2000 with 16 processors, 8Gb memory and another 2Tb of disk
space. There is no CPU restriction on interactive jobs. Both machines run the
NQE (Network Queueing Environment) batch queuing system. The batch and
interactive jobs run on Kilburn and Fermat were using either 1, 2, 4, or 8 CPUs.

We now show how we produce quasi-workloads from a real observed workload.
The workload can apply to a number of measures, e.g number of jobs launched
in a given time span, memory usage as a function of time. The shared memory
architecture of the 0rigin2000 permits certain quantities to be described by a
single measure, in a distributed memory cluster they would be per processor.

One of the methods for univariate probability density estimation is the his-
togram, which is the oldest, simplest, and most widely used. However, the his-
togram’s mathematical drawback translates itself into inefficient use of the data
if histograms are used as density estimates in procedures like cluster analysis and
nonparametric discriminant analysis. The discontinuity of histograms causes ex-
treme difficulty if derivatives of the estimates are required.Another point is that
the choice of the origin can have a considerable effect on the histogram profile
effect and also we require a choice of the amount of smoothing and treatment
of the tails of the sample. The alternative and more fundamental way of con-
structing an estimate of the density function (likelihood) from the observed
data (in our case, the real workload), assumed to be a sample from an unknown
probability function, is called em density estimation. M. Rosenblatt [3] and E.
Parzen [4] introduced the kernel density estimator and B. Silverman [5] gives a
good introduction to kernel estimators and bandwidth selection.

Given the � observed data ξ1· · ·ξ� drawn from the unknown probability den-
sity Ψ , the standard kernel estimator is the single bandwidth estimator:

Ψ(x) =
1
β�

�∑
i=1

K
(
x− ξi
β

)
(1)
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where K is a kernel function integrating to one and β is the window width,
also called the smoothing parameter or bandwidth. In the method we are free to
choose the kernel function, and through this the “experience” of previous analysis
of such data can be used to optimise the mapping of discrete data observations
to a continuous probability density (likelihood).

Just as the histogram uses a bin width to define the bins of the histogram
and to control the amount of smoothing inherent in the procedure, the kernel
estimator uses a window width to determine the width of the observation area.
The kernel function determines the shape of the local peaks while the window
width determines the width of the individual peaks. The kernel estimate is con-
structed by adding the peaks up. There has been much reseach on selecting the
optimal bandwidth β under different assumptions on Ψ or different optimality
criteria. D. Marchette [6] et al proposed the filtered kernel density estimation
which uses a small number of bandwidths and the gaussian function as the den-
sity function and is superior in performance to the standard kernel estimator,
provided appropriate filter functions and bandwidths can be chosen.

We apply the above method to produce likelihoods (probability density func-
tions) for the following characteristics of the measured workload for a given time
interval: Ψm the required memory of a job and Ψnjob the number of jobs started
a day. We define νm, νnjob as the maximum values of the likelihoods Ψ defined
above. We also define ηm and ηnjob as the maximum values (from the raw data
directly) of the required memories and the number of jobs started per day. These
two measures are just examples of the range of methods we could apply to any
scalar measure of machine or cluster performance. Our likelihood estimation
method is the same for any scalar measure with an obvious generalisation to
vector measures (e.g. CPU utilization over multiple processors).

Figure 1 shows the likelihood obtained from this data for memory required
per job on Kilburn.

3 An Ensemble of Quasi-workloads

Here, we explain the procedure for producing an ensemble of quasi-workloads.
We choose, for illustration, a single characteristic, number of jobs per day, the
method is the same for all other scalar measures. The function Ψnjob(njob) gives
a likelihood of a particular number of jobs being started in a day. This looks like
a smoothed histogram, but it is determined by a minimization procedure that
makes it stable to changes in the origin chosen for the bins. Figure 2 shows the
comparison between the likelihood function and histograms of varying bin width
and bin origin. The sensitivity of the shape of the histogram curve to variations
in the choice of bins can be clearly seen, thus it is not stable for producing
quasi-workloads.

We then use a Monte Carlo procedure to determine different values of quasi-
values N for the number of jobs started per day in our ensemble. We determine
each N subject to a bounding norm as follows,

0 ≤ νnjob × γb ≤ Ψnjob(njob = ηnjob × γa) (2)
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Fig. 1. Normalized likelihood of memory used per: (a) interactive job on Kilburn,
(b) batch job on Kilburn. X-axis is the logarithm base 10 of memory size in page
where 1 page is 16384 bit. Y-axis is the density estimate of the required memory
per job. A solid line, a dotted line, a broken line with one dot, and a broken
line with two dots show the likelihood of memory of 1, 2, 4, and 8 CPU jobs,
respectively
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Fig. 2. Left: relative frequency of the number of days for a certain number of
1 CPU batch jobs started a day on Kilburn. The bin width of the histogram
is 1 day. The solid line is the result of the density estimation. Right: the same
data showing the sensitivity to the histogram bin width and choice of origin,
comparing 2 and 5 day bins

N = Int(ηnjob × γa) (3)

where γa, γb are random numbers in the range [0, 1] When the bounding condi-
tion 2 is not satisfied, we reject N and reiterate with different random numbers
until it is satisfied. We iterate this whole procedure as many times as we require
quasi-workloads in our ensemble, and for all the characteristic quantities defining
our quasi-workload.
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To test the effectiveness of using likelihood as the basis for the quasi-workload
ensemble, we compared it with another ensemble based the mean and standard
deviation of the data. We then build a truncated (> 0) normal distribution with
the same number of members as the likelihood-derived ensemble and discretize
it with a simple rounding scheme.

4 Verification of the Quasi-data

We now compare the quasi-workloads obtained from the likelihood function and
the normal distribtion ensembles by comparing the spread of their mean values
with that of the real data. Note that the figures for both quasi-workloads are
also derived from averaging over an ensemble of 10 quasi-workloads. Thus they
have two levels of averaging, the real data has only the time average.

We obtain error rates for any measure ψ by |(ψr − ψq)|/ψr where the sub-
scripts stand for the real and quasi data respectively. Our chief result is that
the average error rates of Gaussian model on Fermat and Kilburn are 85% and
40%, respectively, whilst those of density estimate model on Kilburn and Fer-
mat are 23% and 27%, respectively. This is reinforced by comparing the means
from the different categories of jobs shown in Figure 3. The probability density
(likelihood) quasi-workloads give values which are consistently closer to the real
mean over all queues (these are for Fermat but the Kilburn results show a similar
trend). This is because the variation of the real data is greater than one would
expect from a normal distribution.

5 Future Work

We wish to provide an ensemble that can be used by simulations to estimate
the performance of a system in satisfying a particular job request and giving
estimates of possible turnaround time. This work was funded by the EU-funded
EuroGrid project [7], one of whose aims is to develop a reliable resource broker
for a European wide network of HPC Centres. Although our method of like-
lihood estimation takes an order of magnitude more CPU time than using an
assumption such as normal distribution, it only has to be performed once a day
(say) and can be used by multiple simulations to estimate the mean performance
of incoming jobs, and equally importantly the likely variance around this mean.
Thus a resource broker submitting from a Grid network could obtain informa-
tion as to the performance and the “risk” associated with placing a particular
request on the system at that time. Our method is thus fundamentally to use
recent system history as the basis for such estimates but via a more elegant and
statistically well-founded method than just using the raw data.
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Fig. 3. Mean of the number of started jobs per day on Fermat. X-axis is the
number of CPUs per interactive or batch job and Y-axis is the mean of the
number of jobs started on Fermat. 4/int and 8/bat in X-axis mean the interactive
job which requires 4 cpus and the batch job which requires 8 cpus, respectively.
A solid line, a broken line with 1 dot, and a broken line with 2 dots, mean
real job, quasi jobs from the Gaussian derivative model, and quasi job from the
density estimate model, respectively
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