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Abstract. The BSP model can be extended with a zero cost
synchronization mechanism, which can be used when the number of
messages due to receives is known. This mechanism, usually known as
"oblivious synchronization" implies that different processors can be in
different supersteps at the same time. An unwanted consequence of this
software improvement is a loss of accuracy in prediction. This paper
proposes an extension of the BSP complexity model to deal with
oblivious barriers and shows its accuracy.

1 Introduction

The asynchronous nature of some parallel paradigms like farms and pipelines
hampers the efficient implementation in the scope of a flat-data-parallel global-barrier
Bulk Synchronous Programming (BSP [7]) software like the BSPLib [6]. To
overcome these limitations, the Paderborn University BSP library (PUB [5]) offers
the use of collective operations, processor-partition operations and oblivious
synchronization. In addition to the BSP most common features, PUB provides the
capacity to partition the current BSP machine into several subsets, each of which acts
as an autonomous BSP computer with their own processor numbering and
synchronization points. One of the most novel features of PUB is the oblivious
synchronization. It is implemented through the bsp_oblsync(bsp,n) function, which
does not return until n messages have been received. Although its use mitigates the
synchronization overhead, it implies that different processors can be in different
supersteps at the same time. The BSP semantic is preserved in PUB by numbering the
supersteps and by ensuring that the receiver thread buffers messages that arrive out of
order until the correct superstep is reached. Some authors claim that an unwanted
consequence of these software improvements imply a possible loss of accuracy [3,
page 18].

Some runtime systems oriented to the flat BSP model try to bring actual machines
closer to the BSP ideal machine by packing individual messages generated during a
superstep and optimizing communication time by rearranging the order in which
messages are sent at the end of the superstep [6]. This policy reduces the influence of
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the communication pattern, since it gives place to an AllToAll communication pattern
at the end of each superstep. The actual overlapping of supersteps produced by PUB
machine partitioning and oblivious synchronization makes unfeasible the former
implementation approach and may lead to congestion (hot spots) and therefore to a
wider variability in the observed bandwidth.

In the next section we propose an extension of the BSP model for PUB parallel
programs: the Oblivious BSP model. The accuracy of predictions is studied in three
representative examples presented in the following two sections. The first case is the
Parallel Binary Search example used by the authors of PUB in the introduction of
their library. The second example is a pipeline algorithm involving a large number of
small messages and oblivious synchronization. While the predicted time by the
Oblivious BSP model for computation intensive algorithm fits the actual measured
time with a negligible error, less than 3%, the results obtained for the two other
intensive communication examples is much larger, reaching 30%.

2 The Oblivious BSP Model

As in ordinary BSP, the execution of a PUB program on a BSP machine X={0,...,P-1}
consists of supersteps. However, as a consequence of the oblivious synchronization,
processors may be in different supersteps at a given time. Still it is true that:

• Supersteps can be numbered starting at 1.
• The total number of supersteps R, performed by all the P processors is the same.
• Although messages sent by a processor in superstep s may arrive to another

processor executing an earlier superstep r<s, communications are made effective
only when the receiver processor reaches the end of superstep s.

Lets assume in first instance that no processor partitioning is performed in the
analyzed task T. If the superstep s ends in an oblivious synchronization, we define the
set Ωs,i for a given processor i and superstep s as the set

Ωs,i = {j∈X / Processor j sends a message to processor i in superstep s} ∪ { i} (1)

while Ωs,i = X when the superstep ends in a global barrier synchronization. In fact, this
last expression can be considered a particular case of formula (1) if it is accepted that
barrier synchronization carries an AllToAll communication pattern. Processors in the
set Ωs,i are called "the incoming partners of processor i in step s". Usually it is
accepted that all the processors start the computation at the same time. As it will be
explained later, the presence of partition functions forces us to consider the most
general case in which each processor i joins the computation at a different initial time
ξi. Denoting by ξ = (ξ0 , ..., ξp-1) the vector for all processors, the Oblivious BSP time
Φs,i(T, X, ξ) taken by processor i∈X executing task T to finish its superstep s is
recursively defined by the formulas:

Φ1,i(T, X, ξ) = max {w1,j + ξj  / j∈Ω1,i }+(g*h1,i + Lb), i = 0,..., P-1,

Φs,i(T, X, ξ) = max {Φs-1,j(T, X, ξ) + ws,j  / j∈Ωs,i}+ (g*hs,i + Lb),  s = 2,..,R,

(2)
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i = 0,..., P-1

where ws,j denotes the time spent in computing by processor j in step s, R is the total
number of supersteps and hs,i is defined as the number of bytes communicated by
processor i in step s, that is:

hs,i = max {ins,j @ outs,j / j∈Ωs,i },  s = 1,...,R, i = 0,...,P-1 (3)

and ins,j and outs,j respectively denote the number of incoming/outgoing bytes to/from
processor j in the superstep s. The @ operation is defined as max or sum depending on
the input/output capabilities of the network interface. Rather than exhibiting a linear
behavior, the actual communication time T(h) takes the form of a piecewise linear
function [1, 2] . We define the OBSP Packet Size as the message size hPS in which the
curve T(h) has its first inflection point. This size depends on the target architecture.
Only for packet sizes larger than the OBSP packet size, such a curve can be
approached by a linear function with gap g. The value Lb is the oblivious latency,
which is different from the barrier synchronization latency value L used in global
synchronization supersteps. Lb is adjusted to optimize the linear fit approach to T(h)
for h-relation values larger than the OBSP packet size. Special gap g0 and latency Lb0

values have to be used for messages sizes smaller than the OBSP packet size. Thus,
the communication capabilities of an OBSP machine are characterized by the five
parameters (g, L, Lb, g0, Lb0), which, as in the BSP model, depend on the number of
processors.

At any time, processors are organized in a hierarchy of processor sets. A processor
set in PUB is represented by a structure called a BSP object. Let Q⊆X be a set of
processors (i.e. a BSP object) executing task T. When processors in Q execute
function bsp_partition(t_bsp *Q, t_bsp *S, int r, int *Y), the set Q is divided in r
disjoint subsets Si such that,

Q = ∪0 ≤ i≤ r-1 Si ,

S0 = {0,..., Y[0]-1},

Si = {Y[i-1],..., Y[i]-1}, 1 ≤  i ≤ r-1

(4)

After the partition step, each subgroup Si acts as an autonomous BSP computer with
its own processor numbering, messages queue and synchronization mechanism. The
time that processor j∈Si takes to finish its work in task Ti executed by the BSP object
Si is given by

ΦRi, j(Ti, Si, Φs-1,j+w*s,j) such that j∈ Si , i = 0,...,r-1, (5)

where Ri is the number of supersteps performed in task Ti and w*s,j is the computing
time executed by processor j before its call to the bsp_partition function in the s-th
superstep of original set Q. Observe that subgroups are created in a stack-like order,
so function bsp_partition and bsp_done incur no communication. This implies that
different processors in a given subset can arrive at the partition process (and leave it)
at different time. From the point of view of the parent machine, the code executed
between the call to bsp_partition and bsp_done behaves as computation (i.e. like a
call to a subroutine).

Another essential difference of the Oblivious Model proposed here with respect to
the BSP model, is the way the computing time W is carried out. Our proposal is to
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associate a computational constant with each basic block (maximal segment of code
without jumps).

Table 1. OBSP values of Lb0 , g and Lb for the CRAY T3E

Lb0 g Lb
2E-04 sec 0.558E-09 sec/byte 3.62E-04 sec

3 Predicting Groups: The Parallel Binary Search (PBS)

The PBS problem [5] consists in locating SIZE  = m*P queries (where  P is the
number  of processors) in a  butterfly data structure of N = n*P keys. The root of the
tree is replicated P times, and each other level is replicated half as many times as the
level above. Fig. 1 shows the PUB implementation of the parallel binary search. The
code in lines 7-12 routes each query to its correct sub-tree. Variable temp stores the
queries that have to be routed to the other half of the butterfly. The counter new_m
carries the number of queries that  will remain in the local processor. In line 14 the
unbuffered function bsp_sendmsg() is used to send a message (pointed by temp),
which was created by bsp_createmsg()  (line 3). In lines 23-29, the search is either
finished locally, or the function bin_search() is called recursively on different subsets
of processors. The call to bsp_partition() in line 26 divides the processors in two
groups of equal size. Since the number of messages to receive is known in advance,
the code makes use of the oblivious synchronization function bsp_oblsync(bsp, n),
which does not return until n messages have been received (line 16).

Let be m = SIZE/P the number of queries that each processor has to locate. The
algorithm will create a new BSP-machine in each new level of the tree. Hence, the
computation in each recursion level takes two supersteps; the first one involves the
routing process and the second the recursive partition process.

After the first superstep a new BSP-machine is created. For these new BSP-
machine, the computing time executed by a processor j before its call to the
bsp_partition function is:

w*s,j = (C0 * m/2 +C1) + B

The m/2 factor is due to the assumption that queries are uniformly distributed.
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Therefore, the initial distributions of times (ξi,d ) when processor i starts the bin_search
function at depth level d is given by:

0                                     for  d=0
ξi,d  =

φ1,i(PBS, S d-1 , ξξξξ i, d-1) + (C0 * m/2 +C1) + B        for  d=1,...,log2(P)-1

Where φ1,i(PBS, S d-1 , ξξξξ i, d-1) is the time when processor i finishes the first superstep (that
is, reaches line 16 in Fig. 1). Constants C0 and C1 are associated with lines 19 to 21 and
constant B corresponds to the partition process (lines 25-26).

Let us compute φ1,i(PBS, S d-1 , ξξξξ i, d-1). As the queries are equally distributed, the
value m can be considered constant. The time spent by processor i in lines 3-12 is  w1,i

=( A0 * m + A1). The h-relations in all supersteps are the same:

                                                 h1,i = (m* sizeof(int))/2

The incoming partners of processor i in superstep 1 are:

Ω1,i ={ i, i  xor 2 log(|S d |) -1

 

 )}    for all (PBS, S d , ξξξξ i,Sd)  and d =0, 1,...,log(P)-1

The Oblivious Time taken by processors in the first superstep is calculated by formula:

φ1,i (PBS, S d ,ξ i,d) =(( A0 * m + A1)+ξi ,d )+ g m/2 * sizeof(int)+ Lb for  d =0,...,log(P)-1

1. void bin_search(pbsp bsp, int d, int m){
2. 
3. msg = bsp_createmsg(bsp,m*OVERSAMPLE * sizeof(int));
4. temp = bspmsg_data(msg);
5. pid=bsp_pid(bsp); nprocs=bsp_nprocs(bsp);
6. 
7. for (i=new_m=other=0; i < m; i++)
8. if (query[i]<=bkey[d] && pid>=nprocs/2 ||
9. query[i]> bkey[d] && pid<nprocs/2)
10. temp[other++] = query[i];
11. else
12. query[new_m++] = query[i];
13. 
14. bsp_sendmsg(bsp,(pid+ nprocs/2) %
15. nprocs,msg,other*sizeof(int));
16. bsp_oblsync(bsp,1);
17. msg = bsp_getmsg(bsp, 0);
18. 
19. memcpy(&query[new_m], bspmsg_data(msg),
20. bspmsg_size(msg));
21. new_m += bspmsg_size(msg)/sizeof(int);
22. 
23. if (d==0) local_search(new_m);
24. else {
25. part[0]= nprocs/2; part[1]= nprocs;
26. bsp_partition(bsp, &subbsp, 2, part);
27. bin_search(subbsp, d-1, new_m);
28. bsp_done(&subbsp);
29. }
30. }

Fig. 1. Parallel Binary Search with partition operations
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The time when processor i finishes step 2 at depth d is given by:

The time φ2,i(PBS, Sd+1 , ξ i, d+1) stands for the instant when the recursive call at line 27
(recursion level d+1) finishes. The constant D corresponds to the bsp_done() call at
line 28. The (PBS, Slog(P)-1, ξ i,log(P)-1)-machines are the last BSP-machines created, and
their second superstep includes the calling to the sequential binary search (SeqT). Since
our study concentrates in the prediction accuracy of the communication stages, in the
experiments, we have substituted the sequential binary search by an empty body.

The oblivious BSP time φ2,0(PBS, S0 , ξ i,0) of the PBS algorithms in a BSP-machine
with P processors at the outmost level can be obtained by successive substitutions:

Φ2,i (PBS,P,0)= log(P)*[A0*m+A1+ g*m/2*sizeof(int)+Lb+(C0*m/2+C1)]
+(log(P)-1)* [B+D]+SeqT

Table 2 presents the prediction accuracy of the OBSP model. The percentage of
error entries in the last row have been computed as

%Error=(Real-Predicted OBSP)*100/Real

Table 2.  2 097 152 Items. Real and OBSP predicted times
for the PBS algorithm in the CRAY T3E. Time is in seconds.

0.1776 0.1600 0.1202 0.0838
0.1145 0.1152 0.0883 0.061
35% 28% 26% 27%

We also considered a computationally intensive experiment: the Fast Fourier
Transform. The errors observed for this application are under 1%.

4 Pipelines in PUB

This section illustrates the OBSP model through a fine-grain intensive-
communication application. A virtual pipeline is cyclically mapped onto a set of
processors. The Resource Allocation Problem (RAP) asks to map limited resources to
a set of tasks by way of maximizing their effectiveness [4]. Assume that we have M
units of an indivisible resource and N tasks. For each task j, function fj(x) gives the
income obtained when a quantity x of resource is allocated to the task j. The problem
can be formally expressed as:

Max j=1,..,N fj(xj),     s.t.   j=1,..,N xj=M,  xj∈N

where N denotes the set of non negative integer numbers. Let us denote by Q[k][m]
the optimal income for the resource allocation sub-problem constituted by the first k

φ2,i(PBS, Sd+1, ξ i,d+1)+D           for d = 0...log(P)-2

φ2,i(PBS, Sd , ξd) =
                                  φ1,i(PBS, Sd, ξ i,d)+(C0*m/2+C1)+ SeqT+g* h2,i+Lb

                                                                                                          for d =log(P)-1
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tasks and m units of resource. Applying the Dynamic Programming Principle to this
problem leads to the following state equation:

Q[1][m] = f1(m), 0 ≤ m≤  M,
Q[k][m] = max{Q[k-1][m-x] + fk(x) / 0 ≤ x≤ m}, 1<k≤ N

This formula leads to a very simple sequential algorithm solving the problem in
time O(N ·M2). Observe that dependencies with respect to the activities of the values
Q[k][m] occur only among adjacent values of k. Based in this idea, we have designed
a pipeline algorithm with N virtual stages which are cyclically mapped over the P
physical processors (Fig. 2). Due to this virtualization process, computation is
performed in Num_bands bands (line 1). During the execution of the band b, the
physical processor Name simulates the virtual processor NAME (line 7). This
simulation consists of computing the optimal values Q[NAME][m] for all the resource
values m between 0 and M. This is done by the call to function rap_spaa() (line 11),
whose code is presented in Fig. 3. Physical processor 0 deals with the management of
a buffer needed to store the incoming messages from processor P-1. Fig. 4
corresponds to the function rap_spaa0() that is called by processor 0 at line 9, and
previously has initialized this buffer to 0’s in the calloc() (line 3).

To make a detailed OBSP analysis of this pipeline algorithm, we only study the
steps in the first band corresponding to Figs. 3 and 4. The behavior is similar in the
rest of the bands, except in the last one where some processors only have to
synchronize performing dummy steps (line 13).

In the first superstep, each processor initializes its vector Q (line 3). Condition in
line 6 imposes that the processor Name has to wait Name supersteps before receiving
its first message.

Only processor 0 complies with this condition in the first step, so it takes one value
from the buffer (line 11), updates its vector Q (line 12) and sends a message (one
integer) to processor 1 (line 13). In this superstep, it holds that:

Ω1,1 = {0,1}; Ω1,i = {i}, i≠ 1,
h1,0  = h1,1 = sizeof(int); h1,i  = 0 , 1 < i < P

1. Num_Bands = (N%P) ? N/P+1 : N/P;
2. if(Name == 0) {
3. buffer = (int*)calloc(M+1, sizeof(int));
4. front = 0; end = M;
5. }
6. for(b = 0; b<Num_Bands; b++) {
7. NAME=b*P+Name;
8. if(Name==0)
9. Sol=rap_spaa0(&bsp, M, NAME, P, NAME==N-1, b==Num_Bands-1);
10. else if(NAME<N)
11. Sol=rap_spaa(&bsp, M, NAME, P, NAME==N-1);
12. else
13. dummy_stage(&bsp, M, P);
14. }

Fig. 2. Mapping cyclically a virtual pipeline with N stages
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Under the assumption that the OBSP packet size is much larger than an integer
size, the appropriate values of g and L to use in formula (2) are g0 and Lb0:

Φ1,0 = A0*(M+1) + A1 + B0*(M+1)+ B1 + g0* h1,0 + Lb0 ,
Φ1,1 = max{w1,0 , w1,1} + g0* h1,1 + Lb0

 = A0*(M+1) + A1 + B0*(M+1) + B1 + g0* h1,1 + Lb0 ,
Φ1,i = A0*(M+1) + A1, 1 < i < P

where A0 and A1 are the constants associated with the execution OF calloc(), and the
constants B0 and B1 correspond to update the values Q[NAME-1][m]. Since all
processor start computation at the same initial time, ξi = 0 for all processors.

In each subsequent superstep, one processor complies with condition in line 6 and
receives its first message. This processor dominates the computing cost because it has
to perform the largest updating process. During the next P-1 supersteps it holds that:

Ωs,i = { i-1, i}, hs,i  = sizeof(int), 0 < i ≤ s < P,
Ωs,i = {i},  h1,i  = 0 , s < i < P

and the OBSP time is given by:

Φs,i = max{Φs-1,i-1+ B0*(M+1-s+i)+ B1, Φs-1,i + B0*(M+2-s+i) + B1 } + g0*hs,i+ Lb0 , 0 <
i ≤ s < P,

Φs,i = A0*(M+1) + A1, s < i < P

After the P-th superstep, each processor receives one message per superstep. As
processor P-1 is the last to finish its computation and taking into account that it has
the largest computing time, the cost for the subsequent supersteps is:

Ωs,i = { i-1, i},  hs,i = sizeof(int), 0 ≤  i < P ≤ s,
Φs,i = max{Φs-1,i-1+ B0*(M+1-s+i) + B1, Φs-1,i + B0*(M+2-s+i) +  B1 } + g0*hs,i+ Lb0 , 0 ≤

i < P ≤ s

1. int rap_spaa(t_bsp *bsp, int M, int NAME, int P, int bLast) {
2. int *Q, q, m, d, Step, Status;
3. Q=(int*)calloc(M+1, sizeof(int));
4. if(Q==NULL) bsp_abort(bsp, "Memory Error\n");
5. for(Step=0, m=0; Step<=M+P; Step++) {
6. if((bsp_pid(bsp)<=Step) && (m<=M)) {
7. q = *((int*)bspmsg_data(bsp_getmsg(bsp, 0)));
8. for(d=m; d<=M; d++) Q[d]=max(Q[d], q+f(NAME, d-m));
9. if(!bLast) bsp_send(bsp, NEXT, &Q[m], sizeof(int));
10. m++;
11. }
12. Status = (Step >= bsp_pid(bsp)-1) && (Step < bsp_pid(bsp)+M);
13. bsp_oblsync(bsp, Status);
14. }
15. q=Q[M];
16. free(Q);
17. return q;
18. }

Fig. 3. Pipeline algorithm for the RAP. Code for virtual processor NAME
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where all the arithmetic operations are modulo P. The number of supersteps in a band
is (M+P+1), so the algorithm performs R = (M+P+1)* N/P supersteps. By
successive substitutions we arrive to:

ΦR, P-1 = N/P  * {(A0*(M+1)+A1 + P*{B0*(M+1)+B1 + Lb0 + g0*h } + M*{(B1+Lb0 +
g0*h) + B0*(M+1)/2} + C + Lb0 + g0*h }

where constant C is related with the computation in lines 15-17 in Fig. 3 (respectively
lines 19-21 in Fig. 4), and h = sizeof(int).

Table 3 presents the values for the computational constants measured on the
CRAY T3E. Actual and predicted time are shown in Table 4.

Table 3.  Computational and communication constants (CRAY T3E). Time is in seconds

Table 4.  Real and OBSP predicted times for the RAP algorithm. Time is in seconds

181.81 91.13 45.72 23.30
142.82 71.58 35.96 18.30
27.30% 27.31% 27.13% 27.33%

5 Conclusions

This paper presents an extension of the BSP model to deal with oblivious
synchronization and machine partitions. It also introduces a different approach to the

1. int rap_spaa0(t_bsp *bsp,int M,int Name,int P,int bLast,int
pLast) {

2. int *Q, q, m, d, Step, Status;
3. Q=(int*)calloc(M+1, sizeof(int));
4. if(Q==NULL) bsp_abort(bsp, "Memory Error\n");
5. for(Step=0, m=0; Step<=M+P; Step++) {
6. if((!pLast) && (Step >= P)){
7. q = *((int*)bspmsg_data(bsp_getmsg(bsp, 0)));
8. end=(++end)%(M+1); buffer[end]=q;
9. }
10. if(m<=M) {
11. q=buffer[front]; front=(++front)%(M+1);
12. for(d=m; d<=M; d++) Q[d]=max(Q[d], q+f(Name, d-m));
13. if (!bLast) bsp_send(bsp, NEXT, &Q[m], sizeof(int));
14. m++;
15. }
16. Status = !pLast && (Step >= P-1) && (Step < P+M);
17. bsp_oblsync(bsp, Status);
18. }
19. q=Q[M];
20. free(Q);
21. return q;
22. }

Fig. 4. Pipeline Algorithm for the RAP. Code for processor 0
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prediction of the computing time. The model parameters for PUB have been evaluated
on a CRAY T3E. While the predicted time by the Oblivious BSP model for
computation intensive algorithm fits the actual measured time with a negligible error,
less than 3%, the results obtained for the two intensive communication examples are
below 30%. These figures are comparable to what is obtained for classical BSP
algorithms (ranging from 18% to 65%) [8].
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