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Abstract. We present an algorithm for extracting the surface skeleton
of a 3D object from its D6 distance transform. The skeletal voxels are
directly detected and marked on the distance transform within a small
number of inspections, independent of object thickness. This makes the
algorithm preferable with respect to algorithms based on iterative ap-
plication of topology preserving removal operations, when working with
thick objects. The set of skeletal voxels is centred within the object, sym-
metric, and topologically correct. It is at most 2-voxel wide (except for
some cases of surface intersections) and includes all centres of maximal
D6 balls, which makes skeletonization reversible. Reduction to a unit
wide surface skeleton can be obtained by suitable post-processing.

1 Introduction

The skeleton of a digital object is a convenient tool for shape analysis. A com-
monly followed approach to skeletonization is based on the use of topology pre-
serving removal operations. To have a skeleton centred within the object and
hence reflecting its geometrical features, removal operations have to be repea-
tedly applied border after border. This implies generally long computation time,
proportional to object thickness, which prevents the actual use of the skeleton for
real time applications. An alternative approach, proposed only for 2D objects, is
based on the use of the distance transform. In [1], the city-block distance trans-
form of a 2D object is considered. On the distance transform, the layers, i.e., the
sets of pixels having the same distance label, can be interpreted as the successive
borders that would characterize the object when this undergoes iterated pixel
removal. On these layers the skeletal pixels can be identified and marked in a
small and fixed number of inspections. In this paper, we present an algorithm to
compute the surface skeleton of a 3D object which follows the marking proce-
dure introduced in [1] and is based on the skeletonization operations introduced
in [4,6]. The obtained surface skeleton is at most 2-voxel wide (except for some
cases of surface intersections) and includes all the centres of maximal balls. This
makes our procedure reversible. Reduction to a unit wide surface skeleton can be
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obtained, e.g., by using the process described in [4]. In this paper, however, we
favour full reversibility and do not perform final thinning. Our surface skeleton
is centred within the object and is symmetric. It is obtained in a small number of
inspections, which makes its use convenient for applications when thick objects
have to be skeletonized.

2 Definitions and Notions

The images considered here are volume images consisting of object and back-
ground, i.e., 3D bi-level images. The central voxel in a 3 × 3 × 3 neighbourhood
has three types of neighbours: face, edge, and point neighbours. In Fig. 1 the
3 × 3 × 3 neighbourhood of a voxel (white) is shown. The six face neighbours,
the twelve edge neighbours, and the eight point neighbours are shown in light
grey, grey, and dark grey, respectively. 26-connectedness is used for the object
and 6-connectedness is used for the background.
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Fig. 1. Numbering of the voxels in a 3× 3× 3 neighbourhood of a voxel v, denoted
by 13 and shown in white. Face neighbours are shown in light grey, edge neighbours in
grey and point neighbours in dark grey.

An object has a tunnel if there exists a closed 26-connected path in the object
that can not be deformed to a single voxel (for details, see [7]), and a cavity if a
background component is fully enclosed in the object.

The surface skeleton is a set of voxels with the same number of components,
cavities and tunnels as the object; it has unit thickness and is centred within
the object. Skeletonization can be performed by iteratively applying topology
preserving removal operations to the object, border after border. A number
of iterations proportional to the maximal object thickness is necessary. Such
a skeleton is generally not symmetric, because only voxels indispensable for
object connectedness are kept, and identification of the skeletal voxels depends
on the order in which border voxels are examined. This is a drawback of iterative
skeletonization, since symmetry is an important feature for shape analysis.

A voxel v can safely be removed if its removal does not change the number
of object components, cavities, or tunnels in its 3 × 3 × 3 neighbourhood, [2,
8]. To verify whether the number of object components changes, the number of
26-connected components (N26) in the 26-neighbourhood of v can be counted.
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Fig. 2. A D6 ball with radius 15.

Object voxels with N26 6= 1 should be ascribed to the skeleton. If N26 > 1,
removal of v would break the connectivity, i.e., a component would break into
two or more components. If N26 < 1, removal of v would cause vanishing of
an object component consisting of one voxel. To preserve the number of cavi-
ties and tunnels, the number of 6-connected background components in the 18-
neighbourhood that are 6-adjacent to v (N

18
f ) is counted. Voxels with N

18
f 6= 1

should be ascribed to the skeleton. In fact, if N
18
f < 1 or N

18
f > 1 removal of v

would create a cavity or a tunnel, respectively.
In the distance transform (DT), each object voxel is labelled by the distance

to the closest background voxel, [3]. In this paper we will use the D6 distance, i.e.,
the number of steps in a minimal 6-connected path between voxels, to compute
the distance transform (DT 6). This is the 3D equivalent of the city-block distance
transform. The distance value of a voxel of DT 6 can be interpreted as the radius
of a D6 ball centred on the voxel and included in the object. (Note that the shape
of a D6 ball is an octahedron, see Fig. 2.) An object voxel in DT 6 is a centre
of maximal ball (CMB) if the D6 ball centred on the voxel is not completely
covered by any other single ball in the object. On DT 6, a voxel is a CMB if none
of its face neighbours have a higher distance value. From the set of CMBs the
whole object can be recovered by applying the reverse distance transformation.

Our skeletonization algorithm does not require the explicit computation of
N26, since the object connectedness is preserved by other conditions. A voxel sa-
tisfying any of the following conditions, introduced in [4], is marked as a skeletal
voxel:

Condition A1: No pair of opposite face neighbours of a voxel v exists such that
one is a background voxel and the other is an internal voxel. (See Fig. 3, left.)

Condition A2: There exists an edge neighbour, e, of v which is a border vo-
xel, such that the two voxels that are face neighbours of both e and v are
background voxels. (See Fig. 3, middle.)

Condition A3: There exists a point neighbour, p, of v which is a border voxel,
such that the six voxels that are neighbours of both p and v are background
voxels. (See Fig. 3, right.)

To avoid changing the number of cavities and tunnels, the condition we use
is based on the computation of N

18
f , performed by means of the computationally

convenient method introduced in [5].
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Fig. 3. Voxels involved in Condition A1, left, Condition A2, middle, and Condition
A3, right. White, grey, and black denote background voxels, border voxels, and internal
voxels, respectively.

In the following, we use a digital Euclidean ball with radius 28, shown in
Fig. 4, left, as a running example. This is a difficult object because the skeleton
that we compute is based on DT 6. The set of CMBs of the object is shown to
the right of the ball. The shape of the resulting skeleton should be determined
by the CMBs.

3 Marking the Skeletal Voxels

We distinguish three types of skeletal voxels, intrinsic skeletal voxels, induced
skeletal voxels, for short intrinsic voxels and induced voxels, and tunnel voxels.
Intrinsic voxels and induced voxels are necessary to guarantee object connec-
tedness and to prevent changing the number of cavities. Tunnel voxels are ne-
cessary to prevent changing the number of tunnels. Skeletonization is done in 3
steps. Intrinsic voxels are found during the first step. Induced voxels are found
during the second and the third steps. Tunnel voxels are found during the third
step.

Once DT 6 has been computed, intrinsic voxels can be identified in a parallel
fashion, while induced voxels can be found only after their neighbourhood has
been modified by the detection of other skeletal voxels. Different interpretations
of neighbouring voxels are necessary for intrinsic and induced voxels. For intrinsic
voxel detection, neighbours of a voxel v with label smaller than v are interpreted
as belonging to the background, neighbours with the same label as v are seen as
border voxels, and neighbours with label larger than v are interpreted as internal
voxels. For induced voxel detection, the presence of marked voxels (i.e., skeletal
voxels) in the neighbourhood has to be taken into account. To be specific, marked
neighbours with label smaller than v are interpreted as border voxels. For all
other neighbours, including the remaining marked voxels, the interpretation used
for intrinsic voxel detection is followed.

Intrinsic voxels include all CMBs as well as voxels that are not CMBs, but are
placed in saddle configurations, saddle voxels. Intrinsic voxels could all be detec-
ted by using Condition A1, but we specifically detect the CMBs to distinguish
them from the saddle voxels. We identify and mark parallelwise all intrinsic vo-
xels during one scan of DT 6. (First step of the skeletal voxel detection process.)

Induced voxels are identified in two steps depending on whether they are
induced by the CMBs, or are induced by other skeletal voxels (saddle voxels or
other already induced voxels). The voxels induced by the CMBs have label equal
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to or larger than the label of the inducing CMBs. They are found and marked
during one scan of DT 6. (Second step of the detection process.) The remaining
induced voxels have label larger than the label of the inducing voxels. They are
found and marked during the third step, which consists of eight scans of DT 6,
possibly repeated. In general, one set of eight scans is enough to mark all the
induced voxels, even for complex and thick objects. Note that no more than two
sets of eight scans are necessary, due to the constraints posed by the distance
transformation. During the second and third steps Conditions A1, A2, and A3
are used.

Since voxels that would be classified as internal voxels by iterative skeleto-
nization are directly detected by Condition A1, there is no need of an extra
condition for preventing creation of cavities. Moreover, since marking a voxel
by means of Conditions A1, A2, and A3 does not change the number of object
components in the 3 × 3 × 3 neighbourhood of that voxel, no merging of cavities
can occur. Hence, only tunnel creation has to be prevented. Conditions based
on the computation of N

18
f are used to find tunnel voxels during the third step.

To favour maintenance of symmetry, tunnel voxels are detected only starting
from the fifth scan, since most of the induced voxels have already been found by
then. In general after one complete set of eight scans, all tunnel voxels are found.
However, for complex objects, repetitions of the eight scans could be necessary.

Since detection of the intrinsic voxels can be performed straight forwardly,
no further details are provided here. Description of induced and tunnel voxel
detection is given below.

In the following sections, both the voxel and its associated distance value will
be denoted by the same letter.

3.1 Induced Voxel Detection

During the second step, for each CMB, say s, the 3 × 3 × 3 neighbourhood of
s is inspected. The maximum distance label, max, is computed within each 26-
connected component of neighbours of s with label equal to or larger than s. For
each voxel v in the 3 × 3 × 3 neighbourhood of s, such that v = max, Conditions
A1, A2, and A3 are checked for v, which is possibly marked. Marking is done in
a parallel way during this step, which consists of one scan.

With reference to the following 3 × 3 × 3 neighbourhood

0 0 0 0 1 1 1 1 2
0 1 1 1 2 2 2 2 3
1 1 2 2 2 3 3 3 4

where the central CMB labelled 2 is shown in bold, the only voxel v for which
Conditions A1, A2, and A3 can be checked is the underlined 4, since 4 is the
maximum label in the neighbourhood. The 4 is actually marked due to Condition
A3. Checking only voxels v = max, instead of all voxels v ≥ s, is done to limit
the number of induced voxels. If all voxels v ≥ s were checked, also the italic
3’s were marked (in parallel) by Condition A2. These voxels are superfluous for
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preservation of object connectedness, hence their detection would only produce
unwanted thickening of the set of the skeletal voxels.

With reference to the small part of DT 6 below

0 0 0 0 0 0 0 0 0 0 0 0
0 0 0 0 0 1 0 1 0 0 0 0
0 0 0 1 0 0 1 2 0 0 0 1
0 0 1 2 0 1 2 3 0 0 1 2

we note that the maximum distance label in the neighbourhood of the bold
CMB labelled 1 is 1. If the underlined 1 is not allowed to be checked against
Conditions A1, A2, and A3, then skeleton connectedness could not be achieved.
For this reason, when we compute the maximum distance label of the neighbours
of s, we include also neighbours labelled as s. (Note that in the neighbourhood
of any other voxel s, that is not CMB, the maximum distance label is always
larger than the label of s.)

During the second step some of the saddle voxels can be removed, if super-
fluous for connectedness preservation. This is the case when a saddle voxel is
neighbour of both a CMB and the voxel(s) induced by that CMB in step 2. This
can be seen with reference to the small part of DT 6 below

0 0 0 0 1 1 0 0 2 1 0 0
0 1 0 0 1 2 1 0 1 1 0 0
0 0 0 0 0 1 0 0 0 0 0 0
0 0 0 0 0 0 0 0 0 0 0 0

showing a CMB (label 2, bold), and two saddle voxels (labelled 1, italic). The
CMB induces, by Condition A3, marking of a voxel (label 2, underlined), which
makes the two saddle voxels superfluous. Thus we remove their markers.

For our running example, the result after the second step is shown in Fig. 4,
right, and to the left of this, the voxels added by step 2.

Fig. 4. From left to right, a digital Euclidean ball with radius 28, the set of CMBs,
the voxels added by step 2, and the result of steps 1 and 2.

The remaining induced voxels are detected during the third step, which is
performed by repeatedly inspecting DT 6. Any voxel v, neighbour of an already
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marked voxel s, such that v > s and such that v is the maximum distance label
in the 3 × 3 × 3 neighbourhood of s is checked against Conditions A1, A2, and
A3. To keep the symmetry of the skeleton, Conditions A1, A2, and A3 are only
checked in the direction of the already visited neighbours of v, including the
inducing voxel s. When a voxel is inspected, one of its point neighbours, three
of its edge neighbours and three of its face neighbours are already visited. This
implies that for each inspection, Condition A3 is considered in one direction out
of eight possible ones, Condition A2 in three directions out of twelve possible
ones, and Condition A1 in three directions out of six possible ones. We need
eight inspections, so that Condition A3 is checked in all directions. These eight
inspections can be arranged in such a way that after four inspections Condi-
tion A2 and A1 are checked in all possible directions. We propose the following
inspection order, where, for the neighbours, the numbering shown in Fig. 1 is
used, see Table 1. The order implies that after four inspections, Condition A2
is investigated once in every direction and Condition A1 twice. The inspections
are repeated as far as markers are set. Different ordering of the inspections will
produce the same result, but the number of inspections could be larger.

Table 1. Proposed inspection order for the third step.

x y z point edge face
→ ↓ ↘ 0 1 3 9 4 10 12
← ↑ ↘ 8 5 7 17 4 14 16
← ↓ ↖ 20 11 19 23 10 14 22
→ ↑ ↖ 24 15 21 25 12 16 22
← ↓ ↘ 2 1 5 11 4 10 14
→ ↑ ↘ 6 3 7 15 4 12 16
→ ↓ ↖ 18 5 7 17 10 12 22
← ↑ ↖ 26 17 23 19 14 16 22

3.2 Tunnel Voxel Detection

To avoid creation of tunnels, voxels with N
18
f > 1 are marked. However, this is

not always enough. With reference to the part of DT 6 shown below

0 0 0 0 0 0 0 0 0 0 0 0 1 1 0 0 0 0 1 1 1
0 0 0 0 0 1 1 0 0 0 1 1 2 2 0 0 0 1 2 2 2
0 0 0 1 1 2 2 0 0 1 2 2 2 2 0 0 1 2 3 2 2
0 0 1 2 2 1 1 0 1 2 3 2 1 1 0 1 2 3 2 1 1
0 0 1 2 1 0 0 0 1 2 2 1 0 0 1 2 3 2 1 0 0
0 1 2 1 0 0 0 1 2 2 1 0 0 0 1 2 2 1 0 0 0
0 1 2 1 0 0 0 1 2 2 1 0 0 0 1 2 2 1 0 0 0

where voxels marked during the first two steps are shown in bold, we see that
at least one of the 2’s, in italic, and one of the 2’s, underlined, have to be
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marked to avoid creation of two tunnels. To have a symmetric skeleton, all four
2’s should indeed be marked. But for all these voxels, N

18
f = 1. Note that if

an iterative skeletonization algorithm is used, the condition based on N
18
f is

enough to prevent tunnel creation, but an asymmetric skeleton is obtained. In
fact, depending on the order in which border voxels are examined on the border
“2”, for only one 2 in each of the two pairs (italic and underlined) is N

18
f = 2.

We need a special condition to fill tunnels consisting of pairs of equilabelled
voxels. If voxels with the same distance value as the central voxel are interpreted
as belonging to the background (instead of to the border!) and N

18
f is computed

in a parallel fashion with this interpretation, then N
18
f = 2 for the all four

2’s. To avoid ambiguities, we will denote by N̂18
f the number of 6-connected

background components 6-adjacent to the central voxel in the 18-neighbourhood,
when the neighbours labelled as the central voxel are interpreted as belonging
to the background.

Indeed tunnel voxels should be identified only after tunnels are created. Thus,
tunnels should be filled only after all voxels detected by Conditions A1, A2,
and A3 are marked. To fill the tunnels symmetrically, an iterative procedure
should be used, active layer after layer in parallel. This requires a number of
iterations dependent on the size of the tunnels to be filled. Since this can be
rather large, e.g., when a tunnel is due to two diverging curves originating from
the same CMB, an iterative method is not convenient. An alternative would be
that of filling the tunnels, still after all voxels detected by Conditions A1, A2, and
A3 have been marked, by repeated sequential inspections of DT 6. This might
reduce the computation time, but tunnel voxels could be marked asymmetrically
due to the sequentiality of the process. A compromise is necessary between the
desires of having a symmetric skeleton and of reducing the computation time. To
speed up the process, we perform tunnel detection sequentially, and include this
detection in the third step. (Note that tunnel voxels do not induce any voxel to
be marked by Conditions A1, A2, and A3.) To limit the asymmetries, we start
tunnel detection only from the fifth scan, since most of the skeletal voxels have
already been marked by then. We are aware that the scans needed to detect the
induced voxels might not be sufficient to fill all tunnels, if these have complex
structures. Thus the third step, which includes tunnel filling might need to be
repeated more than twice to fill all tunnels.

Besides by starting tunnel filling from the fifth scan, we reduce the possibility
of creating asymmetries also in the following way. During each scan, marking
by N

18
f > 1 is done sequentially and marking by N̂18

f > 1 is done parallelwise.

N
18
f is computed by ignoring markers set by N̂18

f during the same scan, and vice
versa. Some voxels, for which N̂18

f > 1, are redundant if a face neighbour with

the same distance value is marked by N
18
f > 1 during the same scan. Therefore,

if the currently visited voxel v is marked by N
18
f > 1, any already visited face

neighbour with the same label and marked by N̂18
f > 1, has the marker removed;
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moreover, any not yet visited face neighbour with the same label is prevented
from being marked by N̂18

f > 1 during the same scan.
For our running example, the resulting skeleton is shown in Fig. 5, right. The

result of steps 1 and 2 and the voxels added by the third step are shown to the
left and in the middle, respectively. Two other examples are shown in Fig. 6. All
images used in this paper are 64 × 64 × 64 voxels. The number of scans of DT 6

necessary to find all skeletal voxels, including tunnel voxels, is 8 (1+1+6) for the
running example, and 9 and 8 for the two examples in Fig. 6. Even if it might
be difficult to see from the Figs., the three surface skeletons are symmetric. Of
course they are also centred within the objects, includes all CMBs and are at
most 2-voxels thick.

Fig. 5. The result of steps 1 and 2, left, the voxels added by step 3, middle, and the
resulting skeleton, right.

Fig. 6. Two objects and their surface skeletons.
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4 Conclusion

A skeletonization algorithm based on the inspection of the D6 distance transform
was presented. The resulting surface skeletons are symmetric, fully reversible,
centred in the object (with respect to D6), topologically correct, and at most
2-voxel wide. To obtain unit-wide skeletons, post-processing could be done (not
performed in this paper). Since the skeleton is based on the inspection of the
distance transform, the number of scans does not depend on the thickness of the
object (even if tunnel filling depends on object complexity and we can not claim
that our skeletonization ends in an a priori known number of scans). Thus, the
computation time is smaller than the time required by iterative skeletonization,
when thick objects are considered.

Further work is in progress to improve tunnel filling and to extend the algo-
rithm to other distance transforms.
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