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Abstract. We consider the problem of distribution of loops with con-
trol dependences, involving if and do control structures. More precisely,
we study how to control the number of temporary arrays that have to be
introduced to store conditionals. We show that the traditional superposi-
tion of the data dependence graph and of the control dependence graph is
not adequate, and we introduce a new representation, the mixed depen-
dence graph. This allows us to develop a distribution algorithm that is
parameterized by the maximal allowed dimensions of temporary arrays.

1 Introduction

Code transformations have not only to take into account data dependences (de-
pendences between memory accesses) but also control dependences in the case of
a complex control flow, as for instance if an expression contained in an if state-
ment is involved in a data dependence. By complex, we mean that the execution
of some statements is not known at compile-time: such codes are called nonstatic
control codes. As we will see in this paper, the reduced dependence graph (RDG)
usually used by parallelization algorithms or more generally code transforma-
tions does not represent this kind of code very well. Several approaches have
been proposed to handle this problem. The first one, known as “if conversion”,
converts these control dependences to data dependences [3]. This approach sys-
tematically introduces a temporary array, modifying deeply the code, even if the
temporary is actually not needed. Another approach, presented by McKinley
and Kennedy [6], uses the control dependence graph in combination with the
data dependence graph to (try to) introduce temporaries only when it is really
necessary. However, we will see that this approach restricts the set of valid codes
and does not allow the user to drive the introduction of temporary arrays.

We present a new method to handle control dependences thanks to what we
call the mixed dependence graph (MDG). We consider only two code transfor-
mations in this paper: loop fusion and loop distribution [7]. To illustrate our
method, we show how to use this graph to develop an extension of Allen, Calla-
han, and Kennedy’s algorithm [2]. In the case of a static control code, this graph
is nothing but the RDG containing only data dependences. In the case of a
nonstatic control code, some dependences are added that summarize exactly the
constraints that have to be respected. Moreover, the introduction of temporary
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arrays can be controlled during the search for a valid distribution partition: this
was not the case in previous approaches.

2 Distribution of Control Structures: Related Works

The distribution of loop converts a single loop to several ones, each containing
a subset of the statements of the original loop body. This transformation has
many interests in compilers [9,12], e.g., to reveal parallelism. The inverse trans-
formation (loop fusion [1,8]) aggregates several compatible loops into one. Fig. 1
gives an example of loop distribution/fusion. Below each loop, we show the su-
perposition of two graphs: the reduced dependence graph (RDG) representing
data dependences (bold arrows) and the control dependence graph (CDG) [4]
representing control dependences (dotted arrows). Square (resp. round) vertices
represent control statements (resp. basic actions). Each data dependence has a
type (f for flow, a for anti, and o for output) and a level (depth of the loop
that carries the dependence, except that we use 0 for a loop-independent de-
pendence). For example, the code on the left has a loop-carried flow dependence
due to the references a(i) and a(i− 1). After distribution, the dependence is not
carried anymore and the two loops are parallel. We use doall for a parallel loop,
with the semantics of the HPF independent and the OpenMP parallel directives.

do i = 2, n (* do1 *)
a(i) = b(i) + c(i) (* s1 *)
d(i) = a(i − 1) + e(i) (* s2 *)

enddo

doall i = 2, n (* do1 *)
a(i) = b(i) + c(i) (* s1 *)

enddo
doall i = 2, n (* do2 *)

d(i) = a(i − 1) + e(i) (* s2 *)
enddo

START

s1 s2

do1

f : 1

START

s1 s2

do1 do2

f : 0
(a) Loop fusion. (b) Loop distribution.

Fig. 1. Example of loop fusion/distribution with the associated dependence
graphs.

When no data dependences involve control structures, the situation is clear.
Considering the RDG alone (the bold arrows of our graphs), a loop distribution
is legal if and only if (1) all statements involved in a data dependence circuit
are in the same loop after distribution, (2) if, in the new code, there is a data
dependence from a statement s1 to a statement s2 in a different loop, then
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s1 appears textually before s2, and (3) if, in the new code, there is a loop-
independent data dependence from a statement s1 to a statement s2 in the same
loop, then s1 is before s2 in the loop body (initial textual order). A valid partition
of a RDG is a set of disjoint groups of vertices that cover the RDG and such
that each data dependence circuit is contained in a group. Each group represents
a loop after distribution. A valid partition obviously enforces Condition (1).
Condition (2) is respected if the loops are generated following a topological order
defined by the arcs that cross groups. Condition (3) is naturally respected if the
original textual order is respected during the code generation of each group/loop.

2.1 Complex Control Flow

In the presence of a nonstatic control code, loop distribution is more complicated.
For instance, an if statement with an expression involved in a data dependence
may prevent distribution: this is the case in Fig. 2. In this code, there is a data
dependence from the expression in if1 to the action s1. If we apply a simple
loop distribution, as for a static control flow code, we will place each elementary
statement in a new control structure, a priori without duplication of memory,
but with a duplication of the expression contained in the if (same thing for loop
bounds). When there is an anti dependence as the one in Fig. 2, the evaluation
of the expression contained in if1 or if’1 is not the same whether it is done after
or before s1. In this case, if we distribute the loop, the resulting code is wrong.

(* Original code *)
do i = 2, n (* do1 *)

if (a(i) == 0) then (* if1 *)
a(i) = b(i) + c(i) (* s1 *)
d(i) = a(i − 1) + e(i) (* s2 *)

endif
enddo

(* Semantically incorrect code *)
do i = 2, n (* do1 *)

if (a(i) == 0) then (* if1 *)
a(i) = b(i) + c(i) (* s1 *)

endif
enddo
do i = 2, n (* do′

1 *)
if (a(i) == 0) then (* if′1 *)

d(i) = a(i − 1) + e(i) (* s2 *)
endif

enddo

Fig. 2. A code where simple loop distribution is forbidden.

To distribute the loop do1, several approaches have been proposed, all shar-
ing the same principle: introducing extra memory to store the evaluation of an
expression for a control structure that is involved in a data dependence.

2.2 If Conversion

The first approach, known as “if conversion” [3], is to add an assignment state-
ment inside the body of the loop to store, into a temporary memory of the
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appropriate size, the evaluation of the expression defined in the control struc-
ture. Then, an evaluation of the temporary memory guards each statement in
the control structure. Fig. 3 shows the if conversion of the code of Fig. 2.

do i = 2, n (* do1 *)
t(i) = (a(i) == 0) (* t1 *)
if (t(i)) a(i) = b(i) + c(i) (* s1 *)
if (t(i)) d(i) = a(i − 1) + e(i) (* s2 *)

enddo

START

s1 s2

do1

t1 10

0

Fig. 3. Introduction of a temporary array for the code of Fig. 2.

This operation corresponds, in the dependence graph, to the conversion of a
“control” dependence to a data dependence in the sense that no control struc-
ture is involved in a data dependence anymore. The term “control” here does not
mean an actual control dependence but a data dependence involving a control
structure. After if conversion, the loop can be distributed the usual way (see
Fig. 4). Nevertheless, this approach has several drawbacks. First, it is a system-
atic approach that may introduce temporary memory even if it is not necessary,
increasing the size of the memory used (a temporary memory can have the size of
the full iteration space). Second, once if conversion is done, it is difficult to undo
it: the code can be deeply modified. Finally, if an if statement encloses a loop,
the if conversion “pushes” the if “down” as guarded statements, possibly mod-
ifying the number of iterations introducing iterations with no real computation
inside.

doall i = 2, n (* do1 *)
t(i) = (a(i) == 0) (* t1 *)
if (t(i)) a(i) = b(i) + c(i) (* s1 *)

enddo
doall i = 2, n (* do′′

1 *)
if (t(i)) d(i) = a(i − 1) + e(i) (* s2 *)

enddo

START

s1 s2

do1 do′1

t1 00

0

Fig. 4. Distribution of the loop thanks to the temporary array.

2.3 McKinley and Kennedy’s Approach

A more recent approach, dedicated to loop distribution, was proposed by McKin-
ley and Kennedy [6], as an attempt to introduce temporaries only when really
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needed. The decision of introducing a temporary array is taken according to
a given partition of the “full” dependence graph, i.e., the superposition of the
data and control dependence graphs. This amounts to simulate what if conver-
sion would do, but without pre-transforming the code. The code is transformed
only after the partition is chosen. In this approach, control dependences are con-
sidered exactly as data dependences for the validity of the partition and there
is no distinction between anti and flow dependences. Going back to Ex. 2, the
partition that leads to the same code as Fig. 4 is the partition with if1 and s1 in
one group, and s2 in another group. A temporary array is introduced each time
there is a control dependence that crosses two groups of the partition. The main
point is that vertices representing an if structure are included in the groups:
in this model, an if structure represents the evaluation of an expression and
(possibly) its storage into a temporary array. Although this approach is an im-
provement over if conversion, it has several weaknesses. First, it does not allow
the recomputation of an expression contained in an if or a do control structure
as it is naturally done for static control codes, second, it cannot capture all valid
codes.

Consider the code of Fig. 5. There is a data dependence from the expression
in if1 to the statement s1. Imagine that we want to obtain the code on the
right, with s2 and s3 in the same parallel loop, and s1 in another sequential loop
(and no temporary array). The three partitions of Fig. 6 are the only possible

do j = 2, n − 1 (* do1 *)
if (a(j + 1) == 0) then (* if1 *)

a(j) = b(j) + c (* s1 *)
d(j) = u(j) × e (* s2 *)

else
d(j) = a(j + 1) + 1 (* s3 *)

endif
enddo

doall j = 2, n − 1
if (a(j + 1) == 0) then

d(j) = u(j) × e
else

d(j) = a(j + 1) + 1
endif

enddo
do j = 2, n − 1

if (a(j + 1) == 0) then
a(j) = b(j) + c

endif
enddo

Fig. 5. An example where distribution is possible with no temporary array.

partitions where s2 and s3 are in the same group, and s1 in another group.
Partitions 1 and 3 are valid but a temporary array is needed because of the
control dependence that crosses the groups. Partition 2 is not legal because
of the circuit between the two groups. Therefore, with this approach, there is
no partition corresponding to the previous code: a temporary array is always
introduced.

The reason why McKinley and Kennedy’s approach does not lead to all valid
codes is twofold. First, when a control dependence crosses two groups, a tempo-
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s1 s2 s3

do1

if1if1

s1 s2 s3

a : 1

a : 1

s1 s2 s3

do1

if1if1

s1 s2 s3

a : 1

a : 1

s1 s2 s3

do1

if1

s1

if1

s2 s3

a : 1

a : 1
Partition 1 Partition 2 Partition 3

Fig. 6. Three partitions of the dependence graph of Fig. 5.

rary array is not always required: this is the case when the control dependence
corresponds to an anti dependence and all guards are evaluated before the sink of
the dependence. Second, defining the validity of a partition through the super-
position of the data and control dependence graphs forbids, by nature, all codes
where re-computation of expressions is performed. The formalism we present in
the next section solves this problem. Furthermore, it allows us to search for a
valid partition while controlling the introduction of the temporaries.

3 The Mixed Dependence Graph

We now present what we call the mixed dependence graph (MDG), which is an
extension of the RDG in the case of nonstatic control codes. We first define the
MDG when no temporary memory is introduced. Then, we present a way to
modify the graph that takes the introduction of temporary arrays into account.

3.1 Definition

The problem with the superposition of the RDG and the CDG is that it mixes
vertices of two different natures, control structures and elementary statements.
For example, considering a control dependence from an if to an elementary state-
ment as a dependence with the same nature as a data dependence is nothing but
considering that the expression contained in the if is systematically stored and
used. This is why codes with re-computation of expressions instead of storage
cannot be expressed. The main idea of the MDG is to avoid this artificial su-
perposition and to manipulate only vertices with a unique and clear semantics.
The MDG is built from the CDG and the RDG as follows.

The MDG have as many vertices as elementary statements, but each vertex
in the MDG represents not only a given elementary statement, but the whole
path in the control dependence graph, from a root vertex S to the elementary
statement. The vertex S allows us to concentrate to a portion of code at a given
depth: if we consider a portion of code not contained in a control structure, S is
the vertex START. Otherwise S is the control structure that contains the code.
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(We restrict our study to codes with no goto statements to ensure that there is
only one path from the vertex START to an elementary statement in the CDG.)

The arcs in the MDG are defined as follows: each data dependence in the
RDG from a vertex u to a vertex v generates an arc in the MDG (keeping track of
any information, depth of statements, level and type of dependence, etc.) from
any path (i.e., a vertex in the MDG) containing u to any path containing v.
In other words, the MDG represents what is needed to check if an elementary
statement will execute and everything to compute it. In the MDG, we will con-
sider two kinds of dependences: the regular data dependences that come from a
dependence between two basic statements in the RDG and the path dependences
that come from a data dependence involving an expression of a control structure.

The left part of Fig. 7 represents the MDG corresponding to the CDG/RDG
of Fig. 5. It has one regular dependence (bold arrow), the anti dependence from s3

to s1, and 3 path dependences (dotted arrows) representing the data dependence
from if1 to s1: one from the path containing s1 to the path containing s1 (a self-
dependence), one from the path containing s2 to the path containing s1 (because
if1 is also contained in the path containing s2), and one from the path containing
s3 to the path containing s1 (same reason). Note that this dependence could
have been a flow dependence but not an output dependence: we only consider
a language where an expression defined in a control structure cannot modify
a memory storage. The right part of Fig. 7 represents a legal partition of the
MDG. Indeed, the conditions for a partition to be legal are the same than those
given in Section 2. The MDG can now be used as a standard RDG: preserving
all path dependences guarantees that no temporary arrays will be needed. Note
also that, in the case of static control codes, the MDG is the RDG.

s1 s2 s3

a : 1

a : 1

a : 1
a : 1 s1 s2 s3s1 s2 s3

a : 1

a : 1

a : 1
a : 1

Fig. 7. On the left, the MDG for the first code of Fig. 5 (see the corresponding
RDG and CDG on Fig. 6). On the right, a legal partition leading to the second
code of Fig. 5.

Path dependences represent the fact that if a control expression (like in a do
loop or an if) is the sink of a flow dependence, all its potential duplications by
distribution must be executed after the modification of the expression by the
source of the flow dependence. A path flow-dependence constrains valid codes by
forbidding a distribution in the case of a circuit and makes the loop sequential
if the dependence is carried. A path anti-dependence also constrains the valid
codes: this time, the expression must be evaluated before its modification by



364 Alain Darte and Georges-André Silber

the sink of the anti dependence. When a distribution duplicates the expression,
all loops that contain it must be computed before the loop containing the sink
of the dependence, or, if the source and the sink are in the same loop, the original
organization of these two statements, in terms of control, must be preserved.

3.2 Introducing Temporary Arrays

The previous MDG formulation does not integrate the possibility of introduc-
ing temporary arrays but it characterizes all valid codes that require no extra
memory. Let us see now how to incorporate temporary arrays into the model.
The idea is that any path anti-dependence can be suppressed by a temporary
array of sufficient size and dimension, by introducing an assignment statement
to store the expression at the right place and by reusing this temporary array in
the loops (if any) that are executed after the loop that modifies the expression.

Let us go back to the example of Fig. 5. The path anti-dependence generated
by the anti dependence from a(j + 1) to s1 can be suppressed by a temporary
array of dimension 1 (see Fig. 8 for the effect on the graphs). Note that in a

t1

s1 s2 s3

a : 1

a : 1

s1 s2 s3

do1

if1t1

a : 1

a : 1

Fig. 8. MDG (and CDG/RDG) after the introduction of a temporary array.

standard if conversion, there would be a flow dependence from t1 to if1, and
from t1 to all uses of the temporary. Those dependences are not in the MDG
because we do not know yet if these statements will use the temporary or simply
recompute the expression. This decision will be taken during code generation
depending on the partition. Indeed, consider a statement whose execution de-
pends on the expression stored in the temporary. If this statement is generated
before the temporary assignment, it cannot use the temporary array but should
recompute the expression. If it is generated between the assignment expression
and the sink of the dependence, it can use the temporary. And finally, if it is
generated after the sink of the dependence, it must use the temporary array.
All of this is possible because during the code generation, we know if we are
“before” or “after” the array assignment and the sink of the dependence.

Before explaining how to integrate, in a practical manner, the use of tempo-
raries within a parallelizing algorithm, we show the following complexity result.
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Theorem 1. Given a MDG (in dimension 1), it is NP-complete to determine
if it is possible, by introducing at most K arrays, to transform the MDG into a
directed graph with no circuit (i.e., with maximal parallelism).

Proof. By reduction from Feedback-Arc-Set (problem GT8 in [5]). Starting
from any directed graph G, we derive a code whose MDG is G, except with
a few modifications that do not change circuits. Each statement is surrounded
by an if that generates a path anti-dependence. When a vertex in G has an
out-degree larger than 1, we add intermediate vertices and flow dependences so
that all vertices have only one out-going path anti-dependence. The code below
corresponds to the transformation of a graph G with 2 vertices a and b with
2 arcs from b to a (this is why we added the vertex c) and 1 arc from a to b. The
cheapest (in terms of memory) is to break in G the arc from a to b which means
to store the first condition. This is the only possibility with one temporary array.

do i = 2, n − 1
if (b(i + 1) > 0) then

a(i) = 1
if (a(i + 1) > 0) then

b(i) = 2
if (a(i + 1) ≥ 0) then

c(i) = b(i − 1) + 3
enddo

doall i = 2, n − 1
t1(i) = (b(i + 1) > 0)

enddo
doall i = 2, n − 1

if (a(i + 1) > 0) then b(i) = 2
enddo
doall i = 2, n − 1

if (a(i + 1) ≥ 0) then c(i) = b(i − 1) + 3
enddo
doall i = 2, n − 1

if (t1(i)) then a(i) = 1
enddo

3.3 Parallelizing Algorithm

We now explain how to integrate the use of temporary arrays into a parallelizing
algorithm based on loop distribution such as Allen, Callahan, and Kennedy’s
algorithm [2]. Note first that, if no control structure is involved in an anti de-
pendence, we can directly use the MDG without temporary arrays: the situation
is the same as for static control codes. If we want to retrieve McKinley and
Kennedy’s approach, we can apply the transformation of Section 3.2 for all path
anti-dependence, i.e., allow maximal dimensions for temporary arrays. For inter-
mediate dimensions, we will parameterize Allen, Callahan, and Kennedy’s algo-
rithm by fixing, for each control structure involved in a path anti-dependence,
the maximal dimension t we allow for a temporary array to store the condition:
t = −1 if no temporary is allowed, and −1 ≤ t ≤ d where d is the depth (number
of do vertices along the control path in the CDG) of the expression to be stored.

We apply the same technique as Allen, Callahan, and Kennedy’s algorithm:
we start with k = 1 for generating the outermost loops, we compute the strongly
connected components of the MDG, we determine a valid partition of vertices
(see the conditions in Section 2), we order the groups following a topological
order, we remove all dependences satisfied at level k (either loop carried, or
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between two different groups), and we start again for level k + 1. The only
difference is that we determine, on the fly, if we do the transformation of a path
anti-dependence: this is possible as soon as k > d − t (and we say that the
temporary array is activated). Indeed, t is the “amount” of expression that we
can store in the available memory: the d− t missing dimensions create an output
dependence for the outermost loops that we “remove” by declaring temporary
array as privatized for the outer loops that are parallel. For code generation,
control expressions use either the original expression or the temporary array
depending on their position with respect to the activated array, as we explained
in Section 3.2. All details (and several illustrating examples) can be found in [10].

Remarks: (1) An interesting idea in McKinley and Kennedy’s approach is
to use a 3 state logic for avoiding “cascades” of conditionals. This technique
can also be incorporated in our framework (see again [10]). (2) To find the
minimal required dimensions, we can check all possible configurations for the
parameters t, which seems feasible on real (portion of) codes. Indeed, in practice,
the nesting depth is small and there are only a few control structures involved
in anti-dependences, even for codes with many control structures.

4 Conclusion

In this paper, we presented a new type of graph to take into account data
dependences involving if and do control structures. This graph allows us to use
the classical algorithm of Allen, Callahan, and Kennedy even in the case of
codes with nonstatic control flow. We also explained how we can control the
dimensions of the temporary arrays that are introduced by adding parameters
to the graph. More details on this work can be found in the PhD thesis of the
second author [10]. The algorithm has been implemented in Nestor [11], a tool
to implement source to source transformations of Fortran programs.
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