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Abstract. We consider the problem of scheduling trees on two identical
processors in order to minimize the makespan. We assume that tasks
have unit execution times, and arcs are associated with large identical
communication delays. We prove that the problem is NP-hard in the
strong sense even when restricted to the class of binary trees, and we
provide a polynomial-time algorithm for complete binary trees.

1 Introduction

Two-processor scheduling is one of the most known problems in scheduling the-
ory. It is a particular case of the famous m-processor scheduling problem where
a graph of unit execution time (UET) tasks has to be scheduled on m identical
processors in order to minimize the makespan.

If no communication delays occur between tasks in precedence relation, the
two-processor scheduling problem is polynomial [4,6]. On the contrary, the com-
plexity of the three-processor scheduling problem remains an outstanding open
question [8].

This picture changes when we consider the two-processor scheduling problem
with unit interprocessor communication delays. This variant of the problem is
extensively studied. However, its complexity for arbitrary task graphs remains
unknown and polynomial time optimal algorithms have been shown for several
classes of task graphs, especially trees [12,14], interval orders [1] and series-
parallel graphs (SP1) [5].

Although a large amount of work is concentrated on the unit communication
delays case, no results are known for the two-processor scheduling problem with
large communication delays. The only known results on scheduling in the pres-
ence of large communication delays concern the case where a sufficiently large
number of processors is available [2,3,7,11,10,13].

In this paper we deal with the two-processor scheduling problem in the
presence of large identical communication delays. Formally, we are given a set
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P = {p1, p2} of two identical processors and a set V = {1, 2, ..., n} of partially
ordered tasks represented by a directed acyclic graph (dag) G = (V, E), referred
as task graph. Tasks have unit execution times (UET), denoted by pj = 1, and
their execution is subject to precedence constraints and communication delays;
whenever two communicating tasks i, j, with (i, j) ∈ E, are scheduled on dif-
ferent processors an identical communication delay cij = c(n) is introduced. By
Cmax we denote the makespan (length) of a schedule, that is the last time unit
some task is executed on any processor. According to the three-field notation
scheme for scheduling problems, introduced in [9] and extended in [15], our prob-
lem is denoted as

P2 | trees, pj = 1, cij = c(n) | Cmax.
We prove that the problem is NP-hard even for binary trees, and we present
a polynomial algorithm for complete binary trees. Our results show that the
complexity behavior of the two-processor scheduling problem with large com-
munication delays is analogous to the case where a sufficiently large number of
processors is available.

2 NP-Hardness Result

To prove that P2 | binary trees, pj = 1, cij = c | Cmax is NP-hard, we give a
reduction from the following special case of the well known NP-complete problem
EXACT-COVER BY 3-SETS (X3C), that we call X3C1 [8]:

INSTANCE:A set U = {h1, h2, . . . , h3m} and a family F = {S1, S2, . . . , Sk}
of subsets of U such that St = {hi, hj , hv}, 1 ≤ t ≤ k, and every element of U
belongs to no more than three elements of F .

QUESTION: Are there m elements of F whose union is exactly U?
For every instance of X3C1, we construct an instance of P2 | binary trees,

pj = 1, cij = c | Cmax in the following way:
We choose constant integers G, G′, a such that G >> a >> G′ >> m3.
For every element St = {hi, hj, hv} of F (w.l.o.g. we assume i > j > v),

we construct a subtree Tt as shown in Figure 1, where Hi = a(m3 + i), i =
1, 2, . . . , 3m + 1 (the lengths of its chains are depicted in the figure). Let us
denote by B the total number of tasks in all trees Tt, t = 1, . . . , k, i.e.

B =
k∑

t=1

|Tt| = kG+kG′+
∑

∀St={hi,hj ,hv}∈S

(Hi+Hj +Hv+Hi+1+Hj+1+Hv+1).

Given the subtrees Tt, t = 1, . . . , k, we construct the tree T as shown in Figure
2 and we consider the following scheduling problem:

Can we schedule T with communication delay
c = B + G − 2(

∑3m
i=1 Hi + mG′)− H3m+1,

on two identical processors p1 and p2 within deadline
Dm = k + 1 + B − (

∑3m
i=1 Hi + mG′) + G?

We prove first that if X3C1 has a positive answer, then there exists a feasible
schedule S such that Cmax(S) ≤ Dm. Indeed, let, w.l.o.g., F ∗ = {S1, S2, . . . , Sm}



290 Foto Afrati et al.

G

Q

P
t

j+1

j

i+1

i

t

  G�

Qt1

Qt2

Qt3

  H

  H

  H

  H

  H

  H

v+1

v

Fig. 1. The subtree Tt corresponding to the element St = {hi, hj , hv} of F

be a solution of X3C1, i.e. |F ∗| = m, F ∗ ⊂ F and
⋃m

i=1 Si = U . Let us also denote
by T1, . . . , Tm the subtrees of T corresponding to the elements of F ∗. Then, a
valid schedule is the following:

Processor p1, starts at time 0 by executing the root of the tree. Then it exe-
cutes the first k tasks of the path P0 of T and then the chains Hi+1, Hj+1, Hv+1

of Pt, 1 ≤ t ≤ m, in decreasing order of their lengths i.e. H3m+1, H3m, . . . , H2.
These 3m chains can be executed in that way since by the construction of T ,
after the execution of some chain, say Hi+1 of some Pt, 1 ≤ t ≤ m, the chain Hi

of some Pt′ , 1 ≤ t′ ≤ m, is always available. Processor p1 finishes by executing
the remaining G tasks of every path Pt, t = 1, . . . , m, the tasks of the remaining
subtrees Tt, of T , t = m + 1, . . . , k, and the last G tasks of P0. Processor p2

starts executing at time c + k + 1 the H3m+1 tasks of Q0 and then the tasks of
the branches Qt1 , Qt2 , Qt3 of Tt, 1 ≤ t ≤ m, in decreasing order of their lengths
i.e. H3m, H3m−1, . . . , H1. A chain of Qt of length Hl is always just in time to be
executed on p2, i.e. the first task of this chain is ready to be executed exactly
at the end of the execution of the last task of the chain of Qt′ of length Hl+1

on the same processor. Notice that the last task of the chain of length Hl+1 of
Pt has been completed exactly c time units before on p1. Finally, it executes the
remaining G′ tasks at the end of the Qt3 ’s branches of every Tt, 1 ≤ t ≤ m (the
order is not important). Figure 3 illustrates the Gantt-chart of such a schedule.

Let us now show that if T can be scheduled within time Dm, then X3C1
has a solution F ∗. In the following, we consider w.l.o.g. that the root of T is
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Fig. 3. A feasible schedule (R represents the root of the T , and k the first k tasks
–after the root– of P0)

assigned to processor p1. We proceed by proving a series of claims concerning
such a schedule (due to lack of space the proofs of these claims will be given in
the full version of the paper):
Claim 1: Communications can be afforded only from processor p1 to p2.
Claim 2: Processor p2 may remain idle for at most k time units after time c+1.
Claim 3: All the tasks of every path Pi, 0 ≤ i ≤ k are executed by processor
p1. Therefore, p2 may execute only tasks of Qi’s.
Claim 4: Processor p2 executes at least (H3m+1 − k) tasks of Q0.
a >> m. Let us now call stage the time during which processor p1 executes the
tasks of a chain of length Hi of some Pt.
Claim 5: At every stage i, p1 has to execute more tasks than at stage i + 1.
Claim 6: Processor p2 executes the tasks of exactly m Qt’s.

By Claim 5, in order to execute on p2

∑3m+1
i=1 Hi + mG′ tasks, X3C1 must

have a solution F ∗ corresponding to the m Qt’s that processor p2 has to execute.
Thus we can state the following theorem.

Theorem 1. Finding an optimal schedule for P2 | binary trees, pj = 1, cij =
c | Cmax is NP-hard in the strong sense.
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3 Polynomial Time Algorithm for Complete Trees

In this section, we prove that the problem becomes polynomial when the task
graph is a complete binary out-tree (c.b.t.) Th of height h (containing n = 2h−1
tasks). By convention we assume that the height of a leaf (resp. of the root) of the
tree is one (resp. h) and that p1 executes the root of the tree. By Mpi , i = 1, 2,
we denote the last time unit some task is executed on processor pi. A schedule
is called balanced if |Mp1 − Mp2 | ≤ 1.

The key point of an optimal schedule is the number of communications al-
lowed in a path from the root of the tree to a leaf. Roughly speaking we distin-
guish three cases depending on the magnitude of c with respect to n:
- For “large” c, no communication is allowed (Lemma 2).
- For “medium” c, only one way communications, i.e. from p1 to p2, are allowed
(Lemma 6).
- For “small” c, both ways communications, i.e. from p1 to p2 and from p2 to p1,
are allowed (Lemma 3).

Lemma 2. If c ≥ 2h − 1− h, then the sequential schedule is optimal.

Proof. Executing a task on p2 introduces a communication delay on some path
from the root to a leaf. The length of the schedule would be M ≥ h+ c ≥ n. �

When c < 2h−1−h optimal schedules use both processors, i.e. tasks are executed
also on p2. We can derive a lower bound LB for the length of any schedule using
both processors by considering a balanced schedule with the smallest number of
idle slots (that is c + 1, since p2 can start execution not before time c + 1):

Cmax(S) ≥ LB =
⌈

n + c + 1
2

⌉
=

⌈
2h + c

2

⌉
= 2h−1 +

⌈ c

2

⌉
.

In the following, by xh, xh−1, ..., x2, x1 we denote the leftmost path in a c.b.t.
from its root, identified by xh, to the leftmost leaf, identified by x1. By yi we
denote the brother of task xi, 1 ≤ i ≤ h − 1, i.e. xi and yi are the left and the
right child, respectively, of xi+1.

Let us focus now on optimal schedules of length LB. If c is even, processor
p1 must execute tasks without interruption until time LB, as well as p2 (starting
at time c+ 1). This is feasible for “small” even communication delays c < 2h−2,
by constructing a two ways communication schedule. i.e. a schedule where com-
munications occur from p1 to p2 and from p2 to p1. The idea is to send one of
the two subtrees of height h − 1 to p2 immediately after the completion of the
root on p1, such that p2 can start execution at time c + 1. Afterwards, in order
to achieve the lower bound LB, several subtrees containing in total c/2 tasks
are sent back from p2 to p1 (the schedule is now balanced).

The algorithm SchTwoWaysCom constructs such an optimal schedule:



Scheduling Trees with Large Communication Delays 293

procedure SchTwoWaysCom (c.b.t. of height h, communication delay c even)
begin

Choose the greatest value h1, 1 ≤ h1 ≤ h − 2, such that c/2 ≥ 2h1 − 1

Let i = 1, Mp2 = c + 2h−1 − (2h1 − 1) and LB =
⌈

2h+c
2

⌉
While Mp2 > LB do

Let i = i + 1
Choose the greatest hi, 1 ≤ hi ≤ hi−1, such that Mp2 − (2hi − 1) ≥ LB

Let Mp2 = Mp2 − (2hi − 1)
enddo
Schedule on p1 the tasks of the subtree rooted in yh−1.
Schedule on p2 the path xh−1, ..., xhi+1 in consecutive time units from time c + 1
Schedule on p1 as soon as possible the subtrees rooted in yhj , 1 ≤ j < i.
If hi = hi−1 then schedule on p1 as soon as possible the subtree rooted in xhi

else schedule on p1 as soon as possible the subtree rooted in yhi

Schedule on p2 the rest tasks of the subtree rooted in xh−1

end

Lemma 3. The algorithm SchTwoWaysCom constructs an optimal schedule for
even communication delays c ≤ 2h−2 − 2.

Proof. SchTwoWaysCom procedure aims to construct a schedule of length equal
to LB. To this end, the subtree rooted in yh−1 is scheduled on p1. The one rooted
in xh−1 is sent on p2, but some of its subtrees (of height h1, h2, ..., hi) containing
in total c/2 tasks, are sent back on p1, otherwise p2 ends execution c units of
time later than p1. Remark that if hi = hi−1, then the last two corresponding
subtrees sent back to p1 are rooted in xhi = xhi−1 and yhi−1 .

Since 2h−1 is the last time unit occupied on p1 by the root and the subtree
rooted in yh−1 (executed in a non-idle manner), we have only to prove that the
first subtree sent back from p2 (rooted in yh1) is available on p1 at time 2h−1.

If the communication delay is c = 2h−2 − 2, the subtree rooted in yh1 has
height h−3, i.e. h1 = h−3. Moreover, it is the only subtree (i = 1) sent back for
execution on p1. Since xh−2 is completed on p2 at time c + 3, yh−3 is available
for execution on p1 at time 2c + 3, and we have 2c + 3 ≤ 2h−1 that is true.

For shorter communication delays c < 2h−2 − 2 the same arguments hold.
Subsequent trees (if any) sent back to p1 arrive always before the completion of
previous ones. �

Corollary 4. The algorithm SchTwoWaysCom constructs a schedule of length
at least LB + 1 for even communication delays c ≥ 2h−2.

Corollary 5. Any algorithm with two ways communication constructs a sched-
ule of length at least LB + 1 for even communication delays c ≥ 2h−2.

Proof. Any two ways communication algorithm either does not start execution
on p2 at time c+1 or has p1 idle during at least one time unit (before executing
the subtree rooted in yh1). �
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We consider in the following the case of “medium” c’s, i.e. 2h−2 ≤ c < 2h−1−h.
Since communication delays are too long, we construct a one way communication
schedule, that is a schedule where communications occur only from p1 to p2, such
that we never get two communications on some path from the root to a leaf.
Now the idea is to send several subtrees to p2 such that the resulting schedule
is balanced and execution on p2 starts as soon as possible.

The algorithm SchOneWayCom constructs such an optimal schedule:

procedure SchOneWayCom (c.b.t. of height h, communication delay c)
begin
Choose the greatest value h1, 1 ≤ h1 ≤ h − 1,

such that h − h1 + c + 2h1 − 1 ≤ 2h − 1− (2h1 − 1)

Let i = 1, Mp1 = 2h − 1− (2h1 − 1) and Mp2 = h − h1 + c + 2h1 − 1
While Mp1 > Mp2 + 1 do

Let i = i + 1

Choose the greatest hi, 1 ≤ hi ≤ hi−1, s.t. Mp2 + 2hi − 1 ≤ Mp1 − (2hi − 1)

Let Mp1 = Mp1 − (2hi − 1) and Mp2 = Mp2 + 2hi − 1
enddo
Schedule on p1 the path xh, ..., xhi+1 in the first h − hi time units.
Schedule on p2 as soon as possible the subtrees rooted in yhj , 1 ≤ j < i.
If hi = hi−1 then schedule on p2 as soon as possible the subtree rooted in xhi

else schedule on p2 as soon as possible the subtree rooted in yhi

Schedule on p1 the rest tasks of the initial tree.
end

Remark. If hi = hi−1, then the corresponding subtrees sent to p2 are rooted
in xhi = xhi−1 and yhi−1 .

Lemma 6. The algorithm SchOneWayCom constructs an optimal schedule for:
• Odd communication delays c < 2h − 1− h, and
• Even communication delays 2h−2 ≤ c < 2h − 1− h.

Proof. The length of the constructed schedule by algorithm SchOneWayCom is
M =

⌈
2h+c+h−h1

2

⌉
. We distinguish between two cases depending on the magni-

tude of c:
(i) If 2h−1−1 ≤ c < 2h−1−h it is easy to observe that any two ways commu-

nication schedule is longer than the one way communication schedule produced
by algorithm SchOneWayCom, MSchTwoWaysCom ≥ h + 2c ≥

⌈
2h+c+h

2

⌉
> M ,

since there is at least one path in the tree containing two communications.
Thus, we have only to prove that the algorithm constructs the shortest sched-
ule among all algorithms making one way communications. Consider a one way
communication algorithm such that the first subtree to be executed on p2 is of
height h′

1 > h1. Clearly the obtained schedule will be unbalanced and longer
than the one produced by our algorithm. Consider now the case where the first
subtree to be executed on p2 is of height h′

1 < h1. Then processor p2 starts
execution in time unit h−h′

1+c that is later than in algorithm SchOneWayCom
and therefore the obtained schedule cannot be shorter.
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(ii) If c < 2h−1−1 and c is odd, then the first subtree to be executed on p2 is
of height h1 = h − 2. Hence, the length of the schedule is

⌈
2h+c+1

2

⌉
= LB, that

is optimal, since c is odd. If 2h−2 ≤ c < 2h−1 − 1 and c is even, then the length
of the constructed schedule is equal to LB + 1. Using Corollary 5 we conclude
that this schedule is optimal. �

Combining Lemmas 2, 3 and 6 we obtain the next theorem:

Theorem 7. A complete binary tree of height h, with communication delay c,
can be scheduled optimally on two processors in O(n log n) time.
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