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Abstract. In the distributed processing area, mapping and scheduling
are very important issues in order to exploit the gain from paralleliza-
tion. The generation of efficient static mapping techniques implies a pre-
vious modelling phase of the parallel application as a task graph, which
properly reflects its temporal behaviour. In this paper we use a new
model, the Temporal Task Interaction Graph (TTIG), which explicitly
captures the temporal behaviour of program tasks; and we evaluate the
advantages that derive from the use of the TTIG model in task alloca-
tion. Experimentation was performed in a current PVM environment,
for a set of synthetic graphs which exhibit different ratios of compu-
tation/communication cost (coarse-grain, medium-grain). The execution
times when these programs were mapped using the information contained
in the TTIG model, were compared with the times obtained using the
two following mapping alternatives: (a) PVM default scheme and, (b)
mapping strategy based on the classical model TIG (Task Interaction
Graph). The results confirm that with the TTIG model, better assign-
ments are obtained, providing improvements of up to 49% compared with
the PVM assignments and up to 30% compared with TIG assignments.

1 Introduction

Parallel programming based on message-passing presents the programmers with
daunting problems when attempting to achieve efficient execution. The parallel
solution of a problem evolves across three phases. First, we devise a parallel
algorithm solving the problem in hand. Then, an interacting task network (a
task graph) implementing the algorithm on the available computational model
is designed. Finally, the tasks are mapped onto the target architecture. The task
graph design and physical mapping must exploit the potential parallelism de-
tected to build an efficient implementation on the target machine. These two
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phases, although often solved separately in the solutions proposed in the litera-
ture, are closely related. The chosen structure for the task graph strongly affects
the efficiency with which we can address the mapping and scheduling problems.

Most of the approaches and standards recently proposed for programming
parallel machines provide explicit parallel models in which programmers are
aware of the parallel execution of the programs, and are asked to define the task
graph. These models give the programmer control over both the decomposition of
activities between tasks and the management of communication/synchronization
between the parallel tasks. Libraries provide interacting primitives that can be
called from within sequential codes (usually C and Fortran), and facilities to
define the task graph structure. This is the case of PVM and MPI.

Two task graph models have been extensively used in the areas of mapping
and scheduling. The Task Precedence Graph (TPG) [1] and the Task In-
teraction Graph (TIG) [2]. TPG is a directed graph where the nodes and
directed edges represent the tasks and tasks precedence constraints respectively.
This TPG model supposes that the tasks can interact only at the beginning and
at the end of their execution. On the other hand, TIG is an undirected graph
where two tasks communicate if there is an edge between the nodes. This TIG
model allows us to model arbitrary interactions between the parallel tasks, and
communications can take place at any point inside them.

In both graph models, weights are associated to nodes and edges, representing
computation and communication times respectively. The choice of the graph
model depends on the structure of the parallel activity of the application and
on the abstraction level we are interested in. The TPG approach is particularly
effective for many scientific applications where interactions between tasks take
place only at the beginning and at the end of their execution. On the other
hand, distributed processing applications where the executing tasks are required
to communicate during their lifetime rather than just at the initiation and at
the end, are successfully modelled by the TIG. However, as the TIG model does
not include any information about task precedences, we cannot take advantage
of the potential parallelism between tasks. For this reason most of the authors
prefer to assume that all tasks may run in parallel and the requirement made is
to minimize the number of tasks mapped onto the same processor [7][8].

Accordingly, we have proposed a new task graph model called Temporal
Task Interaction Graph (TTIG), which in addition to the weights considered
in the two previous models, explicitly captures the potential degree of parallel
execution between adjacent tasks [3]. With the TTIG, a more realistic way of
representing the behaviour of applications with explicit parallelism is provided.

The aim of this paper is to evaluate the advantages that derive from the
knowledge of task behaviour by modelling the parallel program with the TTIG.
The effectiveness of this program model has been proved in a real PVM message-
passing environment for a set of synthetic programs, and the results obtained
confirm that the TTIG is a good model, and allows us to solve the mapping and
scheduling of arbitrary parallel computations in an effective way.



264 Concepció Roig et al.

The remaining sections are organized as follows. Section 2 summarizes the
new TTIG model and emphasizes its main characteristics. Section 3 presents the
experimental results obtained for a set of synthetic graphs on a PVM platform,
and section 4 outlines the main contributions.

2 The Parallel Program Model

In a message-passing computation model, a parallel application is a set of se-
quential processes (tasks) communicating by calling library routines to send and
receive messages. Communications can be point to point i.e. involving a message
transfer from one named task to another, or collective, performing global inte-
ractions between a (sub)set of tasks in the program. A task is considered as an
indivisible unit of computation to be scheduled on one processor, and the grain
size of tasks is determined by the programmer. In this model, send operations
are supposed to be non-blocking, that is, we assume that the sending task can
continue its execution after sending a message. On the contrary, receive opera-
tions are blocking and the receiving task can only continue its execution when
the message has been received.

In principle, a task can be seen as a set of computation phases with the
necessary communication to provide and/or to obtain the data for the next
computation phase. A task graph that shows the interactions between different
computation phases of each task can have an arbitrary number of nodes, each
one executing a distinct sequential process. In this graph, each directed edge
represents a send operation between tasks and it is labeled with a number rep-
resenting the communication cost (the cost involved in exchanging data). The
numbers included inside each node represent the cost of each of its computation
phases. This graph is called Temporal Flow Graph (TFG) and reflects prece-
dence relationships between program tasks. This TFG graph can be explicitly
specified by the programmer, deduced automatically by the compiler or refined
by dynamic monitoring of different executions of the application [4] [5].

Fig. 1(a) shows an example of TFG for a parallel program with 5 tasks
{T0,..,T4}; in this graph, dashed lines are computation phases inside each task
that have to be executed sequentially; and continuous lines represent the com-
munications established between neighbouring tasks. The computation phases
and corresponding computation cost can be seen for every task (i.e. task T3 has
two computation phases with a computation cost of 30 each), and the commu-
nications with its cost (i.e. task T3 has to establish three communications: two
sending operations to tasks T0 and T4 with a cost of 12 and 2 respectively and
a receiving operation from task T0 with cost 9).

Starting from the TFG of a parallel program, it is possible to obtain some
information about the temporal behaviour of program tasks. Accordingly, we
define for each pair of adjacent tasks a new parameter called degree of parallelism.
Thus, for two communicating tasks with message transferences from Ti to Tj
in the TFG graph, this parameter is defined as the percentage of Tj execution
time that can be carried out in parallel with Ti. In the same way, if there are
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Fig. 1. (a) TFG graph, (b) subgraph of tasks T0 and T3 and (c) Execution
simulation

messages sent from Tj to Ti the degree of parallelism is defined with respect
to Ti execution time. The degree of parallelism is represented as a normalized
index belonging to the [0,1] interval

This degree of parallelism is obtained for each pair of adjacent tasks in the
TFG assuming that they are isolated from the rest of the graph and without
considering the cost involved in communications. For instance, for tasks T0 and
T3 of TFG graph in Fig. 1(a) the degree of parallelism is obtained as following:
we simulate the execution of the corresponding subgraph (Fig. 1(b)) and we
evaluate the time during which these tasks are executing concurrently; in this
case, as it can be seen in Fig. 1(c) we obtain 50 time units of parallel execution,
so the degree of parallelism from task T0 to task T3 is 50/60=0.83 and that
corresponding from task T3 to T0 is 50/80=0.6. A more detailed description
about the obtaining of this parameter can be found in [3].

With this new parameter, the new graph model called Temporal Task In-
teraction Graph (TTIG) is build. The TTIG is a directed graph, where nodes
represent the tasks of the parallel program with its associated execution time
(this is the sum of each computation cost for every phase inside the task) and
the edges indicate directed communications between tasks with two associated
parameters: (a) the global communication cost (this is the sum of each commu-
nication cost for every transference established between the two adjacent tasks
in the direction of the edge) and (b) the degree of parallelism existing between
them. Fig. 2 shows the TTIG graph obtained for the TFG graph of Fig. 1(a).
In this graph, for example, task T3 has an execution time of 60 resulting from
the sum of two computation phases with a cost of 30; and the communication
costs from T0 to T3 and from T3 to T0 are 9 and 12 respectively, resulting from
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the sum of the communication costs involved in message transferences in both
directions.

Fig. 2. TTIG graph

The TTIG model integrates the two classical TPG and TIG models. Thus,
if two tasks have a precedence constraint as happens in the TPG graph, this is
reflected in the TTIG with a maximum degree of parallelism equal to 0 (this
is the case of tasks T3 and T4 in the TTIG of Fig. 2). On the other hand, a
maximum degree of parallelism of 1 in the TTIG states that a task can execute
concurrently all the time with its adjacent, as is considered in the TIG. With
other values for degree of parallelism, any other situation can be reflected in the
TTIG graph, so this is a good model that allows us to represent the temporal
behaviour of a parallel program with any pattern of interaction between tasks.

In order to automate the process for obtaining the TTIG graph, a tool has
been designed and implemented. This tool has a graphical user interface which
provides an easy-to-use interactive environment for introducing the parametrized
TFG graph of a message-passing program, and it automatically generates the
corresponding TTIG graph with the associated parameters.

3 Experimental Study on a PVM Platform

In this section we analyze the effectiveness of the TTIG, assuming a static
approach, to solve the mapping problem. That is, we assume a knowledge of
application behaviour before starting program execution, and the criterion to
optimize is the minimization of the completion time of the program execution.
We have generated a set of C+PVM synthetic programs and we have compared
the global execution time obtained when these programs were mapped using the
information contained in the TTIG model with the time obtained using the two
following allocation alternatives: (a) PVM default scheme which is based on a
round-robin policy, and (b) TIG strategy based on the criteria of load balan-
cing and minimization of communication cost. We refer to these three different
allocations as TTIG mapping, PVM mapping and TIG mapping, respectively.
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The programs used in this experimentation (pr 1,..,pr 7) were randomly ge-
nerated and had a number of tasks ranging from 6 to 10. Each task graph was
a PVM application and consisted of a set of computation phases (based on
integer addition loops) with communication primitives (with both sending and
receiving operations). All tasks had a uniform execution time (8 seconds), in
order to highlight the contribution of the degree of parallelism in achieving an
efficient distribution of tasks.

The experiments were carried out varying the computation/communication
ratio of the programs. Firstly, we used coarse-grain programs where messages
consisted of one integer. In this case, the size of messages is very small and the
time incurred in communication is negligible. The same set of programs was used
exhibiting a medium-grain, where the size of messages ranged between 25.000
and 75.000 integers. In this case, the time incurred by communications ranged
between 1 and 3 seconds. Overall, in medium-grain programs the ratio between
computation and communication ranged between 1,1 and 1,5.

The number of integer additions and the size of messages was fixed accor-
ding to the results obtained by the evaluation of the performance of our system
having it dedicated to the execution of our application. In this case, the addition
of 100.000.000 integers takes approximately one second; moreover, a ping-pong
experiment, where series of messages are sent between two tasks reported a cost
of approximately one second for sending a message of 25.000 integers.

The experiments were conducted on 4 Linux (kernel V. 2.0.36) machines
running PVM 3.4. Each machine was based on a Pentium II at 350MHz, with
128Mbytes of RAM and 512Kbytes of cache each. The interconnection network
was a 100Mbs Fast Ethernet. Each program was executed on this platform using
three different allocations of tasks, based on the following mapping strategies:

(a) PVM mapping. PVM default allocation scheme assigns the tasks to the avai-
lable hosts using a round-robin policy [6]. Once a task is started, it runs on
the assigned host until completion, i.e., the task is statically allocated. Ob-
viously, a round-robin allocation may be very sensitive to the order under
which tasks are created. Therefore, in our experiments several task alloca-
tions of the graphs were tried initially in order to check which task creation
order obtained the best performance. The results reported below have been
computed using the PVM allocation with the task ordering that obtained the
best performance, i.e. these allocations may be considered as the allocations
obtained by a highly experienced PVM programmer.

(b) TIG mapping. In this case, the same set of programs were modelled as a TIG
graph, and the mappings were done using the heuristic CREMA [8], which
provides excellent results compared with other mapping algorithms of TIG’s
existing in the literature [9]; this is a mapping heuristic based on the mini-
max cost function. Under the minimax criterion, the goal is to minimize the
maximum Processor Work Load (PWL), where the PWL for each processor
is defined as the total cost due to the computation and communication cost
of all the tasks mapped to it (PWL = computation cost + communication
cost).
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(c) TTIG mapping. The TTIG mapping was carried out basically taking into
account the degree of parallelism between tasks. Then, nodes of the graph
were traversed from top to bottom in order to determine which of tasks were
the more dependent i.e. almost unable to execute in parallel, and which
of the adjacent tasks were less dependent i.e. capable of doing the most
part of their execution concurrently. The allocation was carried out with the
following criteria: tasks with a degree of parallelism between 0 and 0.3 were
assigned to the same processor and the tasks with a degree of parallelism
between 0.7 and 1 were mapped to different processors. For tasks with an
intermediate value of degree of parallelism, we used the minimax criterion
mentioned above.

Different runs on the same program graph generally produced slightly di-
fferent final execution times. Hence, average-case results are reported for sets of
ten runs of all PVM, TIG and TTIG mappings.

Table 1 and Table 2 contain the average execution times, in seconds, obtained
by PVM, TIG and TTIG mappings with coarse-grain programs and medium-
grain programs respectively. It can be seen in both tables that the use of the
TTIG model yields significant improvements in the global execution times with
respect to PVM and TIG mappings. The execution times obtained for medium-
grain programs (Table 2) are higher than these obtained for coarse-grain pro-
grams (Table 1) due to the fact that the transference of a significant amount
of communication between tasks implies an additional cost in time that has
to be added to the cost of computation phases inside the tasks. Moreover, the
times obtained for TIG mappings are in general slightly better than PVM map-
pings because, with the heuristic CREMA, the allocation strategy is based on
the structure of the application graph; however, for some of these structures
the use of this kind of strategy that focuses on achieving load balancing and
minimization of communication cost, brings assignments that separate the more
dependent tasks to different processors and allocate very concurrent tasks to
the same processor, preventing a global concurrent execution in the system and
yielding a worse execution time (see pr 4, pr 7). This kind of problem does not
appear in TTIG mapping because the allocation strategy is based on the know-
ledge of the ability of concurrent execution for adjacent tasks in the application
graph.

In Fig. 3 the percentage of gain in the execution time obtained with the TTIG
mapping over the PVM mapping is shown graphically. These values have been
computed as 100*(TPV M - TTTIG)/TPV M where TPV M is the average execution
time using the PVMmappings and TTTIG is the average execution time using the
TTIG mappings. Equally, Fig. 4 shows the percentage of gain in the execution
time obtained with TTIG mapping over TIG mapping.

With the analysis of the results shown in Fig. 3, it can be seen that by using
the TTIG model we can obtain significant improvements in the global execution
time of parallel programs, which can be up to 49% better when compared with
the time obtained using the PVM allocation. More specifically, we obtained
significant gains in performance when the number of processors was 2 or 3, but
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Table 1. Average execution times, in seconds, for coarse-grain programs

Coarse-grain
2 proc. 3 proc. 4 proc.

PVM TIG TTIG PVM TIG TTIG PVM TIG TTIG

pr 1 31.7 18.6 16.8 25.3 17.3 16.1 16.1 17.5 15.8

pr 2 51 54.2 40.7 42.1 40.9 34 46.5 43 34

pr 3 51 49 41 44 36 33 43 40.5 33

pr 4 41 45.3 37.1 35 44.7 34 34 40.4 34

pr 5 47.8 48 36.5 41.8 43 36.5 38.1 41.5 36.5

pr 6 42 40 33.4 40.6 44 33 36.5 34.6 31.5

pr 7 52.16 57.3 41.2 46.5 55.4 38.8 36.7 43.3 32

execution times were nearly the same for both mappings with 4 processors. This
fact can be explained because in most cases the degree of parallelism between
tasks is the factor that principally influences the final execution time of the
program; but when 4 processors were used, the effect of dependencies is also
insignificant because each task is immediately ready to run once it has received
its input messages because, as the examined graphs have a low number of tasks,
very few of them are executed concurrently in each processor.

Table 2. Average execution times, in seconds, for medium-grain programs

Medium-grain
2 proc. 3 proc. 4 proc.

PVM TIG TTIG PVM TIG TTIG PVM TIG TTIG

pr 1 41 22.5 21 36 25.9 20 25.6 24 20

pr 2 54 50.5 47 50 43.4 39 42 41.5 38

pr 3 90.8 82.4 76.7 84.3 67 65 44.3 45 41

pr 4 63 59.7 49 43 50.6 39 41 43 39

pr 5 54 52.8 47 59 56.5 47 55.3 53.3 47

pr 6 51 45.7 38 51 44.1 34 39.8 38 33

pr 7 67 81.5 62 60 77.1 54 61.3 73.9 54

It can also be noticed that the gains obtained with TTIG mappings over
PVM mappings were not uniform, and there are big differences among the pro-
grams; this is a reasonable result because PVM does not take into account any
information related to the application graph in mapping decisions and the gain
that we obtained is in some way aleatory. Extreme cases are reported in Fig. 3
for pr 1 and pr 4 programs; the graph of pr 1 application has some tasks with
a 0 degree of parallelism which are mapped to different processors, and some
other tasks with an associated degree of parallelism equal to 1 that are mapped
to the same processor, when using the round-robin policy, bringing about a se-
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Fig. 3. Percentage of gain of TTIG mapping over PVM mapping.

quential execution of the tasks of the parallel program and, as a consequence,
a poor performance. On the other hand, the application graph of the program
pr 4 shows little differences in the values of degree of parallelism between tasks;
in this case the round-robin assignment based on the spawn ordering had been
enough to achieve good performance.

Fig. 4. Percentage of gain of TTIG mapping over TIG mapping.

The use of the TTIG model also yields positive improvement compared with
the TIG mapping as is reflected in Fig. 4, and in general, the gain obtained using
TTIG mapping is more uniform, when compared with the TIG mapping, than
PVM mapping, due to the fact that the TIG mapping is carried out under a
criterion based on the structure of the application graph.

Moreover, with the analysis of the results reported in Fig. 4, it can also
be seen that in many cases (see pr 2, pr 3, pr 5, pr 6), the percentage of gain
of TTIG mapping over TIG is slightly better for coarse-grain programs than
medium grain, the reason is that in these programs, in addition to the degree of
parallelism, the communication costs also bring about some strong dependencies,
the later case is effectively detected by the heuristic CREMA and the tasks
involved are properly assigned, yielding better results for global execution time.
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4 Conclusions

This work has investigated the advantages of using a new model, the Tempo-
ral Task Interaction Graph (TTIG), for representing message-passing parallel
programs. The TTIG graph allows us to represent in a more realistic way the
behaviour of parallel computations with an unrestricted control and interaction
pattern. The degree of parallelism included in the model allows us to solve map-
ping and scheduling for arbitrary parallel computations in an effective way.

The effectiveness of the TTIG has been established through a mapping ex-
perimentation process on a real PVM environment. The programs under exper-
imentation exhibited different ratios of computation/communication cost and
the mappings were carried out in three ways: (a) with the PVM default assign-
ment, (b) with a TIG based strategy and (c) based on TTIG characteristics. The
results show that using the degree of parallelism as the first decision parame-
ter in mapping is determinant for obtaining significant improvement in global
execution time.
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