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Abstract. Automatic parallelisation tools implement sophisticated tac-
tics for analysing and transforming application codes but, typically, their
“one-step” strategy for finding a “good” parallel implementation remains
näıve. In contrast, successful experts at parallelisation explore interesting
parts of the space of possible implementations. Finesse is an environ-
ment which supports this exploration by automating many of the tedious
steps associated with experiment planning and execution and with the
analysis of performance. Finesse also harnesses the sophisticated tech-
niques provided by automatic compilation tools to provide feedback to
the user which can be used to guide the exploration. This paper briefly
describes Finesse and presents evidence for its effectiveness. The latter
has been gathered from the experiences of a small number of users, both
expert and non-expert, during their parallelisation efforts on a set of
compute-intensive, kernel test codes. The evidence lends support to the
hypothesis that users of Finesse can find implementations that achieve
performance comparable with that achieved by expert programmers, but
in a shorter time.

1 Introduction

Finesse is an environment which provides semi-automatic support for a user
attempting to improve the performance of a parallel program executing on a
single-address-space computer, such as the SGI Origin 2000 or the SGI Chal-
lenge. Finesse aims to improve the productivity of programmers by automating
many of the tedious tasks involved in exploring the space of possible parallel
implementations of a program [18]. Such tasks include: managing the versions of
the program (implementations) created during the exploration; designing and ex-
ecuting the instrumentation experiments required to gather run-time data; and
informative analysis of the resulting performance. Moreover, the environment
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provides feedback designed to focus the user’s attention on the performance-
critical components of the application. This feedback currently includes auto-
matic interpretation of performance analysis data and it is planned to include
recommendations of program transformations to be applied, if desired, by auto-
matic restructuring tools integrated into the environment. This enables a user ef-
ficiently to take advantage of the sophisticated tactics employed by restructurers,
and to apply them as part of a parallelisation strategy that is more sophisticated
than the näıve “one-step” strategy typically used by such tools [10].

Finesse has been described in detail elsewhere [9]. This paper presents an
initial evaluation of the environment based on the experiences of a small num-
ber of users, both expert and non-expert, while parallelising a set of six kernel
test codes on the SGI Origin 2000 and SGI Challenge platforms. In each case,
parallelisation was conducted in three ways: (1) manually (following the man-
ual parallelisation scheme, Man, presented in [18]); (2) with the aid of some
well-known automatic compilation systems (PFA [16], Polaris (Pol) [17] and
Parafrase (Pfr) [14]); and (3) with the support of Finesse. Experience with one
test code, known as SPEC (and referred to later as SP) — a kernel for Legendre
transforms used in numerical weather prediction [19] — is considered in some
depth, and summary results for all six test codes are presented.

The paper is organised as follows: Section 2 provides a brief overview of Fi-
nesse. Section 3 describes the application kernels and the experimental method
used in the evaluations. Sections 4 and 5 report the experiences gained with
the SP code using each of the parallelisation processes described above. Sec-
tion 6 presents results for other test codes. Section 7 discusses related work and
Section 8 concludes.
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Fig. 1. Overview of Finesse.
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2 Overview of Finesse

Performance improvement in Finesse involves repeated analysis and transfor-
mation of a series of implementations of the program, guided by feedback infor-
mation based on both the program structure and run-time execution data. The
Finesse environment is depicted in Figure 1; it comprises the following:

– A version manager, which keeps track of the status of each implementation
in the series.

– A static analyser, which converts source-code into an intermediate rep-
resentation (based on the abstract syntax tree) and calculates dependence
information. This data feeds to the experiment manager and the program
transformer (see below). 1

– An experiment manager, which determines at each step the minimum
set of experiments to be performed in order to gather the required run-time
execution data, with help from the version manager, the static analyser and
the user.

– A database, in which data from the static analyser and data collected during
experiments is kept for each program version.

– A performance analyser, which analyses data from the database and pro-
duces summaries of the performance in terms of various overhead categories;
the analysed data is presented to the user and passed to the program trans-
former.

– A program transformer, which supports the selection and, ultimately,
automatic application of program transformations to improve parallel per-
formance. 2

Performance is analysed in terms of the extra execution time associated with
a small number of categories of parallel overhead, including:

– version cost: the overhead of any serial changes made to a program so as
to enable parallelism to be exploited;

– unparallelised code cost: the overhead associated with the serial fraction;
– load imbalance cost: due to uneven distribution of (parallel) work to pro-

cessors;
– memory access cost: additional time spent in memory accesses, both

within local cache hierarchies and to memory in remote processors;
– scheduling cost: for example, the overhead of parallel management code;
– unexplained cost: observed overhead not in one of the above classes.

The performance of each implementation is evaluated objectively, relative to
either a “base” reference implementation (normally the best known serial im-
plementation) or a previous version in the performance improvement history.

1 Currently, Finesse utilises the Polaris scanner [17] to support parsing of the source
code and Petit [12] for dependence analysis.

2 The prototype system does not implement automatic application of transformations;
these are currently performed by hand.
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Iteration of this process results in a semi-automatic, incremental development of
implementations with progressively better performance (backtracking wherever
it is found to be necessary).

2.1 Definitions

The performance of an implementation is evaluated in Finesse by measuring
its execution time on a range of multi-processor configurations. An ordered set
P , where P = {p1, p2, . . . , pmax}, and ∀i, 1 ≤ i < max, pi < pi+1, is defined
(in this paper, p1 = 1, p2 = 2, . . . , pmax = max). Each parallel implementation
is executed on p = p1, p2, . . . , pmax processors, and the overall execution time,
Tp is measured for each execution. A performance curve for this code version
executing on this target hardware platform is obtained by plotting 1/Tp versus
p. The corresponding performance vector V is a pmax-tuple of performance values
associated with execution using p = 1, 2, 3, . . . , pmax processors.

The parallel effectiveness εp of an execution with p processors is the ratio
between the actual performance gain and the ideal performance gain, compared

to the performance when p = 1. 3 Thus εp =
1

Tp
− 1

T1
p

T1
− 1

T1

. This indicates how well the

implementation utilises the additional processors (beyond p = 1) of a parallel
hardware configuration. The value ε2 = 50% means that when p = 2 only 50%
of the second processor is being used; this is equivalent to a “speed-up” of 1.5, or
an efficiency of 75%. The value εp = 0% means that the parallel implementation
executes in exactly the same time as its serial counterpart. A negative value of
εp means that parallel performance is worse than the serial counterpart. Note
that ε1 is always undefined since the ideal performance gain here equals zero.

The parallel effectiveness vector EV is a pmax-tuple containing values of εp

corresponding to each value of p. The final parallel effectiveness (εpmax) and the
average parallel effectiveness (over the range p = 2 to p = pmax) are other useful
measures which are used below; for the smoothly varying performance curves
found in the experiments reported here, these two values serve to summarise
the overall parallel effectiveness (the former is normally pessimistic, the latter
optimistic over the range p = 2, . . . , pmax).

3 Experimental Arrangement

The approach adopted in evaluating Finesse is to parallelise six Fortran 77
test codes, using each of the parallelisation schemes described in Section 1, and
to execute the resulting parallel codes on each of the two hardware platforms,
a 4-processor SGI Challenge, known as Ch/4, and a 16-processor Origin 2000,
O2/16. The set of test codes contains the following, well understood, application
kernels:
3 A reference serial execution is actually used for comparison, but this normally exe-

cutes in time close to T1.
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– Shallow–SH: a simple atmospherics dynamics model.
– Swim–SW: another prototypical weather prediction code based on the shal-

low water equations.
– Tred2 Eispack routine–T2: a well know eigenvalue solver used for com-

piler benchmarking.
– Molecular dynamics–MD: an N-body simulation.
– Airshed–AS: a multiscale airshed simulation.
– SPEC–SP: a kernel for Legendre transforms used in weather prediction.

In this paper, details of the evaluation for SP are presented and results of the
evaluation for all six codes are summarised. The evaluation of T2 is described
in more detail in [9]. Further details of the test codes and of the evaluation of
Finesse can be found in [8].

The SP code is described in [19]. It uses 3-dimensional arrays to represent
vorticity, divergence, humidity and temperature. Each iteration of the main com-
putational cycle repeatedly calls two subroutines to compute inverse and direct
Legendre transforms, respectively, on a fixed number (in this case, 80) of rows
along the latitudes. The loop-bounds for certain loops in the transformation rou-
tines are elements of two arrays which are initialised at run-time; these loops
also make indirect array accesses. In serial execution, the initialisation routine
accounts for only 5% of the total execution time; the two transformation routines
share the remaining time equally.

4 Automatic versus Manual Parallelisation of SP

Completely manual and completely automatic parallelisations of SP are reported
in [10]; these are conducted first by a human expert, User A (using the Man
scheme), and then by the three automatic compilation systems introduced ear-
lier. Quantitative performance data from these parallelisations forms the basis
for comparison with later results obtained using Finesse.

A performance curve is given for all versions of the test code executing on
the two hardware platforms. Each figure showing performance curves also con-
tains a line, labelled Ideal, which plots the ideal parallel performance, p/Ts. In
each case, the corresponding elements of the performance vector, V , the paral-
lel effectiveness vector, EV , and the average parallel effectiveness, Avg(εp) (for
p = 2 . . . pmax), are shown in a table. Values of pmax are 4 for the Ch/4 platform
and 8 for the O2/16 platform (operational constraints prevented testing with
p > 8).

Figure 2 and Table 1 present these results for the parallelised SP test code on
the O2/16 platform (the tabular results for the Ch/4 platform follow a similar
pattern). On both platforms, the Man version performs better than any other
because the main loops in two expensive and critical subroutines have been suc-
cessfully parallelised. The final (average) parallel effectiveness of this version is
74% (99%) on the O2/16 and 85% (86%) on the Ch/4 platform. The Pol com-
piler is unable to parallelise either of the expensive loop nests. The remaining
compilers, PFA and Pfr, detect parallelism in the inner loops of the expensive
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Fig. 2. Performance curves for SP code on the O2/16 and Ch/4 platforms.

loop nests. On the Ch/4 platform, both schemes parallelise these inner loops,
resulting in negative parallel effectiveness. On the O2/16 platform, PFA refrains
from parallelising these inner loops, but thereby merely inherits the serial per-
formance (parallel effectiveness is everywhere close to 0%).

p 2 3 4 5 6 7 8 Avg(εp)
final (p = 2, . . . , 8)

Man V 0.228 0.335 0.427 0.499 0.551 0.583 0.627
EV 126% 116% 107% 99% 89% 80% 74% 99%

PFA V 0.099 0.095 0.092 0.088 0.087 0.086 0.086
EV -2% -3% -3% -3% -3% -3% -2% -3%

Pol V 0.098 0.093 0.089 0.085 0.081 0.080 0.081
EV -3% -4% -4% -4% -4% -4% -4% -4%

Pfr V 0.005 0.004 0.003 0.003 0.003 0.003 0.003
EV -95% -48% -32% -24% -19% -16% -14% -36%

Table 1. Achieved performance of SP code on the O2/16 platform.

5 Parallelisation of SP Using Finesse

This section describes the development, using Finesse, of parallel implemen-
tations of the SP test code on the O2/16 platform. The efforts of an expert
programmer (User A, once again) and of two other programmers (Users B and
C — of varying high performance computing experience) are presented. For each
user, program transformation, and thus creation of new implementations, is en-
tirely guided by the overhead data produced by Finesse. For the most part,
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the necessary tasks of the parallelisation are carried out automatically. User in-
tervention is needed only at the time of program transformation, thus reducing
programmer effort.

The initial environment for each development is set such that the parallel
profiling experiments are run on 1, 2, 3 and 4 processors, i.e. P = {1, 2, 3, 4}.
Load imbalance overhead measurement experiments are conducted on 2, 3 and
4 processors. Thus pmax = 4 in each case. Although the O2/16 platform has
up to 16 processors available, and results will be presented for values of p up to
8, the value pmax = 4 has been chosen here in order to reduce the number of
executions for each version. Obviously, this hides performance effects for higher
numbers of processors, and for practical use the initial environment of Finesse
would be set differently.

In order to compare the performance and parallel effectiveness of the Finesse-
generated codes with those of the corresponding Man versions, the finally ac-
cepted Finesse version of the test code is executed on the Origin 2000 using
pmax = 8.

Expert Parallelisation The parallel implementation of the SP code generated
by User A using Finesse shows significant improvement over the reference ver-
sion. In [10] it is explained that exposing parallelism in the expensive loops of
this code by application of available static analysis techniques is difficult. While
parallelising using Finesse, User A observed the execution behaviour of the
code and then applied expert knowledge which made it possible to determine
that the expensive loops can be parallelised. Hence User A re-coded these loops,
causing Version 1 to be registered with, and analysed by, Finesse; altogether
three loops were parallelised. In order to analyse the performance of Version 1,
8 experiments were carried out by Finesse; the analysis showed some parallel
management overhead, some load imbalance overhead and some (negative) mem-
ory access and unexplained overhead. However, as the parallel effectiveness was
close to that of the Man version, User A decided to stop at this point. 4 Table 2
provides a summary of the overhead data. Unfortunately it was not feasible to
determine how much user-time was spent developing this implementation.

Figure 3 shows the performance curves for the Man version (from Section 4)
and the final Finesse version (Version 1). Table 3 presents the performance
vectors (V ), the parallel effectiveness vectors (EV ) and the average parallel ef-
fectiveness of these two versions in the rows labelled Man and Finesse, User-A.

Non-expert Parallelisation Two non-expert users (Users B and C) were also
asked to parallelise the SP test code. User B spent approximately 2 hours, and
managed to parallelise one of the two expensive loop nests, but was unable to
expose parallelism in the other. User C spent about 8 hours, also parallelised one

4 The problem of deciding when to stop the iterative development process is in general
difficult, and the present implementation of Finesse does not help with this. In the
experiments reported here, the decision was made on arbitrary grounds; obviously
User A was helped by specialist knowledge that would not usually be available.
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Versions p εp Overheads (in seconds)
OV OPM OUPC OLB OMA&Other

Version 0 - - unparallelised code overhead : 9.9593

Version 1 1 - 0.0 0.5551 - - -0.0156
2 121% 0.0 0.5551 0.0 0.0268 -1.0631
3 114% 0.0 0.5551 0.0 0.0807 -0.9137
4 107% 0.0 0.5551 0.0 0.0467 -0.7314

Table 2. SP code versions and associated overhead data (O2/16 platform).
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Fig. 3. Performance curves for SP
on O2/16 platform.
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Fig. 4. Performance curves for SP
(by Users B and C).

of the expensive loop nests and, in order to expose parallelism in the other, de-
cided to apply array privatisation. This transformation requires expansion of all
3-dimensional arrays to the next higher dimension, thus incurring a large amount
of memory access overhead. Hence, performance of the transformed version did
not improve as desired.

Figure 4 depicts the pertinent performance curves. Table 3 compares the
performance vectors (V ), the parallel effectiveness vectors (EV ) and the average
parallel effectiveness of these two versions (labelled Finesse, User-B and User-C)
with those of the Man version (from Section 4).

6 Summary of Results for All Six Test Codes

The expert, User A, parallelised all six test codes with assistance from Finesse;
clearly, experience obtained earlier, when studying fully manual and fully au-
tomatic parallelisations, must have made it easier to achieve good results. Two
further non-expert users (Users D and E) also undertook Finesse-assisted paral-
lelisation of one test code each. Thus, a total of ten Finesse-assisted parallelisa-
tions were conducted altogether. Table 4 compares the final parallel effectiveness
of all ten generated codes with that of the manually parallelised codes and the
best of the compiler-generated codes.
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p 2 3 4 5 6 7 8 Avg(εp)
final (p = 2, . . . , 8)

Man V 0.227 0.334 0.419 0.494 0.546 0.584 0.624
EV 125% 116% 105% 98% 88% 80% 74% 98%

Finesse V 0.227 0.334 0.420 0.494 0.545 0.572 0.619
(User-A) EV 126% 115% 106% 97% 88% 78% 73% 98%

Finesse V 0.153 0.179 0.195 0.206 0.212 0.217 0.208
(User-B) EV 52% 39% 31% 26% 22% 19% 15% 29%

Finesse V 0.184 0.248 0.293 0.311 0.331 0.329 0.277
(User-C) EV 83% 73% 64% 52% 46% 38% 25% 54%

Table 3. Achieved performance of SP code (User B and C) on O2/16 platform.

code SH SW T2 MD AS SP

User A A A D A E A A B C

Finesse 265% 85% 40% 39% 85% 75% 88% 74% 15% 25%

Manual 277% 122% 40% 85% 93% 73%

Best-compiler 261% 87% -6% 25% 8% -2%

Table 4. Final parallel effectiveness compared for Finesse, Man and the best
of the compilers.

Overall, the results obtained using Finesse compare favourably with those
obtained via expert manual parallelisation. Moreover, in many of these cases,
use of autoparallelising compilers does not produce good results.

7 Related Work

The large majority of existing tools which support the parallelisation process are
aimed at the message-passing programming paradigm. Space does not permit an
exhaustive list of these tools, but, restricting attention to tools which support
Fortran or C, significant research efforts in this area include Paragraph [3],
Pablo [15] and Paradyn [7]. Commercial systems include Vampir [11] and MPP-
Apprentice [21].

Tools for shared memory systems have received less attention, possibly due to
the lack of a widely accepted standard for the associated programming paradigm,
and because of the need for hardware support to monitor the memory system
(the advent of OpenMP [13] seems likely to ease the former situation, while the
PerfAPI [2] standards initiative will ameliorate the latter).

SUIF Explorer [5] is a recent tool which also integrates the user directly
into the parallelisation process. The user is guided towards the diagnosis of
performance problems by a Performance GURU and affects performance by,
for example, placing assertions in the source code which assist the compiler in
parallelising the code. SUIF explorer uses the concept of program slicing [20] to
focus the user’s attention on the relevant parts of the source code.
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Carnival [6] supports waiting time analysis for both message-passing and
shared memory systems. This is the nearest to full overheads profiling, as re-
quired by Finesse, that any other tool achieves; however, important overhead
categories, such as memory accesses, are excluded, and no reference code is used
to give an unbiased basis for comparison. In the Blizzard software VSM sys-
tem, Paradyn [7] has been adapted to monitor memory accesses and memory-
sharing behaviour. SVMview [1] is another tool designed for a software VSM
system (Fortran-S); however techniques for monitoring software systems do
not transfer readily to hardware-supported VSM.

Commercial systems include ATExpert [4] (a precursor to MPP-Apprentice),
for Cray vector SMPs, and Codevision, for Silicon Graphics shared memory
machines, including the Origin 2000. Codevision is a profiling tool, allowing
profiles of not only the program counter, but also the hardware performance
counters available on the Origin 2000. It also features an experiment management
framework.

8 Conclusion

The results presented in Sections 5 and 6 provide limited evidence that use of
a tool such as Finesse enables a User to improve the (parallel) performance of
a given program in a relatively short time (and, hence, at relatively low cost).
In most cases, the parallel codes generated using Finesse perform close to the
corresponding versions developed entirely manually. The results described in Sec-
tions 4 and 6 demonstrate that users, with no prior knowledge of the codes, can
effectively use this tool to produce acceptable parallel implementations quickly,
compared to the manual method, simply due to its experiment management
support. Comments obtained from the users showed that, while using Finesse,
they spent most of their time selecting suitable transformations and then imple-
menting them. This time could be further reduced by implementing (firstly) an
automatic program transformer, and (more ambitiously) a tranformation rec-
ommender.

In some cases, and particularly in the case of the SP code, users are not really
successful at producing a high performance parallel implementation. Efficient
parallelisation of this code is possible only by careful analysis of the code struc-
ture, as well as its execution behaviour. It is believed that, if the static analyser
and the performance analyser of the prototype tool were to be further improved,
then users could generate more efficient parallel implementations of this code. In
any case, none of the automatic compilers is able to improve the performance of
this code (indeed, they often worsen it); in contrast, each Finesse-assisted user
was able to improve performance, albeit by a limited amount.
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