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Abstract. SAM is a processor extension used to protect execution of
dedicated programs by preventing data disclosure and program manipu-
lations in a multitasking environment. This paper presents an operating
system design based on the Linux kernel for SAM. The design splits the
kernel into a very small protected part and an unprotected part used
by drivers and high level functions. Using this kernel protected and un-
protected programs can be executed in parallel without diminishing the
protection. The protection mechanism does not slow down the execution
of unprotected programs, since it is only active during the execution of
protected programs.

Keywords: Secure Operating Systems, Certified Execution, Encrypted
Programs, Secure Processors.

1 Introduction

Protecting software is becoming more important for the future and, therefore,
efficient protection schemes are required. Ideally, these schemes should provide
a strong protection while keeping to a minimum the number of required mod-
ifications at the software layer (both operating system and user applications),
and in the hardware layer as well. Some processor extensions, such as AEGIS [1]
and SAM [2,3], have been so far proposed, providing a secure execution environ-
ment for programs. A program running inside a secure execution environment
is safe against both software attacks (originating, for example, from a system
administrator or even from a malicious kernel) and hardware attacks (for ex-
ample, hardware supported sniffing on memory bus to bypass operating system
protections).

A number of different applications can benefit from these extensions. One of
them is the implementation of efficient copy protection schemes, both for static
data and for instructions. Another important field is the case of remote execution
of programs such as in GRID computing, since then programs can be executed on
many different computers spread all over the world, and the submitter of these
programs may not trust all the remote systems. Using a security extension, the
GRID can be used even for sensitive simulation data or secret algorithms.

This paper presents an organized description of the modifications needed at
the operating system level in order to leverage the security capabilities provided
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by the SAM architecture. To test the performance of the complete system, a
simulation environment has been developed, and several simulations have been
conducted.

The paper is organized as follows: Section 2 provides a brief overview about
the SAM security architecture. Other security architectures are presented in
section 3. Section 4 presents a detailed description of the operating system mod-
ifications (based on a SPARC-Linux kernel). In sections 5 and 6, the simulation
environment and the computed results are presented. Last, some conclusions in
section 7 close the paper.

2 SAM Overview

SAM provides a secure execution environment for programs based on a standard
processor design and a standard operating system. SAM aims at preventing
tampering attempts as well as data and program disclosure.

The next paragraphs provide a brief description of SAM’s main attributes. A
more detailed architectural description can be found in [2] and the design of the
caches in [3].
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Fig. 1. Memory Layout

The current SAM processor design is based on a
SPARC V8 compatible CPU [4] and was intended to
be an optional extension. Hence, no secured boot-
strapping or persistent trusted operating system
core is required to run SAM protected programs.
Both protected and normal unprotected programs
can be executed in a multitasking environment and
small parts of the operating system are protected
only while executing protected programs. There-
fore, there is no overhead when only unprotected
programs are executed since then a SAM enhanced
processor behaves like a standard processor. As soon
as a protected program is started, SAM begins to
verify the program related data and the protected
part of the operating system.

Each verification error or security access viola-
tion results in an immediate program termination
and the deletion of all data, including program re-
lated keys. The processor then issues a special SAM
TRAP to inform the kernel about the fault and the
reasons.

The processor core consists of an enhanced ALU supporting additional se-
curity instructions, an L1 data and instruction cache as well as an L2 cache.
All data inside this core is trusted whereas all data outside is assumed to be
untrusted. As described in [3], the L2 cache is endowed with a checked context
dictionary to improve the access to shared protected memory. These dictionary
entries consists of dynamically assigned context numbers a cache line can be
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checked for. Each cache lines TAG memory has a corresponding bit for each en-
try in the dictionary to reduce the number of re-verifications for shared protected
memory.

SAM uses a per process fixed virtual memory layout (see figure 1) with two
partially overlapping virtual address ranges. In the protected region all data is
protected and verified by hash values; in the encrypted region, all data is ad-
ditionally encrypted. All user instructions located in protected memory regions
(protected instructions) are granted access permissions, so that they are sup-
plied with the decrypted values when they access an address located inside an
encrypted region. Any other unprotected instruction can not access the cleartext
data.

The status of a SPARC processor is maintained using a set of flags, grouped
together in a status register, such as the the supervisor flag (S), set when the
processor is in supervisor mode. SAM introduces a number of additional flags,
necessary to support the secure execution environment and to represent its cur-
rent protection status. These flags, which are only used when a program is exe-
cuting in protected mode, are the following:

– Protected Process (PP): Set for a protected process.
– Protected TRAP (PT): Set when executing instructions after a TRAP of a

protected program.
– Protected Data Valid (PV): Set if all data has been successfully verified.
– Protected Memory (PM): Set if the current instruction is located in protected

memory.
– Protected Instruction (PI): Set depending on the value of other flags, follow-

ing this boolean equation:

PI = PM ∧ (¬S ∨ PT).

This flag is passed to the cache to mark protected instructions and used to
control register access as described below.

On entering a TRAP, the processor sets the S flag and the PT flag, and resets
them on returning back to user mode with a RETT1.

The following two new instructions are intended to be executed in the pro-
tected area of a protected program2:

– Secure TRAP (ST): Set or clears the PT flag based on the register value of
the operand to request or drop additional privileges. It is used to mark the
end (STE) or the beginning (STS) of a secure TRAP and can be executed in
supervisor mode only.

– Register Protection (RPROT): Used to enable or disable register protection for
any register in the current register set by using a mask as an operand.

The SAM architecture described in [2] has been analyzed with regard to the
operating system needs. This analysis showed that the architecture could be
1 Return from TRAP.
2 Outside the protected area they behave like a NOP.
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simplified in many ways without affecting security. The following simplifications
have been assumed in the simulation environment: To begin with, the number
of additional instructions has been reduced from nine to two. Then, the register
protection has been simplified so that the current implementation uses only one
additional bit for each physical register. This bit is set to the current value of
PI on register write operations. For a register read operation to be successful,
both its associated bit and the PI flag must be equal. Otherwise, the processor
reports a security access violation.

The SPARC architecture stores the beginning of the TRAP table in the TRAP
table base register (TBR). SAM XORes this address with the secret program
key k [2] to bound the program to the location of the protected TRAP table.

A SAM executable is stored in an ELF file like any other executable. But
this executable is generated by a “security linker”. It reads a statically linked
file as input, encrypts it and stores the corresponding sparse hash tree ([5,6])
within the executable. The hash tree covers not only the program code and
data, but additionally a small lower part of the operating system. This part
contains the trap table and is responsible for basic trap handling like storing
or loading registers on or from the stack and saving the program state. The
processor ensures that these functions are located in protected memory. As a
result, a program is bound to a specific processor and operating system version.

3 Related Work

Intel released their preliminary architecture specification of the LaGrande tech-
nology in the year 2006 [7,8]. This technology is connected with Intel’s virtu-
alization attempts to provide a hardware protected operating system running
in parallel to an unprotected one. LaGrande consists of a processor extension
which works in conjunction with a modified chipset, input and output devices to
provide a secure execution environment, for example for the Next Generation Se-
cure Computing Base from Microsoft [9], with protected input and output paths.
The whole boot process including the BIOS and the bootloaders are protected
as well. This results in a very complex system with a huge protected codebase
which complicates code auditing. Memory contents are not encrypted, but the
chipset is used to control memory access.

Closely related to this architecture is the Trusted Platform Module (TPM) [10]
developed by the Trusted Computing Group [11]. The module itself is not able to
encrypt memory contents. This has to be done in software by the main proces-
sor. The module can only be used to store small amounts of information like
encryption keys. Additionally, a TPM provides cryptographic functions, which
can be used to protect the boot process and for identification purposes.

Another more related approach is the AEGIS architecture [1], a successor
of the XOM architecture [12]. As SAM, AEGIS provides transparent data and
instruction encryption, decryption and verification of memory contents.

In AEGIS, a program consists of unencrypted, encrypted and protected parts
and the architecture provides secure transitions between these parts. Variables
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and functions can be assigned to these regions at compile time by the program-
mer. Hence, the programmer needs a profound knowledge about possible attacks
to not leak secure data.

In order to prevent software based attacks, AEGIS requires a special boot-
strapping mechanism to load a security kernel that has access to the page table
and other sensitive information. Memory contents are protected by hash trees
based on their physical address. This requires free pages at subsequent physical
addresses and precludes paging of these data without reencrypting them.

Each time a new program is started, AEGIS first computes a hash over all
secured program related data. This hash is then used in conjunction with proces-
sor and operating system hashes to decrypt the program. The initial hashing of
a program is a time consuming and complex task, which has been implemented
by executing internal microcode instead of a direct hardware implementation.

In addition to the hash values, AEGIS suggests the usage of 32 bit counters
to encrypt data, which implies approx. 6 % additional memory consumption.
This potentially gives rise to more misses during memory operations. Depending
on the number of memory access, this counter can overflow resulting in a time-
consuming reencryption, using a new key, of all program related data. Longer
counters can prevent this for most programs, but they consume more memory.

Compared to the introduced security architectures SAM does not require a
fully protected boot process or modifications to other parts of a computer system
than the processor. SAM does require a partly protected operating system, but
this part is very small and the protection overhead is minimal, especially when
considering that there is no overhead for unprotected programs. -

4 Operating System Design

This section first gives an overview about the basic tasks of the Linux operating
system. The subsections point out possible threats and a description of the ad-
justments to the SPARC-Linux kernel to thwart these. These modifications are
kept to a minimum.

4.1 Tasks of Operating Systems

Loosely speaking, an operating system is required whenever resources of any kind
must be shared by several concurrently-running processes. In a time-sharing
scheme, the operating system scheduler assigns time slots to each runnable
process, during which the process is able to execute its own instructions. In
several instances (at the end of a time slot, whenever a hardware interrupt is
raised or each time the program wants to invoke a system call), the program is
interrupted and enters supervisor mode.

On SPARC computers the interrupts are called TRAP’s [4]. During a TRAP,
the CPU stores the program counters (PC and NPC) in registers and then the
operating system3 typically saves the interrupted program specific data —for
3 The following explanations are based on the Linux kernel.
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instance, the contents of a register sets— on the program stack and the current
CPU status in kernel structures. Then, the stack pointer is redirected from the
user space stack to the kernel stack so that the kernel can safely execute its own
code without affecting, or being affected by, the user program. Note that the
context remains the same, even when executing instructions in kernel memory
area. This allows the kernel to access arbitrary data from user space, which is
normally required for parameter passing between user space and kernel space.

After the kernel has finished its tasks, the scheduler selects the next process to
be executed. If the selected one is different from the previously executed process,
the kernel performs a context switch to change the memory mapping.

4.2 Threats

The SAM architecture provides a hardware based protection against external
attacks, such as memory modifications and bus sniffing [3]. Another class of
attacks are software based attacks originated by the operating system. As de-
scribed in the subsection 4.1 the operating system is involved in many tasks and
can harm the program, for example, in the following ways:

– Program counter manipulations : The kernel stores the program counters (PC
and NPC) on each TRAP to be able to return to the interrupted instruction.
A malicious kernel can modify these values to alter the program flow.

– Register manipulations : A modification of register values can alter the pro-
gram flow as well as resulting in wrong computations.

– Register value disclosure: Since the operating system has all access permis-
sions, it could disclose the contents of the register, which should really be
kept secret. This is all the more important for a Load/Store architecture,
such as SPARC, since then many operands are contained in registers.

– Register mapping manipulations: The SPARC architecture uses several phys-
ical registers mapped to a (normally much lower) number of logical registers.
If a malicious kernel is able to change these mapping, even without directly
changing the register values, the result is the same as for the register ma-
nipulations case.

– Forging of memory contents : There are several places where the kernel is
able to forge memory contents. For example:

• when passing return values to the user program after a system call,
• when accessing external devices,
• when setting up the environment variables and command line parame-

ters,
• by manipulating the page mapping.

– Manipulating system call return values: Most system calls return values ei-
ther in registers or in memory. These values can be tampered with by the
operating system to manipulate the program.

– Tracking the accessed memory area: The operating system can record all
accessed pages using a manipulated page table by forcing a page fault TRAP
for each executed instruction.
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Unlike a hardware-only approach, which would result in a more complex de-
sign and less flexibility, SAM exploits a combined hard- and software approach,
described in the following subsections. Note that the following sections only ap-
ply to protected programs.

4.3 Protected Kernel

Along with some changes in the hardware, SAM requires that a (small) part of
the operating system is protected and checked automatically by hardware. This
part resides in protected memory and, therefore, is protected by hash values, to
be provided by the protected program. The protected part has a size of roughly
a mere 64 kByte and is located directly over the user stack, at the beginning of
the kernel virtual address space. Its main purpose is to ensure a secure transition
between the protected user mode and the (mostly) unprotected kernel mode. Us-
ing this design, the major part of the operating system kernel, including drivers,
can remain unprotected. As a side effect, kernel upgrades, such as bug fixes or
additional drivers, are possible without affecting the protected part.

Besides these hash values, each protected program has to provide one addi-
tional page located in virtual user space directly before the protected kernel.
This page mostly consists of zeros and is used as a protected compartment for
the corresponding program by the kernel. All data written to this page is pro-
tected by SAM, since it belongs to the protected and encrypted area. For this
reason, the kernel must ensure that this page cannot be paged out. The “security
linker” creates this page before encrypting the program and initializes it with
the entry point of the program. Then, this page is encrypted along with the rest
of the program.

Each time a protected executable is to be started the kernel performs the
following steps (cf. [2,3] for more details):

1. Identification of the executable by reading the target architecture. If the
executable is not protected, it is loaded in the same manner as an unmodi-
fied kernel does. The following steps are performed only if the executable is
protected.

2. Assigning an unused secure context number to the new program.
3. Reading the encrypted program dependent secret key from the executable

and passing it to the RSA unit for decryption.
4. Loading of the protected program like any other unprotected program by

creating the page mappings. At this time the required parts of the sparse
hash tree are mapped to memory as well as the protected compartment. This
is done by the ELF loader in the Linux kernel.

5. When the RSA unit has successfully decrypted the key, the cache automat-
ically loads and decrypts the root hash.

6. Switching to the new secure context to execute an initialization routine, used
to check and copy command line parameters and environment variables to
the protected stack. A second call of this initialization routine is prevented
by setting a lock in the protected compartment.
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7. Now the new program is ready to be scheduled and will be started by dis-
patching to the instruction located at the program entry point stored at
program linking time.

These steps ensure that the kernel can call the protected initialization routine
only one time and the program is started at the intended position.

4.4 User-Supervisor Mode Transitions

As described in the last subsections, the operating system is involved in TRAP
handling. To prevent TRAP-based attacks, the SAM processor hardware verifies
the following conditions for all protected programs when invoking a TRAP and
terminates the program immediately, if anyone condition is not satisfied:

1. Protected TRAP table: The TRAP table must reside inside the protected
area of the program.

2. Protected TRAP instructions : All instructions executed in the kernel must
be protected, until the ST instruction clears the PT flag. Then, the protected
part of the kernel can be quit.

3. Protected S (supervisor) bit : This bit can be cleared only when the PI bit is
set. Hence, the RETT instruction has to be located in the protected part of
the operating system.

4. Base address of TRAP table: Write access to the TRAP base register is
prevented as long as protected programs are running.

These conditions are used to ensure secure transitions between user and kernel
space only. A TRAP for a protected program can be divided into the following
transitions:

1. User space to kernel space: This transition requires the TRAP table to be lo-
cated in protected memory. As a result, the executed kernel code is protected
and has full access to registers and memory contents.

2. Protected kernel to unprotected kernel instructions: This transition is pre-
luded with the execution of the STE instruction to clear the PT flag. Hence,
this instruction is to be called before leaving the protected area.

3. Unprotected kernel to protected kernel: With this transition the protected
part can be reentered by executing the STS instruction again, thus setting
the PT flag.

4. Kernel space to user space: This transition is performed by executing the
RETT instruction.

These transitions can prevent external manipulations only if the state of the
program can not be modified between the second and the third transition. To
prevent these modifications, all sensitive data is stored in protected and en-
crypted memory. This data consists, at least, of the program counters (PC and
NPC) of the next instructions to execute and the processor state registers. All
register values are stored on the stack located in protected and encrypted mem-
ory, too. In this way, SAM is able to prevent modifications of any of these values
while the program is interrupted and unprotected data is executed.
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As stated before, when the kernel has finished its tasks, the scheduler se-
lects the next process to execute. If the selected candidate is other than the
interrupted process, a context switch is performed. At each context switch all
remaining protected registers are deleted and the protection bits cleared. If the
newly selected process is protected, the kernel performs the third transition in
order to restore the program state and register values.

Another possible attack to alter the execution of protected programs would be
a direct execution of code by jumping into the user program or somewhere into
a protected kernel area. But this is prevented by the hardware, since protected
instructions in supervisor mode without the PT flag set have no privileges to
access encrypted memory or protected registers. Dropping privileges by clearing
the supervisor flag in the PSR or by executing a RETT instruction with a cleared
PT flag is also forbidden. Hence, a protected user program can only be resumed
by following the protected kernel path.

4.5 User Mode

SAM requires only small user mode changes. Compared to an unprotected pro-
gram, most parts of a program can remain unchanged. The only major difference
consists in the system call handling. With each system call, some parameters are
passed to the kernel in registers and memory mapped structures. Since major
parts of the kernel are located in unprotected areas, direct access to protected
registers and protected memory areas is impossible. Fortunately, all system calls
are covered by libraries, primarily the libc on Unix compatible systems. So, it
mostly suffices to adjust the libraries and the kernel to allow parameter passing,
leaving the user code unmodified.

Access to register values can be granted by executing the RPROT instruction
in the protected part of the kernel. Just before returning from a system call the
registers containing the unprotected return values can be re-protected using the
RPROT instruction again.

Data passed in memory to the kernel and vice versa needs a special handling
because this data has to be located in unprotected memory to be readable and
writable by the kernel. To achieve this, the libc can copy all data into protected
memory and adjust the pointers to it before executing the system call. This
works in most cases, but it performs poorly. A better solution, which requires
modifications to existing code, is the use of a special malloc function provided
by the libc returning a pointer to an unprotected memory area. Then, the user
program can use this memory area to store all data intended to be passed to the
kernel.

The new instructions introduced by SAM are not used in user space. Hence,
no modified compiler or assembler is required to write SAM programs.

4.6 Summary

This subsection summarizes how the threats listed in section 4.2 are prevented
by SAM :
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– Program counter manipulations : The program counter is stored in the pro-
tected compartment and cannot be modified by unprotected instructions.

– Register manipulations : Registers are stored on the user stack which is pro-
tected by hash values.

– Register value disclosure: The hardware register protection prevents reading
protected registers outside the protected kernel area.

– Register mapping manipulations: The register mapping is stored in the pro-
tected compartment as well.

– Forging of memory contents : SAM requires that a program verifies all data
read from unprotected sources. All data in protected regions is protected
by hashes (which prevent page table attacks) or written and verified by the
protected part of the kernel (such as the environment variables and command
line parameters).

– Manipulating system call return values: This kind of attack cannot be pre-
vented by the current design, because data from unprotected sources can
always be manipulated. Fortunately, the number of different system calls
used by most programs is fairly low and most direct attacks, such as forged
pointers or sizes of these system calls, can be detected by the libc.

– Tracking the accessed memory area: This attack cannot be prevented as well
but, since SAM does not protect the address bus, a prevention of this attack
at the operating system level is useless. An attacker could always get the
address information by sniffing on the address bus.

5 Simulation Environment

This section briefly describes the simulation environment used to compute the
results presented in section 6. The performance evaluation of different cache con-
figurations is based on the SPEC benchmark suite. All benchmarks are executed
in a virtual machine emulating a SPARC based computer with peripherals like
hard disk, framebuffer and keyboard. This virtual machine is based on the free
system emulator QEMU [13]. QEMU translates all instructions of the guest sys-
tem into native assembler instructions of the host system. Hence, all timing and
memory access information are lost. Therefore, QEMU has been extended to
add special monitoring instructions during the translation step. They are used
to log instruction fetches, read and write data and I/O accesses by the CPU and
memory access by simulated peripheral devices as well as context switches and
interrupts to a trace file.

This trace file is then used as an input file for the SAM cache simulator.
It simulates an L1 data and instruction cache as well as the L2 cache with all
security related extensions described in [3] to compute the number of simulated
clock cycles for these operations. Instruction and data access are passed to the
corresponding L1 cache and external device access is simulated by occupying
the memory bus. One limitation of using a trace file is a missing feedback from
the simulator to QEMU.

The cache simulator is fully configurable in terms of cache sizes, bus widths,
number of queue entries and their thresholds, clock divisors to simulate different
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Table 1. Cache properties

Cache property Value
L1 placement direct mapped
L1 line size 32 bytes
L2 placement LRU, 4-way-set
L2 line size 64 bytes

Bus Width Divisor
L1 ↔ L2 cache 128 bit 2
to memory 64 bit 5
L2 cache ↔ Queues 128 bit 2
to AES units 128 bit 2

Table 2. Cache configurations

Name L1 size L2 size
AES
units

Check Queue
entries

256-* 8k 256k 5 5
1024-* 16k 1024k 5 5
2048-* 32k 2048k 5 5

clock rates for buses and components like the caches, memory latencies or hashing
algorithms. The L1 cache runs always with maximum clock speed and all other
components are clocked with divisors based on this clock rate. Table 1 lists the
basic configuration used for all simulations.

For all simulations, all program data is located between the virtual addresses
0x70000000 and 0xefffffff and has been encrypted. The first 64 KByte of
the operating system (0xf0000000–0xf000ffff) are protected. The hash tree
starts at address 0x1aaaaab0. Beside the modifications described in the previous
sections, the Linux kernel has been modified to allocate memory for the heap
starting at address 0x80000000.

In this paper, the multitasking behavior of a SAM enabled system has been
analyzed. Therefore, for each simulation several benchmarks are executed in par-
allel. Some benchmarks have a huge memory footprint and paging of protected
programs is currently not supported by the modified Linux kernel. Hence, each
simulation consists of the execution of one instance of a primary benchmark
(out of the SPEC suite) and a number of instances of a secondary benchmark.
Due to its reasonable memory footprint, crafty has been selected as a secondary
benchmark.

After skipping the first 232 simulated instructions, which correspond basically
to the initialization routines of each benchmark, each of the started benchmarks
has been terminated after a given amount of instructions in user mode resulting
in a trace file containing a total of approximately 232 instructions.

Using this trace file, a set of different cache configurations has been simulated
to obtain the overall number of simulated cache clock cycles needed for all cache
operations. This set includes a configuration without security extensions which
is further used as a reference for the speedup computation.

6 Simulation Results

Table 2 gives an overview about the configurations used for all simulations. The
Figures 2 and 3 show the simulation results for different cache and benchmark
configurations. The results for a particular benchmark in each figure have been
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computed using the same trace file using different cache configurations. The
y-axis shows the speedup computed with respect to basically the same cache
configuration but without security extensions. Since the speedup is always less
than one it is denoted as slowdown in all figures.

To measure the influence of the protected part of the kernel, a benchmark
configuration with three protected and four unprotected parallel invocations of
the secondary benchmark has been started in parallel with the protected primary
benchmark.

Figure 2(a) shows the speedups for fully unprotected (user), fully protected
(kernel-all) and partly protected (kernel-64 ) kernel memory running with a
cache with four dictionary entries. The partly protected kernel memory cov-
ers the protected part of the Linux kernel described in this paper. It can be seen
that there is no or only a very small performance degradation for most bench-
marks when comparing the user and kernel-64 results. Only a fully protected
kernel area displays distinct performance degradation.

The figures 2(b), 3(a), and 3(b) are showing the results for dictionaries with 1,
2, 4, and 8 entries (D1 to D8). Figure 2(b) shows the speedups for two parallel
executed protected benchmarks. This figure shows the huge influence of the
dictionary, since two entries instead of one can improve the speedup by more
than 10 percent points (crafty, 256 configuration).

The figures 3(a) and 3(b) are showing the impact of the dictionary for more
parallel executed benchmarks. Each benchmark can take an advantage of more
dictionary entries up to the number of protected programs. The speedup grows
linearly for smaller caches whereas for larger caches the impact is reduced as
soon as the number of protected programs exceeds the number of dictionary
entries.

In another simulation the overhead of the newly written protected part has
been compared with an unmodified Linux kernel. For this comparison each of the
simulations listed in figure 3(b) has been started ten times with the unmodified
kernel and with the SAM -enabled kernel, respectively. Then, the mean values
of the number of executed instructions for both kernels have been compared.
The comparison proved an almost equal number of clock cycles for both kernels.
Hence, the SAM -enabled kernel does not result in a performance degradation
for unprotected programs.

As a result, SAM provides a reasonable performance with a speedup between
0.8 and 1 for most benchmarks.

7 Conclusion

In this paper an operating system kernel design based on Linux for the SAM
architecture has been introduced. SAM consists of a combined hardware and
software design providing a secure execution environment for sensitive programs
by preventing external modifications or data disclosure. The previous design
described in [2] has been optimized and simplified in terms of register protection
and the number of additional instructions to reduce the hardware overhead.
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For SAM, the kernel has to be divided into a small protected and an unpro-
tected part, respectively. Unlike other designs, SAM’s protected kernel is only
protected by the concurrently executed protected programs. When only unpro-
tected programs are executed, the protected part of the kernel is not protected
resulting in no additional overhead.

The protected part of the Linux kernel has been redesigned to support the
additional instructions of SAM. Using these instructions only a defined set of
transitions between a protected program, the protected and the unprotected
part of the kernel is allowed. During these transitions the execution within the
protected part follows only a predefined path. Each time before this path is left,
the kernel stores the current state of the program in a security compartment.
This is a page in protected and encrypted user space used by the kernel. Using
this compartment, sensitive data like the program counters are protected against
attacks while the kernel executes unprotected instructions.

SAM requires that the protected part of the kernel drops its privileges by
executing the STE instruction. After executing this instruction in kernel mode,
even instructions in protected memory areas lose their ability to access protected
registers or encrypted memory. These privileges can only be obtained again by
executing the STS instruction in the protected kernel part.

The simulation results show that the cache design of SAM with the context
dictionary supports the operating design. SAM is designed as an extension, used
by a limited number of programs. Hence, a limited number of dictionary entries
is sufficient to provide a good performance. Even if the number of protected
processes is larger than the number of dictionary entries the performance is
reasonable.

As a summary, compared to an unprotected kernel, the overhead of the SAM -
enhanced kernel is negligible and the overall performance of the SAM architec-
ture with a speedup between 0.8 and 1 for most configurations is very good.
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